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This thesis preseits a system for reducing the cost of dewloping algebraic
speci cations for Java classes. The system consists of two componens: an
algebraic speci cation discovery tool and an algebraic interpreter. The rst
tool automatically discovers algebraicspeci cations from Java classes.The tool
generategestsand capturesthe information it obsenesduring their executionas
algebraicaxioms. In practice, this tool is accurate,but not complete. Still, the
discoreredspeci cations areagood starting point for writing a speci cation. The
secondcomponert of our systemis the algebraicspeci cation interpreter, which
helps dewelopers in adieving speci cation completeness. Given an algebraic
speci cation of a class,the interpreter generatesa rapid prototype which canbe
usedwithin an application just like any regular Java class. When running an
application that usesthe rapid prototype, the interpreter prints error messages
that tell the deweloper in which way the speci cation is incomplete. We validate
ewvaluate the performanceof our tools and presen casestudiesthat demonstrate
the usefulnesof the approad.
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1 Intro duction

1.1 Motivation

Thesis

Dewelopers are reluctant to useformal speci cations for documerting software
modules; we provide tools which target key di culties and thus make formal
speci cations more attractiv e.

Summary

Since software dewelopers use modules to structure and asserble software, it
is important to documert the public interfacesof software modules well. We
idertify desirable quality criteria for the documertation of software modules
which are hard to meetwith informal documertation. Formal speci cations can
meet thesecriteria.

In this thesis, we focus our attention on cortainer classeswhich are heavily
and consistetly reusedin Java applications. Cortrary to popular belief, even
recenlly deweloped cortainer classedor widely usedlanguagessu er from poor
design. Formally specifying and documerting sud classeshelps dewelopers to
avoid the design problems. Algebraic speci cations are well-suited for docu-
merting the behavior of cortainer classesbut dewelopers are still reluctant to
useany kind of formal speci cations. Therefore,we presemn toolswhich improve
the usability and e ectivenessof algebraicspeci cations for Java classes.

1.1.1 Quality criteria for documentation

Dewelopers use modules to structure software. For example, Table 1.1 showvs
the size(# classesknd the number of modules(# jar les) for a represenative
selectionof Java-basedopen sourceprojects. A module interfaceswith other
modules (libraries) by using or extendingtheir classesWithout good documen-
tation of the library interfaces(often calledapplication programminginterfaces),



1 Introduction

Table 1.1: Modularity in large Java projects.

# jar les # classes

Jedit 4.1 3 644
Xalan J 2.5.2 9 2,395
Jakarta Velocity 1.1b1 21 2,610
Apache Tomcat 5.0.19 51 3,959
Eclipse 3.0-M7 147 21,774
JB0ss4.0.0DR2 214 32,820

the software deweloper spends much of his time in nding out how to usethe
library. Usually, this meansthat the deweloper needsto read sourcecode|either
code that usesthe library, or the sourcecode of the library itself.

Good documenation of the external interfaces can shorten the processof
understanding a software componert signi cantly. In particular, the following
guality criteria are important:

1. Presence. Without documeriation being presei, e ective code reuse
is limited to the code that a deweloper wrote himself, or code that the
deweloper hasunderstood. Understandingcode is more costly than under-
standing good documernation.

2. Unam biguit y. Ambiguity in documertation can lead to bugs. If the
deweloper misunderstandsthe documertation, he may usethe library in a
wrong way.

3. Clarit y. Thereis no value in documenation that is not understandable.
There is little value to documenation that is harder to understand than
the sourcecode itself.

4. Correctness. Documenation needsto re ect what the implemertation
does; in particular, documertation that documerts an older version of a
software componert can be just asbad or worsethan no documertation.

1.1.2 De ciencies of informal documentation

The above quality criteria are hard to meetwith informal documenation. Lan-
guagefeatures for augmerting sourcecode with informal documertation can-
not enforcethat useful documertation exists for every classand every method
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(Criterium 1). For example,for the well-designedbytecode engineeringlibrary
BCEL [6], many methods remain undocumened. Also, natural languagespro-
vide many opportunities for ambiguity (Criterium 2). Whether or not documen-
tation written in natural languageds understandable(Criterium 3) dependson
the skill of the deweloper who providesthe documertation. Unfortunately, infor-
mal documertation often makesimplicit assumptionsabout the reader'sknowl-
edge. Also, only manual inspection can ensurethat informal documenation is
correct (Criterium 4). In practice, only great care and e ort can avoid that
informal documertation gets\out of sync” with an ewlving implemenration.

1.1.3 Formal speci cations

Formal languageshave fully and precisely de ned semartics. This allows for
formal manipulation and reasoning,which meansthat purely syntactic meda-
nisms can be employed to analyzea speci cation written in a formal language
to comeup with de nite answers. In other words, one can program computers
to \understand" formal speci cations. Preciselyde ned semaiics can ensure
that there is no ambiguity (Criterium 2).

Formal speci cations can alsobe understood by humanswho know the formal
speci cation language(Criterium 3). This is an advantage comparedto using
English as a speci cation language. While it is clear what the prerequesites
for understanding a formal speci cation are (i.e., understandingthe semarnics
of the formal speci cation language),it is harder to state the prerequesitesor
informal speci cations.

Section 1.2.1 elaborates on how we use formal speci cations to meet Cri-
terium 1 (presence)and Criterium 4 (correctness).

1.1.4 Other properties of formal speci cations

Formal speci cation languagesdi er in what they model, and how they model
it. For example,axiomatic speci cations [42] use rst-order logic to descrike the
state at particular points in the program. Speci cation languagesasedon tem-
poral logic extend this to also specify past and future properties [64]. Temporal
logicis particularly elegan for describingdependenciedetweenconcurrert pro-
cessesAlgebraic speci cations [44] are well suited for describingabstract data
types, especially cortainers. In Section 1.1.6, we compareaxiomatic speci ca-
tions with algebraicspeci cations.
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Implemertation languagessud as Java or Haslell are formal speci cation
languagesaswell. Implemertations of theselanguagesgconsistingof a compiler,
aruntime system,and a hardware architecture, have preciselyde ned semairtics.
However, in order to achieve reasonableperformance,implemertation languages
usually require programmersto spell out algorithms in detail. This can make
it harder to understand what a piece of software implemerts. For illustration,
comparethis implemertation

for (int upto = a.length ; upto > 0; upto--}{

for (int i =1; i <upto; i++){
if (@i ] < a[i-1]){
int t = afi-1];
afi-1] = afif;
alij =t
}
}

}

with the following predicate P OST, which speci es an important property that
holds after executingthis algorithm.

POST(int[Ja) 8i:1 i< alengh ) ali] ai 1]

The boundariesbetweenspeci cation languagesand implemertation languages
are not always asclearasin the given example. For example,algebraicspeci ca-
tion languageshave beenusedasimplemertation languagesfor domain speci ¢
languaged90].

1.1.5 On the Importance of Container Classes

Table 1.2 shows the percerage of classesn large open sourceJava applications
that referencecortainer classes.This data demonstratesthat cortainer classes
arefrequenly reusedsoftware componerts. On the other hand, cortainer classes
are alsoamongthe earliest reusablesoftware componerts that have beenbuilt,
so one might think that cortainer classesare well understood and that formal
documertation is not neededfor them. Our experiencewith cornainers cortra-
dicts this commonbelief. In particular, trying to specify a container classhelps
in identifying designproblemsin cortainer classes.We obsened that when the
documenation of a particular detail in the designbecomeselaborate, chances
are, that the detail is not well-designed.
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public Object[] toArray(Object]] a)

Returns an array containing all of the elements in this list in
the correct order; the runtime type of the returned array is that
of the specified array. If the list fits in the specified array,
it is returned therein. Otherwise, a newarray is allocated with
the runtime type of the specified array and the size of this list.

If the list fits in the specified array with roomto spare (i.e.,
the array has more elements than the list), the element in the
array immediately following the end of the collection is set to
null.  This is useful in determining the length of the list only
if the caller knowsthat the list does not contain any null
elements.

Specified by:
toArray in interface List

Overrides:
toArray in class AbstractCollection

Parameters:
a - the array into which the elements of the list are to be
stored, if it is big enough; otherwise, a newarray of the
sameruntime type is allocated for this purpose.

Returns:
an array containing the elements of the list.

Throws:
ArrayStoreException - if the runtime type of ais not a
supertype of the runtime type of every element in this list.
NullPointerException - if the specified array is null.

Figure 1.1: O cial documenation for LinkedList .toArray (Object][]) , found
in the Java Developmen Kit 1.4.2(Copyright by SunMicrosystems,
Inc.).
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forall |:LinkedList forall iiint forall result :Object [] (Axiom 1)
if 1>=0 and i<size (l).retval

then toArray (l,result ). retval [i ]==get(l,i). retval

forall | :LinkedList forall result : Object]] (Axiom 2)

if length (result ).retval > size (I). retval
then toArray (l,result ). retval [size (I). retval ]==null

forall |:LinkedList forall iiint forall result :Object ] (Axiom 3)
if i<length (result ). retval and i>size (l).retval
then toArray (l,result ). retval [i ]==result [i ]

forall |:LinkedList forall iiint forall result :Object [] (Axiom 4)
if size (l).retval <= length (result ).retval
then toArray (l,result ). argl==toArray (I ,result ). retval

forall |:LinkedList forall result : Object]] (Axiom b5)
if size (l).retval > length (result ). retval
then toArray (l,result ). argl==result

forall | :LinkedList forall result : Object][] (Axiom 6)
getClass (toArray (I, result ). retval ). retval ==getClass (result ).retval

forall | :LinkedList forall result : Object]] (Axiom 7)
if size (l).retval > length (result ). retval
then length (toArray (l,result ).retval ). retval ==size (I). retval

Figure 1.2: Algebraic speci cation for the toArray method for LinkedList .
Documerted informally in Figure 1.1.
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Table 1.2: Container classusagein large Java projects.

# classes # classeausing cortainers

Jedit 4.1 644 123(19.1%)
Xalan J 2.5.2 2,395 398(16.6%)
Jakarta Velocity 1.1b1 2,610 780(29.9%)
Apache Tomcat 5.0.19 3,959 1,084(27.4%)
Eclipse 3.0-M7 21,774 4,757 (21.8%)
JB0ss4.0.0DR2 32,820 7,888(24.0%)

forall I:LinkedList forall iiint forall result :Object [] (Axiom 8)

if size (). retval <= length (result ).retval
and i>=0 and i<size (I ).retval
then toArray (I, result ). argl[i]== get(l ,i). retval

forall I:LinkedList forall iiint forall result :Object [] (Axiom 9)
if size (). retval <= length (result ).retval

and i<length (result ). retval and i>=size (I). retval
then toArray (I, result ). argl[i]== result [i]

forall  I:LinkedList  result :Object [] (Axiom 10)
if size (). retval > length (result ).retval
then toArray (I). retval -> ResultArrayTooSmallExcepti on

Figure 1.3: Algebraic speci cation for an alternative toArray method.
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For example,considerthe o cial documenation of the toArray (Object [])
method shavn in Figure 1.1. The behavior of toArray is problematic, sinceJava
doesnot force programmersto usereturn values. Supposea programmerwrites
the statemert

| .toArray (resultArray );

Unfortunately, after executionof this statemen, resultArray may or may not
cortain the elemens of |, depending on whether its size was big enough to
accommalate all values. Even worse, no exceptionis thrown, so the bug may
surfacemuch later in the running program, whenit usesresultArray . While the
informal documertation shown in Figure 1.1is involved, a formal speci cation of
this method doesnot look pretty either. A speci cation in Figure 1.2 descrikes
the behavior of toArray as follows!

Axiom 1: The return value of toArray cornains the elemerts of the linked list
in order, starting at index 0.

Axiom 2: If the result array is larger than the linked list, then the cell in the
result array immediately after the last elemen is setto null .

Axiom 3: All return value array cells out of range for valid linked list indices
cortain whatewver wasin the result array beforetoArray was called. Ex-
ception: The rst of thesecellscortains null (seeAxiom 2).

Axiom 4: If the result array is large enoughto accomalate all linked list ele-
merts, then it is at least structurally equivalent with the return value of
toArray oncetoArray returns| .argl is the state of the result array
after toArray hasbeenapplied.

Axiom 5: If the result array cannot accomalate all linked list elemerts, then
it remainsunchangedafter toArray hasbeenapplied.

Axiom 6: The return value of toArray is always of the sametype asthe result
array.

Axiom 7: If the result array cannot accomalate all linked list elemerts, then
the length of the return value of toArray is equalto the sizeof the linked
list.

lWe intro ducethe speci cation languageusedin Figure 1.2 and Figure 1.3in Chapter 2; how-
ever, understanding every detail of the speci cations is not a prerequisite for understanding
the argumernt made in this section.
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In contrast, Figure 1.3 shows a di erent design,speci ed using our avor of
algebraicspeci cations.

Axiom 8 speci es that after applying the toArray operation, the elemens of
the array result , which is passedas the rst argumert (argl), are the
cortainer elemeits.

Axiom 9 speci es that the remaining elemens of result remain unchanged.

Axiom 10 speci esthat toArray throwsan exceptionif the linked list doesnot
t into the array.

The designis simpler than the o cial toArray method and avoids the design
problem descriked above (i.e., that programmersmay rely on the result array
being lled with the elemetts of the linked list). Sinceour speci cation language
allows only relatively simple axioms, we can usethe number of axiomsrequired
for a complete speci cation as an approximate metric for design complexity.
By that metric, the speci cation in Figure 1.3 is lessthan half as complex as
the original designshavn in Figure 1.2, assumingthat both speci cations are
complete. One could argue that the samereduction in complexity appears at
the informal speci cation level. Howewer, dewelopers do not generally write
complete informal speci cations early enoughin the dewelopmern processto
notice this, and completenessof informal speci cations is not enforceable. In
cortrast, our tools can guarartee, at least for particular test cases,that the
speci cations are complete. Also, usingour tools, formal speci cations cansene
asprototype implemertations, which meansthat a deweloper bene ts from using
them earlier. As dewelopers write formal speci cations, they becomebetter at
avoiding unnecessarilycomplicated designs,sincethey work at a higher level of
abstraction. Specifying a method sud astoArray asan algebraicspeci cation
givesa di erent perspective comparedto a Java implemertation.

The exampleabove demonstratesthat cortainer classescan benet from the
rigor that formal speci cations introduceinto the developmen process.Also, we
saw that corntainer classesre widely reusedlibrary classes.Therefore,container
classesare the primary target for our work.

1.1.6 Case Study: Axiomatic Speci cations versus Algebraic
Speci cations

Both axiomatic speci cations and algebraic speci cations allow dewelopers to
descrike important properties of their programs without rewvealing all imple-
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public class IntStack {

1

2

3 private int [] store ;

4 private int size;

5 private static final int INITIAL_CAPACIT¥10;

6

7 public IntStack (){

8 this . store = newint [INITIAL_CAPACITY,

9 this . size =0;

10 }

11

12 public void push(int value){

13 if (this .size == this .store .length ){

14 int [] store = newint [this .store .length *2];
15 System arraycopy (this . store ,0, store ,0, this .size );
16 this .store = store ;

17 }

18 this . store [this . size ++]=value;

19 }

20

21 public int pop(}{

2 int result = this .store [--this .size];

23 if (this .store .length > INITIAL_CAPACITY

24 && this .size *2 < this .store .length ){
2 int [] store = newint [this .store .length /2];
2 System arraycopy (this . store ,0, store ,0, this .size );
27 this .store = store ;

28 }

2 return result ;

30 }

31

32 }

Figure 1.4: An integer stak implemerted in Java. The stadk is implemerted
using a resizableint array.
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1.1 Motivation

void push(int value)

precondition : true

postcondition :
size= old(size) + 1
value = storefsize 1]
8i(0O<ini<size 1)! storeli] = old(storeli]))
old(store:length)=old(size) ) store:length=old(store:length) 2
old(store:length)< old(size) ) store:length= old(store:length)

> > > >

Figure 1.5: Axiomatic speci cation for the push method of the IntStack class
shown in Figure 1.4.

8s: I ntStack;i : int
poppush(s;i):state):retval ! i
poppush(s;i):state):state! s
pop(N ewl ntStack() :state):retval
I Arrayl ndexOutOf B oundsException

Figure 1.6: An algebraic speci cation for the IntStack classshovn in Fig-
ure 1.4.
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mentation details. As an example, recall the axiomatic speci cation given in
Section 1.1.4: Without giving any particular algorithm, the POST predicate
statesthat the array a is sorted after executingthe examplecode.

While both axiomatic and algebraicspeci cations allow dewelopersto abstract
from implemertation details, they di er in the level of granularity at which they
descrike a program.

Axiomatic speci cations, sud as the speci cations usedin Gries' book [42]
or discovered by the Daikon tool [33], describe the program state at particular
points in the program. To specify the behavior of a method, a speci cation
gives pre- and post-conditions, which are statemens about the program state
that hold beforeand after the executionof the method, respectively. Axiomatic
speci cations do not give any algorithmic detail. Howeer, usually their model
of the program state is strongly related to the data represetation in the imple-
mertation. Therefore, axiomatic speci cations usually descrilke represemation
changesin detail.

In cortrast, an algebraicspeci cation describes an abstract datatype, which
is a set of methods and somestate that the methods share. The sharedstate
is hidden; i.e. algebraicspeci cations reveal no details about the represetation
of the sharedstate. Instead, they idertify sequence®f method-executionsthat
lead to equivalent states, and they descrite how methods can retrieve portions
of the sharedstate.

We illustrate thesedi erences with an example. Consider Figure 1.4, which
shows the Java implemertation of an integer stac.

Figure 1.5 gives an axiomatic speci cation of the push method of IntStack
(Figure 1.4)in the form of pre- and post-conditionsfor the push method. Certral
to the axiomatic speci cation of push is the represetation of the stadk: The
integerstadk ismodeledasanarray int [] state cortaining the stadk elemens
and an integerint size maintaining the index of the rst freecell in the state
array. Giventhis represemation, the speci cation readsas follows.

The precondition is true, which meansthat one can always execute the
method, given that the receiver object exists. The postcondition consists of
a conjunction of a number of formulas which hold after the method has been
executed. The rst formula says that push incremens the size variable by 1.
The secondformula says that the pushedvalue is stored in a particular cell in
the array. The third formula statesthat all other cellsremain unchanged. The
fourth formula explainsthat the sizeof the internal array changesif additional
cellsare neededto accommalate the newelemen. The fth formula statesthat
the size of the internal array remains unchangedif enoughcells are available.

12



1.1 Motivation

Note that the axiomatic speci cation abstractsaway the algorithmic details; for
example,it doesnot mertion the algorithm that is being usedto copy elemerts,
but only descrikesthe updated state instead. This level of detail is very valuable
for debuggingand software maintenancetasks, whereit aids in understanding
the body of a method [34].

Figure 1.6 gives an algebraic speci cation for IntStack (Figure 1.4). Note
that the algebraicspeci cation doesnot reveal any represetation details of the
integerstadk. The rst axiom statesthat whentaking any stak s, and pushing
any integeri onto s, the return value of popisi. The secondaxiom statesthat
after applying push and then popto a stack s, the state of the stad is equivalert
to the old state s. The third axiom statesthat applying popto an empty stack
yields an exception.

The algebraicspeci cation is particularly helpful for dewelopers who wart to
reuselntStack without having to understandthe data structuresand algorithms
it uses.Note that reusingcode is a software engineeringactivity that is di erent
from debuggingand maintaining code; axiomatic speci cations and algebraic
speci cations are thus complimertary. Sincethe main motivation of our work
is to help dewlopers with code reuse by providing better documenation for
reusablesoftware componerts (Section 1.1.1), we prefer algebraicspeci cations
over axiomatic speci ciations.

Note, howeer, that even though our integer stack examplere ects the usual
practice for axiomatic speci cations, the bordersare not asclear-cut asthe dis-
cussionabove may suggest. One can write axiomatic speci cations that model
the program state di erently than the correspnding implemertationjone can
even write an axiomatic speci cation that modelsthe program state asan alge-
braic datatype. Thus, no details of the data represetation are being exposed,
and the axiomatic speci cation is just as abstract as an algebraicspeci cation.
Howe\er, this is not commonpractice, as exempli ed by [42] or [33]. Using the
data represetation of the implemenration asthe model of the program state
in the axiomatic speci cation greatly simpli es correctnessproofs of the imple-
mertation. Newertheless,someaxiomatic speci cation tools allow dewelopersto
abstract from the implemertation represetation. For example,the ESC/Java
tool [37], which cheds simple axiomatic speci cations statically, allows usersto
summarizestate by introducing \abstract” variables.

Algebraic speci cations have another advantage over axiomatic speci cations.
Many algebraicaxiomscan be interpreted asrewriting rules;term rewriting is a
well-studied area[86]. This meansthat algebraicaxioms are often constructive
in the sensethat they can be usedfor simulation. Also, one can eliminate some

13
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Algebraic Speci cation
Discovery Tool

Implementation Speci cation
e.g., ArrayList.java e.g., ArrayList.spec
Algebraic Speci cation /
Interpreter

Figure 1.7: The specication discovery tool extracts an algebraic speci -
cation (ArrayList .spec) from a Java class (ArrayList .java ).
The algebraicspeci cation interpreter provides an implemertation
(ArrayList . java), given a speci cation.

redundanciesfrom a set of algebraicaxioms by using rewriting. Our tools take
advantage of rewriting.

1.2 Overview of Our Approach

1.2.1 ldea

Despite the advantagesthat formal speci cations bring into software dewelop-
mert, programmersare reluctant to usethem. We identify a number of reasons:
(i) Programmersare reluctant to learn new languages,esgecially if (i) there
is no immediate grati cation for doing so. With current technology, investing
into formal speci cations pays o late in the dewelopmen cycle. (iii) It is dif-
cult to write a correct speci cation in the rst attempt. (iv) Maintaining a
mapping between the formal speci cation and an ewlving implemertation is
dicult, especially if conceptsexpressedn the specication languagedo not
directly correspnd to conceptsexpressedn the implemertation language.

To make progresswith (i)-(iv), this thesispreseis two tools: A speci cation
discovery tool and an algebraic speci cation interpreter (Figure 1.7). We rst
give a brief characterization of the tools, before we explain how they can help
to make formal speci cations more appealing to software dewelopers.

14
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1.2.2 An Algebraic Speci cation Discovery Tool

The algebraicspeci cation discovery tool takesJava classesasinput. The tool
maps the Java signaturesto algebraic signatures,and generatesalgebraictest
casesin the form of algebraicterms. We use a number of patterns to gener-
ate pairs of equivalert terms, which we call equations Then, we useiterative
abstraction and validation to introduce free variables. This leadsto algebraic
axiomssud asthe onesshown in Figure 1.6. We useterm rewriting techniques
to eliminate many redundart axioms. In our casestudies, the resulting set of
axiomswas a good starting point for developinga completeand soundalgebraic
speci cation.

The Daikon tool [33, 35, which discorers axiomatic speci cations, inspired
our work. Howeer, our tool is di erent from and complemetary to the Daikon
tool aswell asother dynamic invariant discovery tools[1, 93,46]in the following
ways:

Our tool integrates test casegenerationand speci cation discovery. We
can therefore generatetest caseson demandto becomecon dent that a
particular property holds. To our knowledge,all other tools require a test
suite.

To our knowledge,our tool is the only tool to discover algebraicspeci ca-
tions, which are high-lewvel speci cations that can descrite the behavior of
many Java classesparticularly cortainers. We described the di erences
to axiomatic speci cations in Section1.1.6. Other languages sud asthe
onesused for [1] and [93, descrike constraints on the behavior of Java
objects, but do not cover enoughbehavior to allow for simulation.

1.2.3 An Algebraic Speci cation Interpreter

The algebraicspeci cation interpreter takesan algebraic speci cation asinput
and simulates Java classesmplemerting the speci ed behavior. The tool uses
a special classloader that modi es the client application while it is loaded by
the Java virtual madcine. The modi ed client application usesspecial simula-
tion stub classeswhich delegateto an algebraicinterpreter. This interpreter
intercepts all the relevant method calls and usesalgebraicrewriting techniques
to implemert the speci ed behavior. The interpreter can alsoexecutean imple-
merntation of the speci cation at the sametime to ensurethat speci cation and
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implemertation agree. The interpreter is completely transparen to the client
application, exceptfor performance.

Our main cortribution over previous work (e.g., [5]) is the medanism for
seamlessntegration of algebraicrewriting techniquesinto Java.

1.2.4 Usage Scenaios
Extreme Specifying

Figure 1.8 describes the extreme specifying scenario, which is somewhatsim-
ilar to extreme programming. In this scenario,the deweloper dewelops speci-
cation and test driver hand in hand. To construct a complete speci cation
and a complete unit test, he repeats these steps: (i) Extend the test driver
(LinkedListTestDriver .java ); (i) Run the test driver; (iii) Usethe resulting
error message$o x the speci cation (LinkedList .spec). In Section1.2.1,we
mertioned that writing speci cations is di cult; the processwe just descriked
makesit easier.

Rapid Protot yping

The rapid prototyping scenario (Figure 1.9) is similar to the extreme spec-
ifying scenario. Howewer, for this scenario, suppose that the speci cation

(LinkedList .spec) is complete. A client (LinkedListClient .java) canthen
usethe speci cation just like any regular Java class,exceptthat the performance
will usually be worsethan for a Java implemertation. This meansthat client

code can be tested earlier in the developmen process.In Section1.2.1,we said
that (i) programmersarereluctant to learn newlanguagesunless(ii) thereis an
immediate bene t from doing so. Rapid prototyping provides someimmediate
grati cation.

Validation

The speci cation interpreter can also validate an implemernation within a
particular cortext (Figure 1.10). Without changing the source code of the
client (LinkedListClient .java ), the interpreter can execute an algebraic
speci cation (LinkedList .spec) and an existing implemenation for a class
(LinkedList .java ) at the sametime. The interpreter can then report any
discrepancyin the behavior betweenimplemertation and speci cation. In Sec-
tion 1.2.1,we mertioned that oneof the di culties with algebraicspeci cations
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Prototype

Speci cation
e.g., LinkedList.spec

( Speci cation  Interpreter |

t
uses

|

Test Driver
e.g., LinkedListT estDriver.java

|

Figure 1.8: Extreme specifying.

Prototype

Speci cation
e.g., LinkedList.spec

[Speci cation Interpreter]

)
uses

I
Client Application

e.g., LinkedListClient.java

Figure 1.9: Rapid prototyping.
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Implementation
e.g. LinkedList.java

uses

Prototype
[ Speci cation ]

e.g., LinkedList.spec

[Speci cation Interpreter]

/

uses

[ e.g., LinkedListClient.java

Client

Figure 1.10: Validating an Implemertation.

Implementation
e.g. LinkedList.java

-
-

\ /
Algebraic Speci cation ]

Discovery Tool

Prototype
[ Speci cation

e.g., LinkedList.spec

[Speci cation Interpreter]

4
uses

g

Client
e.g., LinkedListClient.java

J

Figure 1.11: Discovering and DebuggingSpeci cations.
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is to keepthem in sync with an implemenation (iv). The validation scenario
addresseshis di cult y and satis es the correctnessriterium (Criterium 4, Sec-
tion 1.1.1).

Discovering and Debugging Algebraic Speci cations

The scenarioswe descriled above assumethat our tools are employed when a
new Java classis being designed;in practice, dewelopers have to understand
poorly documeried legacy code. This scenariodescrites how to dismver and
debugalgebaic speci ¢ ations for existing implemenations (Figure 1.11). The
speci cation discovery tool generatesan algebraic speci cation of an existing
implemertation by observingthe behavior of objects. This speci cation may be
unsoundor incomplete or both, but it is useful as a starting point in practice.
The deweloper then completesand debugsthe speci cation by usingthe algebraic
interpreter. This way of using our tools helpsdewlopersto more easily achieve
Criterium 1 (presence)for documertation asoutlined in Section1.1.1. We also
ervision usingour tool in a classrmm setting: Studerts who are unfamiliar with
algebraicspeci cations can write little Java classesand then study the output
of our discovery tool.

1.3 Dependency on the Java Programming
Language

We choseto implemert our work in the Java programming language. We rely
on the following featuresof Java:

Java is an object-orien ted language,which implemerts abstract data
typesasclasses.

There ection API allowsusto nd out at runtime which methodsbelong
to a certain class,to instantiate a classthat is unknown at compile time,
and to invoke methods that are unknown at compiletime. The discovery
tool usesall of thesefeatures. The speci cation interpreter usesre ection
to execute methods. Implemerting our tools without a re ection API
would be much harder.

Typ ed metho d signatures reducethe seart spacefor test casedor the
discovery tool. The discovery tool only needsto considertest caseghat are
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type compatible with a method parameter. Somelanguagesthat support
object oriented programming and re ection do not provide typed method
signatures. For example,method parametersare untyped in Python.

The speci cation interpreter manipulates and generates byteco de
while it loadsthe program. Bytecode and custom classloadersmake our
tools easierto implemert and more corveniert for the user(i.e., no sepa-
rate preprocessingstep beforecompilation is needed).

We suspect that implemerting similar toolsfor a purely functional languagesud
asHaslell would be easierthan using Java. Howewer, there is alsolessbene t of
having sudh toolsfor alanguagelike Haslell, sinceHaskell itself provides someof
the featuresof algebraicspeci cations: refererial transparency (limited) term
rewriting, etc. We beliewe that it is important to bring someof the advantages
of purely functional languagesand algebraiclanguagedo a widely used,e cien t
languagelike Java.

1.4 Organization of this thesis

Chapter 2 descrikes the algebraic speci cation languagewe use for our tools.
Chapter 3 describes our speci cation discovery tool. Chapter 4 describes our
algebraic speci cation interpreter. Chapter 5 evaluates our tools with respect
to their performanceand their usefulness. Chapter 6 discusseselated work.
Chapter 7 concludes.

1.5 Origin of the chapters

Our ECOOP 2003paper [51]and our ICSE 2004paper [53] summarizethe work
presened in this thesis. More particularly, chapter 3 is an extendedversionof on
our ECOOP 2003paper, and chapter 4 is an extendedversionof our ICSE 2004
paper. Chapter 2, which descrikes the speci cation language,and Chapter 5,
which ewvaluatesour approad), conbine elemeits from both papers.
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2 An Algebraic Speci cation
Language

In Section1.1.6,we motivated why we usealgebraicspeci cations to model con-
tainer classes.A number of algebraic speci cation languagesexist, why invert
a new one?

The main designgoal for our languageis that the algebraicspeci cation lan-
guage should be as close as possibleto the the Java programming language,
without giving up the advantagesof algebraicspeci cations. More precisely our
languageshould support the following featuresof our tools:

We want to automate the speci cation discovery tool (described in Chap-
ter 3) asmuch aspossible.In particular, wewant to automate the mapping
from Java signaturesand typesto algebraicsignaturesand types. Previous
languagesand tools required userde ned mappingsbetweenspeci cations
and implemenations (e.g., [57]).

Previouswork assumeghat a method invocation either hasno sidee ects
or that it does not return a value. Our mapping from Java classesto
algebrascan represeth methods with both side e ects and return values.

In our casestudies,we needto evaluate the distancebetweena discovered
speci cation and a complete speci cation. Unfortunately, di erent speci-
cations canhave the samemeaning,andit isdicult to nd the smallest
editing stepstoward a complete speci cation. Keepingthe languagesim-
ple,i.e., favoring multiple simpleaxiomsover fewer largeexpressie axioms,
makesthis task easier.

2.1 Scope of the Algebraic Specication Language

Invoking a Java method has seen possibleconsequencesThe method may

(i) return avalue,
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2 An Algebraic Speci cation Language

1 specification  ObjectStackSpecification

> class ObjectStack is edu.colorado . cs.simpleadts .ObjectStack
s class Object is java.lang .Object

» method NewObjectStack is <void <init >()>

s method push is <void push(java .lang .Object )>

s method pop is <javal .lang .Object pop()>

7 define ObjectStack

s forall s:ObjectStack forall o: Object

9 pop(push(s,o ).state ).retval ==0
10 forall s:ObjectStack forall o:Object
1 pop(push(s,o0 ).state ).state ==s

Figure 2.1: Example Speci cation for an ObjectStack class.

(i) throw an exception,

(i) modify the receiwer (\this"),

(iv) modify objects passedas argumernts,

(v) modify objects pointed to by static variablesor static variable values,
(vi) modify resourcesexternal to the program, or
(vii) terminate the program.

Our languagemodels (i)-(iv). (vii) is trivial. To our knowledge, no solu-
tion exists for modeling (v)-(vi) algebraically without signi cantly increasing
the complexity of the languageor the speci cations.

Note that the tools we presenm in Chapter 3 and Chapter 4 only support
subsetsof the speci cation languagedescriked in the following sections.

2.2 De nition of the Algebraic Speci cation
Language
Algebraic speci cations have two parts: an algebaic signature (e.g., lines 2-6

in Figure 2.1) and a set of axioms [67] (e.g., lines 8-11 in Figure 2.1). The
algebraicsignature itself hastwo parts: sorts (e.g., lines 2-3in Figure 2.1) and
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2.2 De nition of the Algebraic Speci cation Language

function types (e.qg., lines 4-6 in Figure 2.1). Intuitiv ely, sorts give the types[7]

of interest to the algebra. Function typesare the operations from which terms
of the algebraare constructed. Equational axioms equateterms in the algebra
(e.g.,lines8-11in Figure 2.1. We now descrike the parts of speci cations written

in our languagein more detalil.

2.2.1 Specication Name

The deweloper starts a speci cation with the specification  keyword, followed
by a name for the specication. This name is for documertation only. For
example,the speci cation shown in Figure 2.1 hasthe name\Ob jectStadkSpec-
i cation" (line 1, Figure 2.1).

2.2.2 Sorts

Sortsarethe typesusedin algebraicspeci cations. A 1-1mappingexistsbetween
sorts and Java types: For ead type in Java, there is exactly one sort and vice
versa. Also, sortsbelongto padkagesjust like Javatypes. The rst major section
of the speci cation le de nes shortcuts for sorts (e.qg., lines 2-3in Figure 2.1).
Theseshortcuts are usedin the remainder of the speci cation.

For example, lines 2-3 in Figure 2.1 de nes shortcuts for the Object and
ObjectStack sorts. As another example,the sorts usedin a linked list speci -
cation are as follows:

class LinkedList is java.util . LinkedList
class NoSuchElementExceptionis

java .util  .NoSuchElementException
class Object is java.lang . Object

In other words, there are three sorts:
LinkedList is a shortcut for java .util .LinkedList |,

NoSuchElementExceptionis a shortcut for
java .util  .NoSuchElementException, and

Object is a shortcut for java .lang .Object
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2.2.3 Function Types

Second,the speci cation le erumeratesthe function types. For example,one
of the function typesfor a linked list speci cation is asfollows:

method add is
<java. util .LinkedList : boolean add(java .lang .Object )>

This de nes a shortcut add for the Java method add which is de ned on a
LinkedList and takesan Object asits argumert. Its return type is boolean
(to indicate whether or not the add was successful). As another example, the
ObjectStack specication showvn in Figure 2.1 introducesthe push and pop
operations, and the NewObjectStack constructor® in lines 4-6. We borrow the
Soot syntax for fully quali ed namesof Java methods [89].

Eventhough we useJava-like syntax to de ne the function types,the function
typesthat are being de ned dier from the Java method signatures. This is
becausealgebraicspeci cations do not support implicit side-e ects,which means
that we needto include all potertial side-e ects in the return value. In our
language,all operationsreturn atuple consistingof all directly accessiblevalues
that could potentially be modi ed or generatedby a Java method: receiwer,
return value, and all argumens. We do not model static state, and we assume
that public elds and elds with packagevisibility are eliminated prior to using
the tool.

More precisely given a Java method namedmde ned in classcls with n argu-
merts arg,; arg,; :::arg,, of typestype(arg,);type(arg,); :::itype(arg,,) and return
type returntype, we construct the signature of an algebraicoperation m within
an algebracls asfollows:

m:cls type(arg;) i type(arg,) 2.1)
I cls returntype type(arg,) :: type(arg,) ’

The receiver argumen (typed cls) to the left of the arrow characterizesthe orig-
inal state passedinto m. The receiwer type to the right of the arrow represets
the possibly modi ed state of the receiver as a result of ewvaluating the oper-
ation. The right hand side of the arrow also includesthe return value (typed
returntype, which canbe void ), and the potentially modi ed argumerts (typed
type(arg;)). In casethe operation is a constructor, the receiwver argumert to the

In this section, a constructor is an algebraic operation that models a Java constructor. This
is di erent from the notion of an algebraic constructor, which is the only operation allowed
to occur in a normal form.
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2.2 De nition of the Algebraic Speci cation Language

left of the arrow is void. Due to Java semartics, argumens that are simple
typeswill always remain unmodifed.
For the add method type declaredabove, the algebraicsignatureis:

add : java.util.LinkedList java.lang.Objet !

java.util.LinkedList koolean  java.lang.Objet (2.2)

The add operation takes a LinkedList and an Object. It returns a new
LinkedList , a boolean indicating whether or not the list has been updated,
and the potertialy modi ed Object instancethat was passedasthe argumen.
Notice how the algebraicsignature canbe derived automatically from the Java
signature. Our discovery tool (Chapter 3) takesadvantage of this property.

Hidden Operations

The languagesupports hidden operations, which are algebraic operations that

do not correspnd to a Java operation. Sud operations are sometimesneeded
to specify the sematics of other operations [87]. The hidden keyword is used
to indicate that an operation is hidden, e.g.

hidden method removeFirst is
<java.util .LinkedList : boolean removeFirst ()>

External Operations

For external operations, no algebraic speci cation is given. The algebraicin-
terpreter (Chapter 4) executesJava methods wheneer it encourters sud an
operation. We give further details in Section4.4.4.

2.2.4 Simulation Set

After the signaturesrelevant to the speci cation aregiven, the deweloper speci es
which classesrebeingde ned by the speci cation by usingthe define keyword,
asin line 7 in Figure 2.1. define clausesde ne the scope of the speci cation, i.e.
the classeghat we are being characterizedby the speci cation. Note that this is
usually a subsetof the sorts(e.g., Figure 2.1 mertions Object and ObjectStack ,
but de nes only ObjectStack ). We call this set of classeghe simulation set
sincethe algebraicinterpreter (Chapter 4) will try to usethe semairtics given
by the algebraicaxiomsto simulate the classesdbelongingto the simulation set
within an application.
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2.2.5 Algebraic Axioms

The third major part of the speci cation le givesthe equational axioms. The
axioms de ne the semarics for the operations. For example, considerthe fol-
lowing two axiomsfrom our linked list speci cation. The rst argumer to eat
operation is the receiwer object.

forall |:LinkedList forall 0:Object (Axiom 11)
removelLast(add(l,o ).state ).retval ==o0
forall |:LinkedList forall 0:Object (Axiom 12)

removelLast(add(l,0 ).state ).state ==

Note the .retval and .state quali cations. Theseretrieve the respective
elemelts from the result tuple: .state retrievesthe rst elemen, which is the
possiblymodi ed receiwer object (this ). .retval retrievesthe secondelemen,
which is the method's return value. .argl, .arg2 , etc. retrieve the potertially
modi ed argumerts. Both axiomsare universally quarti ed over all linked lists
and all objects. Axiom 11 statesthat invoking removeLast after an add returns
the value that waslast added. Axiom 12 statesthat invoking removelLast on a
list right after invoking add will revert the list bad into its original (pre-add)
state.

Axioms may be conditional. For example,consider:

axiom forall |:LinkedList forall x:Object forall i:int (Axiom 13)
if i>=0 then get(addFirst (I,x ).state ,intAdd (i,1). retval ).retval
== get(l,i). retval

This axiom de nes the semaittics of the get operation in terms of addFirst .
get returns the ith elemen in the linked list. The basicideais to traversedown
the list while decremeting i aslongasi 0. intAdd performsintegeraddition.
Our systemis preinitialized with axioms pertaining to intAdd . More details
about conditional axioms are available in Section4.4.3.
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3 Discovering Algebraic
Speci cations from Java Classes

3.1 Overview

We preseirt an automatic tool for extracting algebraic speci cations from Java
classes.

Our tool mapsa Java classto an algebraicsignature and then usesthe signa-
ture to generateterms. The tool evaluatestheseterms and basedon the results
of the ewaluation, it proposesequations. Finally, the tool generalizessquations
to axiomsand eliminatesmany redundart axioms. Sinceour tool usesdynamic
information, its output is not guararteed to be sound or complete. Still, the
resultsit producesare a good starting point for dewelopers who want to specify
Java classesalgebraically

Fig. 3.1 givesan overview of our approad. We start by generatingterms in
an algebraderived from a Java class(Sections3.2 and 3.3). Terms represem
sequence®f invocations of methods on an instance of a class. We use these
terms to generateequations. For example,we may nd that two terms evaluate
to the samevalue. We useobservationalequivalene [32] to determineif values
produced by two terms are equal (Section 3.4): We considerthem the sameif
they behave the samewith respectto their public methods. Thus, obsenational
equivalenceabstracts away from low-level implemertation details and only con-
sidersthe interface. We extend prior work on obsenational equivalenceby intro-
ducingthe conceptsof consistencywhich allows usto accomalate Java methods
sut as hashCode(Section 3.4.1), and we exploit referenceequality for perfor-
mance optimizations (Section 3.4.2). We discover equations(Section 3.5) and
then generalizethe equationshby replacing subtermswith universally-quani ed
typed variables (Section 3.6). This generalizationresults in axioms. Howe\er,
theseaxiomsmay or may not be consistem with the actual implemertation. To
determine (with someprobability) whether the axioms hold, we ched them by
generatingtest cases.Finally, we rewrite our axiomsto eliminate many redun-
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Figure 3.1: Architectural overview of our tool for discovering algebraicspeci -
cations

dant axioms (Section 3.7). Section 3.8 preseits a particular optimzation and
ideasfor generalizingit. Section3.9 presens an ideafor supporting conditional
axioms. Section3.10concludes.

3.2 Automatically Mapping Java Classesto
Algebras

This sectiondescribeshow our systemobtains the algebraicsignaturesfor Java
classes.Even though this module is not shovn in Figure 3.1, it is an important
prerequesitefor algebraicterm generation(Section 3.3).

In short, this componert usesthe Java re ection API to obtain the Java
signatures,which it then corverts to algebraicsignatures. As input, the mapping
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3.2 Automatically Mapping Java Classego Algebras

componert of our systemtakesthe name of a Java class. The output is an in-
memory represetation of the algebraic signaturesfor the particular class. No
part of this processrequiresuserintervertion or any other input than the name
of the Java class.

The Java Re ection API allows Java programsto obtain and usetype infor-
mation at runtime. For ead Java class,programscan obtain an object of type
Class that provides type information about the class. This type information
includesaccesgo Methodobjects, which represein the methods that belongto
a class,and accesgo objects represeting super-classesand implemernted inter-
faces.

Given the name of a Java class,our systemobtains the correspnding Class
object, and then translatesead of the Methodobjectsinto an algebraicoperation
with a correspnding algebraicsignature. For example, considerthe IntStack
classin Figure 1.4. Our systemwill use

Class classObject = Class. forNamg"IntStack ");

to obtain the object classObject represeting the IntStack class. Then, the
systemuses

Method [] methods = classObject .getMethods ();

to obtain objects represeting the Java methods de ned for IntStack . The
method objects provide two services: (i) onecan nd out what the signature
of a methaod is, and (ii) one can executea method. At this point, we are only
interestedin (i); other componerts of our systemmake useof (ii). Supposethat
pushMethodrepresets the push method (seeFigure 1.4).

Class [] parameterTypesPush = pushMethod getParameterTypes();
Class returnTypePush = pushMethodgetReturnType ();

At this point, we have obtainedall relevant information about the Java method
signature for constructing a correspnding algebraic signature. We already ex-
plained the correspndencebetweenJava signaturesand algebraicsignaturesin
Section2.2.3;the following paragraph explainshow this plays out in practice.

The signature of an algebraicoperation consistsof argumert typesand return
types. The algebraicargumernts arethe receiver and the Java method argumerts:
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Class [] algebraicArgumentTypesPush =
new Class[[{
classObject
parameterTypesPushO], ...,
parameterTypesPush parameterTypesPush length -1] };

Note that parameterTypesPushlength = 1, which meansthat

parameterTypesPushO], ...,
parameterTypesPush parameterTypesPush length -1] };

is parameterTypesPushO] .

At runtime, the algebraicArgumentTypesPush array will cortain two ele-
merts: the rst elemen in this array will represen the IntStack class,and the
secondelemen will represen the int class.

The algebraicreturn valuesarethe receiwr, the return value,and the modi ed
Java method argumeris:

Class [] algebraicReturnTypesPush =
new Class[|{
classObiject
returnTypePush,
parameterTypesPushO], ...,
parameterTypesPushparameterTypesPush.length -1] };

At runtime, this array will cortain three elemens, modeling IntStack , void,
and int .

Table 3.1: Example Terms

1) push(IntStack (). state ,3). state

2) pop(push(IntStack (). state ,3). state ).state

3) push(push(IntStack (). state , 3). state ,5). state
4) push(toString (IntStack (). state ).state ,3). state
5) push(pop(IntStack (). state ). state ,3). state

6) IntStack (). state
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3.3 Generating Ground Terms

This section considershow to generateterms in an algebra obtained from a
Java class. The output of the term generatoris an endlessstream of terms (see
Figure 3.1). Each generatedterm modelsa particular object state. For example,
the term

NewlntStack().state

modelsthe state of an empty integer stack. Note that more than oneterm can
be usedto model the sameobject state, e.g., the following term models the
empty integer stadk aswell.

pop(push(NewlIntStack (). state , 7). state ).state

Table 3.1 shaws a selectionof terms for the IntStack algebra. Note that the
term generationcomponert doesnot generateterms endingwith .retval , since
terms endingwith .retval model a return value.

Representing terms as Java objects. Our systemrepresets terms as trees
with nodes represeting operation application, constructor application, array
construction, constarts, and free variables. Arguments of an operation appli-
cation or constructor application correspnd to children of a node in the tree
represetation for a term. Eac node is represeted by a Java object cortain-
ing a referenceto the appropriate Java re ection API object that is neededfor
ewvaluation. For example,an operation-application node may cortain a pointer
to the Methodinstancerepreseting the pop method of classintStack.

Term size. The number of nodesin the tree determinesthe term size For
example,the term

IntStack (). state

is of sizel,

push(IntStack (). state ,4). state

is of size3, and

pop(push(IntStack (). state ,4). state ).state

is of size4.
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The other componerts of our systemusetheseterms (i) to characterizethe
state generatedby terms and (ii) to generateobject states which are usedas
test cases.For (i), we would like to have all possibleterms available for chara-
terization, and for (ii), we would like to exploreall possiblestatesfor an object.
Unfortunately, (i) and (ii) would requirean in nite amourt of terms for nontriv-
ial algebras;in practice, we only explorea nite setof terms, but it is important
to carefully selectthe subsetof terms to generate. As pointed out by Ernst et
al., Dynamic invariant detection requiresgood test caseg34]. For our system,
the most important criterium for the quality of a set of terms as a test suite is
the coverageof the reathable state.

3.3.1 Randomized Selection of Terms

We experimerted with randomizedselectioncriteria that generateterms with a
givensizewith a particular probability. In particular, we usedprobability distri-

butions that achieve good state coveragefor small terms but alsoinclude some
larger terms in the set. Unfortunately, our experimerts showed little chancesof
success.The main problemswere as follows.

Choosing a good probability distribution is di cult. Especially for term
sizesfor which we are trying to achieve good state coverage, generating
terms in a randomizedway is quite ine cien t.

There might be one particular term that we needas a testcase,but we
might just missit.

Running the systemagain may yield di erent results; no results are guar-
anteed, given a particular con guration.

3.3.2 Exhaustive Term Generation

Our systemcurrently implemerts exhaustive term generationof all terms up to
a given sizethat characterizethe state of an object. A major advantage of this
approad is that it is easyto understand which terms will be generatedby the
tool, and the maximum term sizebecomesa value that can be con gured by a
tool user. We usea number of optimizations to prune terms that generatethe
samestate. By pruning large parts of the seart space,we are ableto cover the
state spacewell while using a modest number of terms.
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3.3 Generating Ground Terms

Optimization 1: Avoid side-e ect free operations. Sincethe goalofthe term
generatoris to explorethe state spaceof instancesof a class,operationsthat do
not modify the state of the receiver neednot be part of any terms. For example,
the toString () method usually just computesand returns a String object,
rather than a ecting the state of the receiver. By not including side-e ect free
operations in our generatedterms, we are able to cover the same number of
states with a much lower number of terms. For example,from Table 3.1, we
eliminate Term 4.

Note that we can always executeterms by using the Java re ection API.
Therefore, we determine whether applying a particular operation would change
the state of an object by (i) executingthe term to generatean object, (ii) saving
the state of the object (e.g., by serializingit), (iii) applying the operation to the
object, and (iv) comparingthe sate of the object with the saved state. E.g., for
Term 4 in Table 3.1, we (i) executelntStack (). state , (ii) store a serialized
copy of the generatedintStack object, (iii) executethe toString method on
the IntStack object, and (iv) serializethe resulting state and compareit with
the stored serialization from (iii). We nd that both serializationsare equal;
therefore,toString is a uselessaddition to the IntStack ().state term. This
technique is conserative: Wheneer it indicatesthat an operation application
is redundart, it will be right; however, it cannot nd all possibleredundancies,
sincethe serializedinner state beingdi erent doesnot guararteethat the objects
beforeand after the applications are di erent in any externally obsenable way.

An alternative for this dynamic technique to prune side-e ect free operation
applications would be to usea compile-time mod-ref analysis, which would be
more e cient, especially if we generatelarge numbers of terms. We preferred
the dynamic analysisfor two reasons: (i) it is easierto implemert and (ii) it
IS more precise,sinceit is sensiti\e to the state of the receiver. Combining the
static and the dynamic approad should be straight-forward.

Optimization 2: Avoid exceptions within terms. Java methods and con-
structors may throw exceptionswhen executed. This meansthat any operation
application or constructor application within a term may throw an exception.
For example,the pop operation in Term 5 in Table 3.1 will throw an exception.
When exceptionsare being thrown, we are not interestedany morein a charac-
terization of the updated state or the updated parameters;our only interest is
in the type of the exceptionitself. Therefore,the term

pop(IntStack (). state ). state
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and the term

push(pop(IntStack (). state ). state ,3). state

are equivalert, sincethey both yield the samekind of exception. Terms that
throw exceptionsin the midst of being executedarethus of little valueto us,and
we eliminate exceptionthrowing operation applicationsfrom the setof generated
terms. Note that during equation generationwe alsogenerateterms that return
valuesand throw exceptions(Section 3.5), but we make sure that it is always
the outermost operation application in a term that throws an exception.

Eliminating exception throwing operation applications dynamically is
straight-forward: We executethe term in question using the re ection API to
nd out whetherit throws an exception.

Optimization 3: Only generate the minimal term for any generated object
representation. We can understandterms asrecipesfor generatingparticular
Java objects. Two di erent terms, sud as

IntStack ().state

and

pop( push(IntStack (). state ,5). state ).state

may producetwo objects that have the samerepresetation: For example,both
terms might produce an IntStack object that hasits size eld setto 0, and
cortains an integer array of a particular length with all of its cells setto zero.
Note that both terms do not necessarilygeneratean object with the samerepre-
senation; this dependson how the IntStack classis implemerted. For example,
for the IntStack implemertation shown in Figure 1.4, the terms above do not
generatethe samerepresetation.

When two terms generatethe same object represetation, one of them is
redundan for state spacecoverage. Therefore,we only include the smallerterm
in the set of generatedterms. Sincewe generateterms ordered from small to
large sizes,this medanismleadsto minimal term sizesfor any generatedobject
represermation.

We detect that two terms generatethe sameobject represemation by main-
taining a mapping from serialized object represetations to terms. In other
words, whenewer we generatea new term, we serializethe object represetation
it generatesand put a mapping from the serializedobject represetation to the
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new term into a hashmap. When we encourter a con ict, i.e. we have seena
particular object represemtation before,we can prune the larger term from the
set of generatedterms.

The above optimization is certainly not problematic for terms which we useas
test cases:Termsusedastest casesare only recipesfor generatinga particular
object with a particular represetation. Howeer, in Section 3.5, we will use
the generatedterms as a starting point for nding equations,which in turn will
characterizethe terms. Not consideringa term in that cortext may meanthat it
will not be characterizedby the resulting equations. For example,if we eliminate

pop(push(IntStack (). state ,5). state ).state

from the set of generatedterms, the equation

pop(push(IntStack (). state ,5). state ).state ==IntStack (). state

will not be found by the equation generator. Fortunately, we already know that

the particular equationis true, sincethe very reasonwhy we eliminate the term

is that both terms are equivalert. Therefore, the term generatorcollectsthese
kinds of equationswheneer it appliesthis optimization; our systemaddsthese
equationsto the equationsdiscosered by the equationgenerator. In Section3.5,
we refer to theseequationsas state/hash equations.

3.3.3 Growing Terms

Our implemertation generatesall terms up to a givensize;it doessorecursiely,
l.e. it generatesterms up to sizen by growing all terms of sizen 1. Thus,
it is instructive to considerhow one particular term is grown. We grow terms
incremernally, beginningwith a constructor. Fig. 3.2 shovs how we generatea
term for the IntStack algebra. We begin by selectingthe constructor IntStack.
We executethe term using Java re ection. Sinceit executeswithout throwing
any exception, we cortinue to extend it by selectingan operation that can be
appliedto the existingterm. When we grow the term with a pop and evaluate the
result, it throwsan exception. We badktrack and now choosepush pushrequires
an argumert, so we generatea term that returns a value of that particular
type, in this casethe integer constart 7. This time, the term executeswithout
throwing an exception. Thus we can keep growing the term. We then extend
the term with pop, which alsoexecuteswithout throwing an exception. We have
reathed the maximum term sizeset by the user.
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:state : I ntStack :state : | ntStack

:state : | ntStack

a. | ntStack():state: Executes ne. b. pop(l ntStack():state):state: Throws exception.

:state : | ntStack

:state : I ntStack

:state : | ntStack
c. Backtracking step. d. push(l ntStack():state; ?):state: Argument is missing.

IntStac k C 7
:state : | ntStack vint

:state : | ntStack

:state : I ntStack :state : I ntStack

:state : | ntStack

e. push(l ntStack():state; 7):state: Executes ne. f. pop(push(l ntStack() :state; 7):state):state: Executes ne.

Figure 3.2: Growing terms incremerally.
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3.3.4 Generating Arguments for Terms

We can useterms themsel\es as object argumerts for any operationsin a term.
Howe\er, in the interest of e ciency and quality of ultimate results, we idertify
two special caseghat we handledi erently: argumers of a primitiv etype (such
asinteger) and argumerts that are instancesof immutable classeqi.e., classes,
sudt as Object, that do not have any modifying operations).

Arguments of primitive types. Forargumerts of a primitiv etype, we maintain

a precomputedset of constart nodesthat have valuesof the primitiv etype (e.g.,
valuesbetween0 and 10). Whenewer we needan argumert of a primitiv e type,
we selectone value from the set. If our setis too small, we will not explore
enoughof the state spaceand may end up missing someaxioms; also, we may

fail to invalidate proposedaxioms for which a courter-example exists. If the

set is too large, the tool will becometoo ine cient for practical useor, if a
random selectionof test casesis used, our terms will populate the state space
too sparsely Our approad for primitiv e types works well for types sud as
integersand booleans. We have no experiencewith oating point values.

Arguments of immutable classes. Our approadt for generatingargumeris of

immutable classeds similar to that for primitiv e types: we precomputea set of

valuesof that type. An immutableclassis a classthat hasno methods for mod-

ifying the state of an instance after creation (e.g., Object and String classesn

Java). For example,insteadof using push(ObjStack() :state; Object() :state):state

we preferto generatepush(ObjStack() :state; obj@4)state whereobj@4is an ob-

ject in the precomputedset. While Object():state in the rst term will generate
a new instance of Object eat time it is ewaluated, the secondterm cortains

the particular instance obj@4 of Object as a constart. As we elaborate in Sec-
tion 3.5, our technique of using constarts for immutable classesallows us to ex-

ploit referenceequality for instancesof immutable classesvhich avoids the high

costincurred by the traditional EQN method [32]. Howe\er, if we usereference
equality, we needto make surethat we still have somechanceof computing the

sameinstancewhen comparingtwo terms. For example,

pop(push(ObjStack) :state; obj@9:state):retval and
pop(push(push(ObjStack) :state; obj@4; obj@9)state):retval

would both compute the sameinstance, namely obj@Q Thus, analogouslyto
primitiv e types, it is important to pick a setthat is neither too big nor too small.
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For non-immutable classesye cannot safelyreplacesubtermswith a particu-
lar instanceasa precomputedconstart, sincethen the potertially modi ed state
of the instancewould be usedin the next evaluation of the term. For example,if
we executethe term push(IntStack@4 9):state multiple times, we will compute
a di erent inner state eat time.

Algorithm 1isanintuitiv e descriptionof how onecould determinedynamically
whether or not a classis immutable. The algorithm generatesa number of
instancesof the class, applies all operations to eat instance, and compares
the serializedinstance before and after operator application. Note that if the
operator requiresargumens, one needsto generatemany test casesfor these
argumerts as well to becomecon dent. After a suciently large number of
tests, we can be con dent that the classis immutable. An alternative to this
approad is to usea compile-timemod-ref analysis. If the mod setsof all methods
of a class(except constructors) are empty then the classis immutable.

Our currernt approad is to let the usersdecidewhich classesare immutable.
We experimerted with the dynamic approad, but we found that the cost can
becomevery high and there is always a chance of making the wrong decision.
The main advantage of letting usersdecideis that a wrong decisioncanbe xed
easily We plan to complemen user con guration by doing mod-ref analyses.
The output of sud an analysiscan be usedin at least three ways: (i) We can
warn usersif we are unable to verify that a classis immutable; (ii)) we canadd
classedo the set of immutable classes(ii) we may nd a courter-examplethat
provesthat a classcon gured asimmutable is mutable.

3.3.5 Future Work on Term Generation

While we had little luck with a randomized selectionof terms, a system that
combines randomization and exhaustive term generationmight be useful. The
ideawould be to exhaustively generateterms up to a givensizeand then comple-
mert this with a sparselypopulated state spacefor larger terms. The resulting
systemwould be lessfragile and more e cient than an exclusiwely randomized
system,but it might alsohave someof the advantagesof randomizedprograms;
in particular, not being strongly biasedtoward any term selectionchoiceswe
implemert.

Our term generation medanism does not considerthe sourcecode. Static
analyses,sud as the analysis carried out by Buy et al. [18], could help in
idertifying terms that exerciseparticular behavior.
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Algorithm 1 Classimmutabilit y
CLASS-IMMUTABLE(C) begin
Require: C is aclass
rep eat
i instanceof C
for all operationsop in classC do
stateBefoe = SERIALIZE(i)
stateAfter ~ SERIALIZE(op(i))
if stateAfter 6 stateBefoe then
return false
end if
end for
until con dent of outcome
return true
end

3.4 Term Equivalence

To comparewhether or not two ground terms are the same,we usea variation
of Doong and Frankl's EQN method [32]. EQN tries to determine whether two
terms evaluate to obsenationally equivalernt values. Doong and Frankl de ne
that two valuesare observationaly equivalent if they behase the samewhen we
apply arbitrary operationsto both of them. Two valuescan be obsenationally
equivalert eventhough they havedi erent internal represetations. For example,
considerthe IntStack implemertation in Java from Fig. 1.4. The terms

IntStack (). state

and
pop(push(IntStack (). state ,5). state ).state

generatetwo objects with a di erent represetation: The rst term generates
and IntStack instancewith

size= 0 ~ store:length =10~ 8i:0 i< 10) storeli]=0

For the secondterm, store[0] cortains 5, sincethe pop operation doesnot Il the
unusedslots with 0. Even though the two exampleterms generatea di erent
object represetation, both objects are still obsenationally equivalent.
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The EQN method for obsenational equivalenceis e ective but ine cien t since
it needsto apply many operationsto both terms in order to gain con dence
that they areindeedthe same. Thus, we identify three special caseghat we can
handle quickly: primitiv e types, immutable classesand represetation equiv-
alence. Algorithm 2 describes how we dispatch betweenthe four possibilities.
In Algorithm 2, the parametersfor GTE-DISPATCH are terms, not the values

Algorithm 2 Generalterm equivalencedispatch
GTE-DISPATCH(t,, tp) begin
Require: tq, t, are terms of the sametype T .
if T isa primitive type then
return PRIMITIVE-EQUALS( ty,t5)
else
if REFEQ-APPLIES(t,, ty) then
return EVAL(t1)= e EVAL(t2)
else
if REP-EQUALS(ty, t,) then
return true
else
return EQN(ty,t,)
end if
end if
end if
end

computedby the terms. This is necessarysinceeat of PRIMITIVE-EQUALS,
REFEQ-APPLIES, REP-EQUALS, and EQN needsmore than a single sample
of what the terms evaluate to. EVAL(t) denotesthe result of the evaluation of
t and =, cheds referenceequality.

GTE-DISPATCH is consenative in that it is accurate whenewer it exposes
non-equivalence. It may be inaccuratewhenit nds equivalence.

We now descrike the algorithms for the four casesn more detail.

3.4.1 Equivalence for Primitive Types

Considerthe questionwhether pop(push(IntStack() :state; 4):state):retval and
4 are equivalert terms. We cancon rm equivalenceby cheding that both terms
ewaluate to 4.
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Algorithm 3 Equivalencefor primitiv e types
PRIMITIVE-EQUALS( t4, t5) begin
Require: tq, t, areterms computing valuesof the sameprimitiv e type.
result;, EVAL(t,), resulty,  EVAL(t,)
resulty, EVAL(t,), resultyy,  EVAL(ty)
consistent;  result;y =4 resulty,
consistent,  resultyy =yq resulty
if not consistent; and not consistent, then
return true
end if
if not consistent; or not consistent, then
return false
end if
return result;; =ya result;,
end

Now considerthe term hashCale(IntStack() :state):retval. Sincethe hashCale
function will computea di erent value for ead IntStack instance,the term will
ewvaluate to a di erent value ead time. To identify sud cases,Algorithm 3
ewvaluatesead term twice. If both terms ewaluate to the samevalue both times
then they are equal. If only one of the terms ewaluatesto the samevalue both
times, then the two terms cannot be equal. Finally, if both terms evaluate to
di erent values ead time they are ewaluated, then we assumethat they are
equal.

3.4.2 Comparing the References Computed by Terms

Algorithm 4 Cheding for referenceequality
REFEQ-APPLIES(t4, tp) begin
Require: tq, t, are terms of the samereferencetype.
return EVAL(t1) =,ef EVAL(t})
and EVAL(t,) =& EVAL(t)

end

Sinceour algorithm currerntly handlesonly sidee ects to instancevariablesof
receiversand we useinstancesof immutable classedrom a xed set(Section3.3),
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there may be mary situations where we can usereferenceequality rather than
resorting to the more expensive obsenational equivalence algorithm (Section
3.4.4). Thus, we usea heuristic similar to that for primitiv e types (Algorithm
4): we evaluate ead term twice and seeif eat term evaluatesto the samevalue
in both ewaluations. If they do, then we can simply comparethe references
that they return. If they do not, then we usethe obsenational equivalencepro-
cedure. For example,for the terms pop(push(ObjStack):state; obj@123:retval
and obj@123,REFEQ-APPLIES returns true, while it returns falsefor

pop(push(ObjStack) :state; obj@123:state
and ObjStack) :state.

3.4.3 Representation Equivalence

Algorithm 5 Represetation equivalence
REP-EQUALS(t4, t,)
Require: t,, t, are terms, evaluating to instancesof someclassC
if SERIALIZE(EV AL(t1))=vaSERIALIZE(EV AL(t,)) then
return true
else
return false
end if

Algorithm 5 shaws pseudaode for a test of represetation equivalence. Rep-
resenation equivalenceimplies obsenational equivalence,which is why we use
this ched asan optimization. Represetation equivalencecheds if both terms
ewvaluate to objects with idertical inner state by using SERIALIZE which serial-
izesan object into a binary represetation, sud asa byte array. If the objects
have the sameinner state, we can safely assumethat they are obsenationally
equivalert.

3.4.4 Observational Equivalence

Algorithm 6 shavs pseud@ode for our version of EQN.? EQN appraximates
obsenational equivalenceof two terms of classC as follows. We start by gen-

1This algorithm could run into anin nite recursion. This can be cured by adding a recursion
limit which we left out for clarity.
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Algorithm 6 Obsenational equivalence
EQN(ty, t2)
Require: tq, t, areterms, evaluating to instancesof someclassC
rep eat
Generatea term stub stb, with an argumert of type C
for all obsenersob applicableto evaluation results of stb do
stuapp,  stb(ty), stukapp,  stb(t,)
obsapp  ob(stukapp,;:::):retval, obsapp  ob(stulapp,;:::):retval
if not GTE-DISPATCH(obsapp,obsapp) then
return false
end if
end for
until con dent of outcome
return true

erating term stubs that take an argumen of type C and apply the stubsto t;
and t,. We then pick an obsener? and apply it to both terms. We compare
the outputs of the obseners using GTE-DISPATCH (Algorithm 2). If GTE-
DISPATCH returns false,then we know that t; and t, are not obsenationally
equivalert, otherwisewe becomemore con dent in their equivalence.

For example, consider applying this procedureto terms from the IntStack
algebra. An exampleof a stub is x: push(push(x; 2):state; 3):state and an ex-
ample of an obsener is pop. If t; is push(IntStack(); 3):state, the application of
the stub and the obsener yields

pop(push(push(push(IntStack() :state; 3):state; 2):state; 3):state):retval

3.5 Finding Equations

The form of the equationsdeterminesthe form of the algebraicspeci cations that
our systemwill discover. Our current implemenation handlesonly equalities.
This is a limitation of our current implemertation and not of our approad.

We can easily add new typesof equationsand can enableor disable equation
types. So far we have added three kinds of equationsto our implemertation:
state equations(Section3.5.1), obsener equations(Section3.5.2),and di erence
equations(Section 3.5.3).

2An obsener is an operation op suc that the type of op(. ..).retval is not void.
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3.5.1 State Equations: Equality of Distinct Terms
For example,

pop(push(IntStack() :state; 4):state):state = IntStack() :state

is a state equation. These equationsare useful in characterizing how oper-
ations a ect the obsenable state of an object. We generatethese equations
whenewer we nd that two distinct terms are equivalert. An approad that is
ableto nd somebut not all state equationsis as follows. We take all terms
producedby the term generator,evaluate them, and hashthe evaluation results
in a table. Whenewer we detect a conict in the hashtable we have a possible
equation. Note that since hashing doesnot usefull obsenational equivalence,
this method will only nd someof the state equations. We call the optimized
equationgeneratorstate/hash, while the more generalgenerator(using obsena-
tional equivalence)is called state/eqn. In Section3.3, Optimization 3 described
how we generatethe state/hash equationsonline, during term generation.

3.5.2 Observer Equations: Equality of a Term to a Constant
Theseequationstake the following form (obsis an obsener and c is a constart):
obgqterm,;arg,; ::;;arg,):retval = c

Obsener equationscharacterizethe interactionsbetweenoperationsthat mod-
ify and operationsthat obsene. For example,

pop(push(IntStack() :state; 4):state):retval = 4

IS an obsener equation.

To generateobsener equationswe start with a term and apply an operation
that returns a constart. We executethe term usingthe Java Re ection API, and
record the ewaluation result. We make sure that the term consistely returns
the sameconstari. We then form an equation by equating the term to the
constart. Note that constarts might be object constarts. This is where the
sthemefor immutable objects descriked Section3.3 (\Arguments of immutable
classes"becomesmportant: During term generation,we useimmutable objects
as constarts; often, those objects then becomethe return value of a term. For
example,

pop( push(ObjectStack (). state ,Object@1l). state ). retval

ewvaluatesto the object constart Object@1
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3.5.3 Dierence Egquations: Constant Dierence Between
Terms

Theseequationstake the following form (obsis an obsener, op is an operation
computing a value of a primitiv e type,and di is a constart of a primitiv e type):

op(obgterm;:state):retval; di ):retval = obgterm,):retval
For example,given the operation size with the signature
size: IntStack ! IntStack int

which returns the size of the integer stadk, we could formulate the following
equation.

IntA dd(size(IntStack() :state); 1):retval
= size(push(IntStack() :state; 3):state):retval

In this example,op is IntAdd (i.e., integer addition) and di is 1.

To generatesud axioms, we generatetwo terms, apply an obsener to both
terms, and take their di erence. In practice, we found that di erence equations
with a small value for di are the most interesting ones. Therefore, we only
generatesud an equationif di is lower than a xed threshold. This technique
Iters out most spuriousdi erence equations.

3.6 Generating Axioms

Our axioms are 3-tuples (t1;t»; V), wheret, and t, areterms and V is a set of
universally-quarni ed, typed variablesthat appear asfreevariablesin t; and t,.
An equationis simply an axiom with V = fg.

The generationof axiomsis an abstraction processthat introducesfree vari-
ablesinto equations. For example,given the equation

IntA dd(size(IntStack() :state):retval; 1):retval

= size(push(IntStack() :state; 3):state):retval (3.1)

our axiom generatorcan abstract IntStack() :state into the quarti ed variable s
of type IntStack and 3 into i of type int to discover the axiom

8s : IntStack 8i : int

IntA dd(size(s):retval; 1):retval = size(push(s;i):state):retval (32)
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Algorithm 7 Axiom generation
generateAxiom@lgeba) begin
(termy;term,)  generatean equationin Algeba
Subterms  the set of unique subtermsoccurring in term; and term,
V  asetof typed, universally-quari ed variablesxs;:::; X,
with onex; for eah subterm 2 Subterms
for x; 2 V do
Replaceead occurrenceof subterm with the variable x; in term; andterm,
Generatea large set of test casedestsetwhere ead test caseis a set of
generatedterms f testy; ::;; test, g, su that test; canreplacex; 2 V
for testase? testsetdo
Setall x; 2 V to the correspnding test; 2 testase
if EQN-DISPATCH(termy,term,)= falsethen
Undo the replacemen of subterm in term; and term,
Stop executingtest cases
end if
end for
end for
Eliminate all x; from V which occur neither in term4 nor in term,
return the axiom (termg;terms,; V)
end
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Algorithm 7 descrikes the axiom generator, with optimizations left out for
clarity. To generatean axiom for a particular algebra,we rst useany of the
equation generatorsas descrited in Section 3.5 to comeup with an equation.
We then compute the set of all subterms of term; and term,. For example,
given the terms push(IntStack() :state; 4):state and IntStack():state, the set of
subterms would be f push(IntStack() :state; 4):state; IntStack():state; 4g. We
then initialize V asthe set of universally-quani ed variables, sothat for eadh
subterm there is exactly one correspnding universally-quari ed variablein V.
The loop then cheds for eat subterm, whether we can abstract all occurrences
to a free variable. First, we replaceall occurrencesof the subterm with a free
variable. Then, we generatetest caseswhereead test casereplacesall the free
variablesin the terms with generatedterms. We comparewhether term; and
term, are equivalert under all test cases.If not, we undo the replacemen of the
particular subterm. At the end, we eliminate all free variablesthat do not occur
in the terms and return the axiom.

3.7 Axiom Redundancy Elimination by Axiom
Rewriting

The axiom generator (Section 3.6) generatesmany redundart axioms. For ex-
ample, for the IntStack algebra,our generatormay generateboth

8X3;3 . |ntStaCk;8i3;3;j3;3 ©int

pop(pop(push(push(xs:3; i3:3):State; j 3.3):State):state):state = X33 (33)

and
8X3:4 : IntStack 8izy4 : int : pop(push(Xs.4;iz4):State):state = Xz.4 (3.4)

We eliminate redundart axiomsusingterm rewriting [67]. We useaxiomsthat
satisfy thesetwo requiremerns asrewriting rules: (i) the left andright-hand sides
must be of di erent length; and (ii) the free variables occurring in the shorter
side must be a subsetof the free variables occurring in the longer side. When
using a rewrite rule on an axiom, we try to unify the longer side of the rewrite
rule with terms in the axiom. If there is a match, we replacethe term with the
shorter side of the rewrite rule.

Whene\er we are about to add a new axiom we note if any of the existing
rewrite rules can simplify the axiom. If the simpli ed axiom is a rewrite rule we
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try to rewrite all existing axiomswith this rule. If the rewriting makesan axiom
redundart or trivial we throw it away. If a rewritten axiom yields a rewrite rule
then we usethat rule to simplify all existing axioms. This processterminates
since ead rewriting application reducesthe length of the terms of the axioms
that it rewrites, which meansthat in general,the addition of an axiom canonly
leadto a nite number of rewriting and elimination steps.

We now sketch how to rewrite the example Axioms (3.3) and (3.4) as shavn
above. Supposethat Axiom (3.3) already exists and we are about to add Ax-
iom (3.4). First, we try to rewrite Axiom (3.4) using Axiom (3.3) asa rewriting
rule. Unfortunately sincethe left (longer) term of Axiom (3.4) does not unify
with any subtermin Axiom (3.3) rewriting fails. We nd that Axiom (3.4) does
not already exist and it is not a trivial axiom sowe add it to the set of known
axioms. Since Axiom (3.4) is a rewriting rule, we try to rewrite all existing
axioms, namely Axiom (3.3). We nd that the left side of Axiom (3.4) uni es
with the following subterm of Axiom (3.3)

pop(push(push(xs.3; i3:3):State; j 3.3):State) :state
with the uni er
fX34! push(Xss;izs):state; isa! ja30 :

Therefore,we instantiate the right side of Axiom (3.4) with the uni er we found
and obtain

push(Xs3; i3:3):state
which we useas a replacemen for the subterm that we found in Axiom (3.3).
Therefore, Axiom (3.3) rewrites to

8X3:3 : IntStack; 8is.3 : int ( pop(push(Xs:3;iz.3):State):state = Xz.3 ) (3.5)

which is equivalert to Axiom (3.4). Sincethe rewritten Axiom (3.3) is iden-
tical to Axiom (3.4), we eliminate Axiom (3.3). In summary we end up with
Axiom (3.4) asthe only axiom in the nal setof axioms.

3.8 Optimizing the Speci cation Discovery Process

In the previous sections,we have descriled a basic algorithm for discovering
algebraicaxioms, without paying much attention to optimization opportunities.
In this section, we will explain a particular optimization (early rewriting) and
then sketch a family of optimizations that follow similar principles.
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3.8.1 Early Rewriting

Validating axioms during the abstraction processis the most expensiwe part of
the algorithm. Per axiom, the number of all-quarti ed variables determines
the price for validation. Supposethat we want to validate an axiom with n
all-quarti ed variables. For eat of those variables, we will generateall terms
up to a user-de ned sizethat generatean object of the appropriate type. For
example,for an all-quanti ed variable forall  s:IntStack , we will generateall
terms of the IntStack algebraup to a given size (using the method descriked
in Section 3.3). To valididate the axiom, we will then have to consider all
combinations of terms generatedfor the all-quarti ed variables. Each test case
for the axiom is an n-tuple of terms. Supposethat V is the set of all-quanti ed

variablesfor an axiom. Then, the number of test caseswve needto generatefor
this axiom is

(# test casedor v)
v2V

For example,supposewe validate

forall s:IntStack iiint  pop(push(s,i). state ). state

with a maximal test casesize of 3 and the integer constaris 0 and 1. The test
casedfor the int algebraare 0 and 1. The test casedfor the IntStack algebra
are

IntStack (). state
push(IntStack (). state ,0). state
push(IntStack (). state ,1). state

Therefore,we have to test the axiom with the following test cases:

fs7! IntStack (). state ;i 7! Og
fs7! IntStack (). state ;i 7! 1g
fs 7! push(IntStack (). state ,0). state ;i 7! Og
fs 7! push(IntStack (). state ,0). state ;i 7! 1g
fs 7! push(IntStack (). state ,1). state ;i 7! Og
fs 7! push(IntStack (). state ,1). state ;i 7! 1g

The early rewriting optimization tries to reducethe number of all-quarti ed

variables within a potential axiom before we validate the axiom by executing
test cases.To reducethe number of all-quarti ed variables,we usethe already
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discoveredrewriting rules. Assumingthat the rewriting rulesare correct, rewrit-
ing presenesvalidity, i.e. if we canrewrite an axiom into a simpler axiom, then
the original axiom is valid i the simpli ed axiom is valid.

For example,supposethat we have discorered

pop( push(s,i ).state ).state ==s (Axiom 14)

and we want to validate

pop( pop(push(push(s,i). state ,i2 ).state ).state ). retval (Axiom 15)
=5

In this case,we can useAxiom 14 to rewrite Axiom 15into

pop(push(s,i ).state ).retval ==i

which only contains two all-quanti ed variablesand is therefore much cheaper
to validate.

3.8.2 Making Use of Discovered Knowledge

The \Early Rewriting" optimization descrited above is the special caseof a
more generaltheme: Once we have discovered a particular axiom, all parts of
the systemshould considerit:

The term generatorshould useit to further reducethe number of terms
generated.

The equation generatorshould useit to not generateequationsthat are
subsumedby axiomsalready discovered.

The equivalencetesting module should useit to simplify and prune test
cases.

We have yet to implemen theseoptimizations, but our experiencewith the
early rewriting optimization suggeststhat the optimizations will be e ective.
Howe\er, sincethe optimizations add to the runtime themsehes, we have to be
careful to trade optimization e ectivenessand overall e ciency. For example,
di erent algorithms can be usedto consenratively chedk whether an equationis
subsumedby a set of axioms; thesealgorithms comeat a di erent cost: Uni -
cation, rewriting (with di erent levels of aggressieness),and general rst-order
theorem proving. Making use of discovered knowledgewill help us to minimize
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repeated computations. Another way to understand why the currert algorithm
is not optimal is as follows.

When we generatetest casesfor axiomsto validate them, we erumerate all
possibleequations(limited by term sizes)that are subsumedby the axiom. The
current algorithm doesnot prevert the equation generatorfrom generatingone
of the equationspreviously usedto test a valid axiom.

3.9 Towards Support for Conditional Axioms

Conditional axioms are part of our algebraic specication language (Sec-
tion 2.2.5), but supporting conditional axioms for any dynamic speci cation
discovery tool is a challenge. For example,e orts to add conditional axiomsto
the Daikon tool have su ered from poor runtime performance[31, 30]. While
the current versionof our discovery tool doesnot emit any conditional axioms,
the following paragraphsdescrike an idea for supporting an important kind of
conditional axiomswith little overhead.
In our casestudies, we found axiomslike the following.

forall x0:0bject (Axiom 16)
get (put (HashMaf). state , Object@(Qx0). state , Object@2).retval
==null

This axiomis oneof the axiomsthat could be moreabstractif our tool would sup-
port conditional axioms: Instead of usingthe constaris Object@0Oand Object@1,
the axiom could then be rewritten into

forall x0:0Object forall x1:Object forall x2:Object
if x1 != x2 then
get (put (HashMaf). state , x1,x0).state ,x2).retval ==null

We found that this pattern occurs frequertlly. Adding inequality conditions
thus improvesthe quality of the output for our discovery tool in two ways: (i)
More generalaxioms can be detected. (ii)) The large number of duplicates that
expressthe samepropertieswith di erent conmbinations of object constarts can
be eliminated. For example,

forall  x0:0Object
get (put (HashMaf). state , Object@1x0). state , Object@0Q.retval
==null

which is a duplicate for Axiom 16, could be detectedin practice.
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We plan to support conditional axioms with inequality constrairts (=) by
modifying the abstraction step of the axiom generator(describedin Section3.6).
In the original version,we replacea subtermwith an all-quanti ed variable and
try to validate the resulting axiom by executing test cases. Either all tests
succeed,which meansthat the abstraction is valid, or at least one test fails,
which meansthat the abstraction is invalid. Our modi ed abstraction step
allows for more ne-grained abstraction: When a new all-quanti ed variable is
proposed,we also add a condition demandingthat the new variable be inequal
(=) to any other ertity of the sametype within the axiom. Only a subsetof
the original tests needto succeedin order to validate the conditional axiom.
Then, we iterativ ely weaken the condition; we validate the weakened condition
by executingonly test caseswhich are neededout have not beenexecutedbefore.

As an example, we apply our modi ed abstraction step to Axiom 16. We
will usethe constaris Object@0Oand Object@1as test casesof type Object.
First, we replaceall occurrencesof Object@Owith x1:0bject and we demand
x1!=Object@1 and x1!=x2, which meansthat the axiom now reads

forall x0:Object forall x1:Object
if x1!=Object@1 and x1!'=x0 then
get(put( HashMaf). state ,x1, x0). state ,Object@1l). retval ==null

We executethe following test casesuccessfully:
fx0 7! Object@1x1 7! Object@@

Note that this is the only test caseful lling the condition. Now, we try to
drop x1!=Object@1 by executing the only test casefor which x1==0Object@1
and x1!=x0:

fx0 7! Object@0x1 7! Object@1

The test fails, which meansthat we cannotdrop x1!=Object@1 Wetry to drop
x1!=x0 by executingthe only test casefor which x1==x0and x1!=Object@1
fx0 7! Object@Qx1 7! Object@@

The test succeedswhich meansthat the following axiom is valid:

forall x0:Object forall x1:Object
if x1!=Object@1 then
get(put( HashMaf). state ,x1, x0). state ,Object@1l). retval ==null
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Another abstraction step of this kind abstracts Object@1linto x2:0bject ; the
following axiom is thus the end result.

forall x0:0Object forall x1:Object forall x2:Object
if x1!'=x2 then
get(put (HashMaf). state ,x1,x0). state , x2). retval ==null

The only additional cost of the modi ed abstraction step is the bookkeeping;
even though this abstraction step can deliver inequality conditions, it newer
executesmore tests than the unmodi ed abstraction step.

3.10 Discussion

The systemwe descrited in this chapter can discover algebraic speci cations
from Java classes. The systemis dynamic, which meansthat the output is
potertially unsoundor incompleteor both. In this cortext, unsoundnessneans
that the tool may detectan axiom that doesnot generallyhold. Incompleteness
meansthat there is a relevant axiom that our tool will not discorer. However, by
increasingthe maximum sizefor the generatedtest casegwhich may be costly),
we can usually achieve soundness. Incompletenesss a more seriousproblem.
Our systemhasa biastowards certain patterns of equationsand axioms. Adding
additional patterns for equationsis possible,but growing the rangeof considered
scenariodor our tool in particular directions (e.g., arbitrary conditional axioms)
may se\erely impact performance.

Howeer, the main goal of the tool is to provide a good starting point for
programmerswriting speci cations; the tool is successfuls long asit reduces
the time and e ort of a specier. Therefore, completenesds a goal but not
an absoluterequiremen. It is more important that the tool generatesvaluable
axioms within a reasonableamourt of time. Our idea for supporting certain
conditional axioms (Section 3.9) exempli es this strategy by adding support
for a pattern that is relevant in practice without sacri cing performance. We
are also consideringto discover operation side-e ects on argumeris other than
the receiver. By using static analysisto guide test-casegenerationbetter (e.g.,
domain analysis[627]), we may be able to o set someof the costswe will incur
when we extend the expressienessof discovered speci cations.

More generally unsoundnessand incompletenessare also addressedby our
overall method of \discovering and debuggingalgebraic speci cations”, as de-
scribed in Section1.2.4. Usersof our discovery tool can debugthe output of the
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tool by using the embeddedspeci cation interpreter (Chapter 4). Given good
unit tests, the speci cation interpreter is able to pinpoint scenariosfor which a
speci cation is unsoundor incomplete.
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4 An Embedded Algebraic
Speci cation Interpreter

4.1 Overview

The previous chapter described an algebraicspeci cation discovery tool, which
extracts algebraicspeci cations from Java classes.This chapter descrikesa tool
that generatesJava classedrom algebraic speci cations, by providing a Java-
enmbedded algebraic speci cation interpreter. Both the algebraic speci cation
discovery tool and the algebraicspeci cation interpreter complemen ead other
and aim to make dewelopers who write algebraicspeci cations more e ective.

Given an algebraicspeci cation, our tool generatesa prototype that can be
used just like any regular Java class. The tool can also modify an existing
application to usethe prototype generatedby the interpreter instead of a hand-
codedimplemertation. The tool improvesthe usability of algebraicspeci cations
in the following ways: (i) A programmercan\run” an algebraicspeci cation to
study its behavior. The tool reports in which way a speci cation is incomplete
for a client application. (ii) The tool can chedk whether a speci cation and
a hand-caled implemertation behave the samefor a particular run of a cliert
application. (iii) A prototype can be usedwhen a hand-caded implemertation
is not yet available.

The remainder of this chapter is organizedas follows. Section4.2 motivates
our tool and explainshow it ts into this thesis. Section4.3 descrilesour auto-
mated medanismfor enmbedding an algebraicspeci cation interpreter into Java
applications. Section 4.4 descrikes our algebraicrewriting engine. Section4.5
concludesthe chapter.

4.2 Motivation

Given an algebraic speci cation for a classand a cliernt for the class,our tool
runsthe cliernt usinginterpretation to simulate the behavior of the speci ed class.
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Figure 4.1: Integrating speci cation discovery tools and our interpreter

In this way, when a programmer writes an algebraic speci cation, the system
automatically provides an implemertation. Our tool interprets algebraic spec-
i cations using term rewriting, which is a well studied area[28, 86]. Howe\er,
to our knowledgeour systemis the rst to seamlesslyntegrate fully automatic
algebraicrewriting techniqueswith Java classes.

Our system provides three main bene ts. First, it gives programmersmore
for their e ort: they not only get the benet of a formal speci cation but they
also get a prototype of their class,which they can immediately use. This fea-
ture may be particularly usefulin multi-programmer projects sinceit allows the
dewelopers of somecomponerts to test against speci cations of other compo-
nerts before those are even implemerted. Second,by providing a feature for
experimenrtally validating a speci cation against an implemertation, our tool
helpspreven divergenceof implemertation and its speci cation asthe software
systemewlves. Third, our systemis invaluable for debuggingalgebraic spec-
i cations sinceit allows programmersto \run" a speci cation and obsene its
behavior. When running a speci cation, there are three possibleoutcomes: (i)
the run producescorrect answers, which suggestshat the speci cation may be
sound and complete; (i) the run producesincorrect answers which indicates a
bugin our speci cation; and (iii) the run fails becausedhe interpreter is unableto
producean answer for a method, which indicatesthat the speci cation is incom-
plete. Notice that debuggingspeci cations is a non-trivial task, esgecially with
realistic classeghat require a large number of axioms (e.g., java.util.Link edList
requiresmore than 100 axiomsto completely specify its 39 methods).

Figure 4.1 showvs how our speci cation interpreter complemeis our own pre-
vious work on algebraicspeci cation discovery [51]. We useour algebraicspec-
i cation discovery tool to discover a speci cation (ArrayList .spec) from an
implemertation (ArrayList .java ). While speci cation discovery tools are ef-
fective in discovering speci cations [34, 1, 51], the speci cations they produce
may be both unsoundand incomplete This is becausethe most e ectiv e speci-
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cation discovery tools (to our knowledge)are basedon analyzing program runs
rather than statically analyzingthe code. Our speci cation interpreter can be
used by a programmerto debuga discorered speci cation, which meansthat
a programmer iteratively re nes the speci cation to make it sound and com-
plete within a given cortext, e.g., within a client that usesthe speci ed class
(BibtexParser .java ). This approad for addressingunsoundnessand incom-
pletenesds complemetary to Nimmer and Ernst [70], who addressunsoundness
for a subsetof discovered invariants by using the static cheker ESC/Java for
validation. We demonstratethe applicability of our tools for the scenarioshovn
in Figure 4.1in a casestudy (Section5.4).

4.3 Approach

Our approad provides a seamlessntegration betweenan interpreter for alge-
braic speci cations and Java applications. From the perspective of the deweloper,
thereis nodi erence (exceptfor performance)betweencalling a Java method and
interpreting an algebraicspeci cation that descrikesthe method. This property
of our approat meansthat application dewelopersget a prototype implemerta-
tion of their classedor free whenthey dewlop algebraicspeci cations for their
classes.Once dewelopers get someexperiencewith the prototype, they can re-
placeit with a hand-caded (and probably faster) implemertation. Our approad
alsohelpsin the testing and dewelopmen of the hand-caded implemenation by
providing an option for cortinuously validating the hand-caled implemertation
againstthe algebraicspeci cation for the implemertation. Thus, our approad
can immediately detect when an implemenation deviatesfrom its formal spec-
I cation.

4.3.1 Required Inputs for Simulation

Figure 4.2 illustrates the architecture of our system. From the user suppliel
parts we seethat the userprovidestwo kinds of input to our system: Syeci ¢ ation
Components which are the algebraicspeci cation parts of the input, and Java
Applications, which are the Java parts of the input. The Algebaic Speci ¢ ations
are speci cations in the languagedescriked in Chapter 2. The Simulation Set is
the set of classeghat are to be simulated by our speci cation interpreter. For
example, if a programmer wants to use a speci cation for a LinkedList , the
simulation set would cortain only LinkedList , and the algebraic speci cation
would specify the behavior of LinkedList .
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In addition to the algebraicspeci cations and the simulation set, usersof our
systemalso provide a client that usesthe classedn the simulation set (simula-
tion client). Optionally, usersmay also provide simulation subjets which are
real existing implemenations of the classeqo be simulated. Theseclassesare
actually speci ed as part of the speci cation (Chapter 2). If a user provides
theseclassespur interpreter cortinuously cheds the result of the interpretation
against these classedi.e., it runs them in parallel). Thus, this optional com-
ponert providesa medanism for dynamically validating a real implemertation
against an algebraic speci cation. Furthermore, when algebraic interpretation
fails due to an incomplete speci cation, the interpreter can issuewarnings and
cortinue to executeby using results from the simulation subjects.

4.3.2 Mo difying Applications during Class-Loading

We use a custom Java classloader to load the simulation client. The class
loader usesthe bytecode engineeringlibrary [6] to redirect referencedo classes
belongingto the simulation setto simulation stubs In other words, once we

load the simulation cliert, it referencessimulation stubs instead of classeghat

arein the simulation set. The simulation stubs cortain methods with the same
signaturesasthe classeghey simulate; howewer, their bodiesdelegateall callsto

the interpreter. We generatesimulation stubs on the y. For example,consider
the following code fragmert:

LinkedList 11 new LinkedList ();
LinkedList 12 new LinkedList ();
Integer five = new Integer (5);

12. add(five ); I1.addAll (12 );

Since LinkedList is a menber of the simulation set, the class loader re-
places all referencesto LinkedList with referencesto the simulation stub
SIMSTUB_ LinkedListby manipulating the constant pool of the Java bytecode
for the class.

SIMSTUB_LinkedList|1 = new SIMSTUB_ LinkedLis{);
SIMSTUB_LinkedList12 = new SIMSTUB_LinkedLis{);
Integer five = new Integer (5);

12. add(five ); I1.addAll (12 );
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4.3.3 Generating Simulation Stubs

We generatethe simulation stub, SIMSTUB_LinkedList automatically when
we encourter the rst referenceto LinkedList . Following is an example of
the add method in the simulation stub for LinkedList . This stub wraps all
argumerts into an object array and passes serializedsignature, the argumernts,
and the receiwer object to the interpreter. Finally, it unboxesthe result of the
interpretation into a boolean.

public boolean add( Object o)
return UnboxUtil .unboxBoolean(
Interpreter .interpret ("< LinkedList : boolean add(Object )>",
new Object[){ o}, this )); }

4.3.4 Modelling Object State with Algebraic Terms

For eat simulation stub instance(e.g.,an object of type SIMSTUB _ LinkedLis},
the interpreter maintains both an algebraic term modeling the state of the
object and optionally, a simulation subject instance (e.g., an object of type
LinkedList ) (seethe Interpreter box in Figure 4.2). When the simulation
client invokesa method on a simulation stub instance, the interpreter extends
(and possibly rewrites) the algebraicterm assaiated with that instance. If the
programmer has provided simulation subjects, the interpreter also invokes the
correspnding method on the simulation subject instance. After executingthe
code above, the simulation stub instancereferredto by |11 mapsto the following
algebraicterm:

addAll (NewLinkedList (). state , (Term 1)
add(NewLinkedList (). state ,Integer@3982).state ).state

The subterm Integer@3982 denotesthe Integer object cortaining the integer
value 5. By applying term rewriting (discussedin detail in Section 4.4), the
interpreter (i) reducesthe size of the terms that model the state of an object
(i) computesthe return value of the simulated Java methods. As an example
for (i), the interpreter usesthe axiom

forall 0:Object add(NewLinkedList (). state , 0).state (Axiom 17)
== addFirst (LinkedList (). state ,0). state

to transform the algebraicterm Term 1 into
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addAll (NewLinkedList(). state ,addFirst ( (Term 2)
NewLinkedList(). state , Integer@3982).state ).state

Next, the axiom

forall I1:LinkedList forall 12 :LinkedList (Axiom 18)
addAll (11 ,addFirst (I2 ,0). state ). state
==addAll (add(l1,0 ).state ,12). state

transforms Term 2 into

addAll (add(NewLinkedList(). state , (Term 3)
Integer@3982). state , NewLinkedList(). state ). state

Next, the axiom
forall I:LinkedList  addAll (I,newLinkedList (). state ). state ==

transforms Term 3 into
add(NewlinkedList (). state , Integer@3982.state (Term 4)

As an examplefor (ii), the interpreter rewrites the term

addAll (NewLinkedList(). state , (Term 5)
add(NewLinkedList(). state , Integer@3982.retval

using the axiom

forall I11:LinkedList forall 12 :LinkedList forall o0:Object
addAll (11 ,add(I2, o).state ).retval ==true (Axiom 19)

into true . Sincetrue is a constart, the interpreter canreturn the constart badk
to the interpretation stub and the simulation was successful.

4.3.5 Incomplete Speci cations

Sometimesthe algebraicspeci cation may be incomplete, which meansthat we
cannotcomputeareturn valuefor a particular method application. For example,
if Axiom 19 is missing, the interpreter will not be able to produce the return
value (true ) for the term given above. At this point the interpreter reports an
irreducible term to the user. If the user has supplied simulation subjects, the
interpreter can usethe result producedby the simulation subject instanceand
cortinue with the interpretation.
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4.4 Algebraic Term Rewriting

Section4.3.4 illustrated how we use rewriting to interpret algebraic speci ca-
tions. We now discussrewriting in greater detail, focusing on the challenges
that we encourtered.

Any given speci cation languagepreselts a particular tradeo betweenana-
lyzability and expressieness.Languageghat are easyto analyzeare usually not
as expressie or corveniert for the programmeror the speci er, yet expressie
languagescan quickly becometoo costly to analyze. Our speci cation language
(Chapter 2) is very expressie, which meansthat it preseis a number of chal-
lengesfor our interpreter. We start by giving a high-level overview of our useof
rewriting and then discussthe challengesthat we encourered.

4.4.1 Overview of Rewriting

Recall that Java clients of our interpretation invoke operations on simulation
stub instances. These simulation stub instancestake the place of regular ob-
jects (e.g., instancesof a LinkedList ) in a traditional Java program. As the
client invokes more methods on simulation stub instances,the terms modeling
the state of the objectsincreasein their size. The rewriting engineis responsible
for reducingtheseterms. Rewriting interprets the axiomsin the algebraicspec-
i cation asrewriting rules that transform one term into another. Each axiom
in the user-prorided speci cation givesrise to up to two rewriting rules. For
example,

forall o: Object addFirst (NewLinkedList (). state , o0).state
==addNewLinkedList (). state , 0).state

givesrise to two potertial rewriting rules, namely

forall o: Object addFirst (NewLinkedList (). state , o).state

I add(NewLinkedList (). state , 0). state and
forall o: Object add(NewLinkedList ().state , 0). state

I addFirst (NewLinkedList ().state , o0).state

Howewer, the axiom

forall |:LinkedList forall o: Object add(l ,0). retval ==true

givesrise to only
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forall I:LinkedList forall o: Object add(l,0). retval ! true

sincewe would not have a binding for | and o if we had a rewriting rule from
true to add(l,0). retval .

Given a term that needsto be reduced,our interpreter works by applying a
sequenceof rewriting rules. If the reasonfor reducing a term is to produce an
answver to return to the client, our interpreter appliesrewriting rulesuntil it ends
up with a constart (e.g.,a number of a referenceto an object). If the reasonfor
reducing a term is to reduceits size,the interpreter can stop wheneer it feels
that the term is small enough.

Especially in the rst case(i.e., reducing a term to produce a value for the
client), our interpreter may fail in two ways. First, the interpreter may be unable
to nd a sequenceof rewritings that produce a constart. This caseexposes
potertial incompletenessan the user-pravided axioms. Second,the interpreter
may be able to reducethe term to an incorrect constant (e.g.,it nds 5 instead
of 9). This caseexposesan error in one or more of the axioms. In both of the
above casespur systemproducesa detailed messagalescribingwhat failed. As
we shav in Section 5, these diagnosticsare invaluable for producing a correct
speci cation or debuggingan existing speci cation.

4.4.2 Strategies for Algebraic Term Rewriting

To managethe vast sear® spacefor term rewritings, we usetwo strategies.

Our primary strategyis a greedyonethat usesonly rewriting stepsthat reduce
the sizeof the term. It doesnot usebadktracking. If the term to be reducedis a
retval term, and this strategy is unableto reduceit to a constan, it resortsto
the secondarystrategy. We do not usethe secondarystrategy for .state terms
becausereducing .state terms is a performanceoptimization and not strictly
necessary Thus, we usethe secondarystrategy only when we absolutely need
it.

Our secondarystrategy tries all rewriting stepsthat do not grow the term.
If any of theserewriting stepslead to a term that can be reducedin sizevia a
rewriting step, we revert bad to the primary strategy. Note that this strategy
usesbadktracking and is thus much more expensiwe than the primary strategy.

Even our secondarystrategy may be unableto reducea term if, for example,
it is necessaryto increasethe size of the term beforeit can be ultimately re-
duce. Our current implemertation doesnot chedk the set of rewriting rules for
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con uence [28 or for consistency which means: (i) it may allow a term to be
reducedto two distinct constarts; and (ii) it may not nd the desirablerewriting
sequencegwven though it only consistsof stepsthat make the term smaller.
The set of strategiesthat we have chosena ects the capabilities and the e -
ciency of our system. While we beliewe that the strategieswe have addedto our
interpreter make sensen practice, thereis still alot of room for experimertation.

4.4.3 Conditional Axioms

Conditional axiomslead to additional complexity in the algebraic speci cation
interpreter. ConsiderAxiom 13, which we explainedat the end of Chapter 2:

forall |:LinkedList forall x:Object forall i:int
if i>=0 then get(addFirst (I,x ).state ,intAdd (i,1). retval ).retval
== get(l, i).retval

For this kind of algebraicaxiom (or the correspnding rewriting rule from left
to right) we simply make sure that the constrairts betweenif and then are
ful lled whenewer we unify the left sideof the axiom with aterm. Setsof axioms
allowing this kind of constrairts, i.e. a set of simple relations betweenvariables
and constars, are called a semi-equational systemin the literature [86].

Our system also allows the more complex join systems[86]. A join system
allows conditional axiomswith arbitrary termsin the condition. For sud axioms
we needto usethe rewriting systemto alsodeterminethe value of the condition
(true or false ). While this all seemsstraightforward, it can lead to in nite
recursion. Furthermore, we nd that the debuggingtrace for a join system
can becomehard to digest sincedeeply nestedsequence®sf constrairts, cheds,
and rewriting attempts are common. We feel that join systems,despite their
increasedcomplexity over semi-equationakystems,areworth it: they often allow
more elegan expressiorof behavior than semi-equationalsystems.For example,
the following axiom usesthe contains operation in a constrairt to say that, if
the hashseth already cortains o, the sizeof h will not changeif we add o again.
This sameaxiom is much harder to write in a semi-equationalsystem.

forall h:HashSet forall 0:Object
if contains (h, o).retval ==true then
size (add(h,0). state ).retval == size (h).retval

To seehow this axiom can be usedas a rewriting rule, considerrewriting the
term
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size (add(add(NewHashSH). state ,Object@1234
).state ,Object@12349.state ).retval

First, we note that without consideringthe condition in the axiom, the left
side of the axiom unies with the term with the unication mapping m= {
h 7! add(NewHashS¢}. state , Object@123). state , o 7! Object@1234.
Howewer, before we can apply the rewriting, we need to determine if
the condition is true. We apply mto the condition to get: contains (
add(NewHashSdj). state ,Object@1234.state ,Object@1234.retval

==true. Using the axioms for the contains operation (omitted for brevity),
the algebraicinterpreter will reducethis relation by rewriting it to true ==true .
Thus, the chedk succeedsand the original rewriting rule can now be applied,
yielding size (add(NewHashSdj).state ,Object@1234.state ).retval

4.4.4 Referencesto External Metho ds

Sometimesthe speci cation of one classmay needto referencemethods from a
classoutside the simulation set. For example,whenwriting the speci cation for
a hashset's add method, we would like to write:

forall h:HashSet forall 01:0bject forall 02:0Object
if equals(ol, 02).retval ==true then
contains (add(h, ol). state ,02).retval ==contains (h,02 ).retval

Howeer, this axiom usesthe equals method of ol which is not part of the
speci cation of a hash set. Similar problems arise when writing speci cations
for an iterator. There are two ways of addressingthis problem: (i) Include the
speci cation of equals in the speci cation for hash set; (i) Extend the spec-
i cation languageto allow calls to Java methods, sud as equals. The rst

approad, while seeminglymore elegan than the secondapproad, hasonedis-
advantage: it forcesusto specify the behavior of equals for all possibleobjects
that could be addedto a HashSet. Generic cortainers in the Java language
will make this approad more viable, but ewven with generics,dynamic class
loading can load new subclassesfor which the behavior of equals is di erent
than any given speci cation. Our currert prototype supports both the rst

and the secondsolution: One can declarethat an operation as external which
meansthat wheneer the interpreter encourers a term in which all parame-
ters are constarts, the Java implemenation for the method is evaluated. For
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Figure 4.3: Userinterface for rewriting engine

example, supposethat equals hasbeendeclaredan external method. When
the interpreter encourters equals (Object@14230bject@111]). retval it will
executethe appropriate equals implemertation before resuming algebraicin-
terpretation. This medanism is also useful for extending the interpreter with
arithmetic and helper functions.

4.4.5 Debugging Support

When the speci cation isincomplete,the interpreter prints the irreducible term,
which provides a starting point for manually completing the speci cation. In
some cases,it is useful to also examine the trace provided by the rewriting
engine. This trace recordsall rewriting operationsthat take place. By searting
through this trace, the usercan nd out whether or not a particular rewriting
rule hasbeenapplied and which intermediate terms have beengeneratedin the
interpretation process. We also use this trace to debug our interpreter: The
rewriting engine prints a courter value into the trace for ead rewriting step.
When we nd suspiciousactivity in the rewriting trace, we useda conditional
breakpoint in a Java debuggerto jump to the executionof the rewriting stepin
guestion.

As an alternative for examining the rewriting trace, we deweloped a userin-
terfacefor the rewriting engineasshawn in Fig. 4.3. Using the drop down meru
at the top of the window, the user selectswhich rewriting computation to view.
Below, a tree view shavs how ead term is a reduction of its parert by usingone
rewriting step. When a user selectsa term in the tree view, the viewer displays
the axiom that generatedthe selectedterm from its parert in the text areaat
the bottom of the window.
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4.5 Discussion

We descriked the design, implemertation, and usageof an interpreter for al-
gebraic speci cations that is seamlesslyintegrated with Java. The goal of the
systemis to make algebraicspeci cations more coste ective and easierto write
and debug. Our tool createsa prototype implemertation of a classfrom its
algebraicspeci cation. A Java program can usethis prototype implemertation
just like any hand-caded implemenation of the class.

Our approad helpsin writing and debuggingalgebraicspeci cations because
programmerscannow executetheir speci cations and optionally comparethe ex-
ecution of the speci cation to ahand-caledimplemertation. Executingthe spec-
i cations exposesboth errors and missing axioms in the speci cations. Chap-
ter 5 illustrates the usefulnessof this approad by giving casestudies and by
preseting performanceresults for prototypesproducedby our tool.
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5 Evaluation

This chapter evaluatesthe ideaspreseited in this thesis. Section5.1 usesvarious
metrics to characterizethe performanceof our algebraicspeci cation discovery
tool (describedin Chapter 3). Section5.2presets performancedata for a micro-
bendimark that suggestghat our algebraicspeci cation interpreter (Chapter 4)
is usable for prototyping applications; the data also shavs how the choice of
algebraicaxiomsfor modeling a particular property a ects runtime performance.
Section5.3givesan examplefor the \extreme specifying" scenario(Section1.2.4,
Figure 1.8), in which we useour algebraicspeci cation interpreter for developing
a speci cation from scratdh. Section5.4 givesan examplefor the \discovering
and debugging algebraic speci cations” scenario(Section 1.2.4, Figure 1.11).
Our algebraicspeci cation discovery tool generatesalgebraic axioms which we
debugby usingour algebraicspeci cation interpreter to run a client application.

5.1 Performance Evaluation of our Algebraic
Speci cation Discovery Tool

We conducted our ewvaluations on a Pertium 4 1.4 GHz workstation with 512
MB of RDRAM running SuSELinux 8.1 and Sun JDK 1.4.1. We con gured
our systemas follows: As a default, we useda term sizeof 5 for the equation
generators.Term sizeis de ned asthe number of nodesin the tree represeting
the term. For example,the sizeof

push(push(IntStack ().state ,4). state ,7). state

is 3. Also, by default we used a test casesize of four. This meansthat test
casecanhave up to 5+ 4 = 9 nodesin their term represetation. For HashMap
we chosea term size of 4 for all equation generatorsexcept for the obsener
equation generator,where a size of 6 was bene cial. We con gured the system
for HashSetin the sameway as HashMapexceptthat we found that a test case
sizeof 3 was su cient. We also con gured three distinct instancesof Object

and similar small pools for primitiv e types.
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Table 5.1 descritesthe our bendimark programs. Column \# op" givesthe
number of operationsin the classand \# observ" givesthe number of operations
that are obseners (i.e., operations with a non-woid return type). LinkedList ,
HashSet and HashMayare library classesfrom Sun's Java Dewvelopmen Kit
1.4.1.

Table 5.1: Java classesusedin our evaluation

Java Class Description Source| # op | # observ.
IntegerStak minimal integer stack Henlkel 11 5
IntegerSta&k?2 integer stack (Fig. 1.4) Henkel 11 5
ObjectStadk object stack Henkel 11 5
FullObjectStadk | another Object stadk Henkel 15 8
IntegerQueue | a FIFO queuefor integers | Henkel 15 8
ObjectMapping | a mapping betweenobjects | Henkel 15 9
ObjectQueue a FIFO queuefor objects | Henkel 15 8
LinkedList linked list Sun 39 30
HashSet hash set Sun 23 17
HashMap hashmap Sun 22 15

Section5.1.1 gives performancecharacteristics for our system. Section5.1.2
preseins data that suggestghat our tool is successfuln exercisingmost of the
classunder considerationand is thus likely to be mostly sound. Finally Section
5.1.3discussesomeaxiomsthat our tool discovers.

5.1.1 Performance of the Tool

Table 5.2 givesthe overall performanceof our system. For eadh bendmark, we
display the number of axioms beforerewriting, after rewriting and the time it
took to generatethe axioms. The table shavs that our redundancy reduction
by rewriting is very e ective. It also shaws that our systemis fast for all of
the classeexceptfor HashSetand HashMapHashMajs more demandingsince
many of its operations take two argumerns, which enlargesthe state space.
Running our system with smaller test term sizesfor these classestakes less
time, but introduceserroneousaxioms which can ‘infect’ many other correct
axioms during the rewriting.

We seefrom Table5.2that LinkedList hasthe mostaxioms(116). While 116
axiomsis quite a lot, it is worth noting that the Java standard implemertation
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Table 5.2: Timings for our bendymark programs.

| bendmark | # beforerewriting | # nal axioms| time |
IntegerStak 116 18| 8.48sec
IntegerSta&?2 142 18| 6.69sec
ObjectStak 116 9| 8.22sec
FullObjectStadk 145 27| 12.97sec
IntegerQueue 404 28 | 1.59min
ObjectMapping 194 24| 8.97sec
ObjectQueue 404 24| 1.59min
LinkedList 1045 116 | 2.37min
HashSet 6830 74 1.75h
HashMap 8989 71| 15.28h

Table 5.3: E ciency of Term generation.

| algebra time in sec(# generatedterms) |
sizel0 sizell
IntegerStak 0.95 (166) 196 (418)
IntegerSta&?2 0.73 (251) 1.44 (566)
ObjectStack 0.84 (166) 147 (418)

FullObjectStad 1.34 (166) 2.21 (418)
IntegerQueue 254 (358) 449 (722)
ObjectMapping 0.72 (82) 094 (82)

ObjectQueue 2.15 (358) 3.89 (722)
LinkedList 27.84 (960) 64.96 (1684)
HashMap 133.57 (4492) 294.4 (6922)
HashSet 129.99 (1094) 273.97 (1399)
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5.1 PerformanceEvaluation of our Algebraic Speci cation Discovery Tool
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of linked list has a large number of operations (39) and thus, 116 axiomsis not
excessie.

Table 5.3, Figure 5.1, Figure 5.2, and Figure 5.3 explore the performanceof
our systemin detail. Figure 5.3 givesthe time to generateall terms of sizes10
(rst column) and 11 (secondcolumn) respectively. We seethat the number of
terms doesincreasesigni cantly with term length, even though we prune away
many uselesgerms. We alsoseethat classesvith a large number of terms (e.g.,
HashSe) are the onesthat take the most time in our system.

Figure 5.1and 5.2 are box plots that give the distribution of the time to gener-
ate the di erent kinds of equationsand axiomsfor LinkedList . As an example,
considerthe state/eqn plot in Figure 5.1. The box denotesthe interquartile
range, which cortains the 50% of the valuesthat fall within the secondand
third quartile. The line inside the box is the median, which overlaps with the
bottom of the box due to a strong bias towards low values. Values above the
whisker are outliers. From Figure 5.1 and Figure 5.2 we seethat the state ax-
ioms and equationsare the most expensiwe to generatewith state/eqn beingthe
slovest. For the most part, obsener and di erence equationsand axioms are
fast to generateand all equationsand axioms of thosetype take appraximately
the sametime. Theseresults suggestthat it may be worthwhile to try other
orderings or kinds of equationsin order to speedup the equation and axiom
generation.

Fig. 5.3 givesinsight into the behavior of our tool when discovering axioms
for LinkedList . The x axis denotestime in terms of axioms generatedby the
axiom generator. The \learning curve" is the number of axiomsthat have been
discoreredand rewritten. Note that this curve doesnot ascendmonotonically, as
the discovery of oneaxiom canleadto the elimination of numerousother axioms.
The dots denotethe number of rewriting events per discorered axiom. We run
our systemas follows: rst, we discover state axioms using the hash table op-
timization (state/hash), then we generatethe generalstate axioms (state/eqn),
then we generatethe di erence axioms and nally the obsener axioms. The
shadedareasin Fig. 5.3 denotethesedi erent zones.

5.1.2 Coverage Measurements

Sinceour systemis basedon a dynamic approad it is neither sound nor com-
plete. Oneway in which our systemcanfail to be soundis if the generatedterms
do not adequatelyexercisethe full rangeof behavior of the classunder consider-
ation. In this sectionwe usebasicblock coverageto determinethe e ectiveness
of our term generatorin exploring the classcode.
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Overall, we nd that our termsyield a high coverage: 100%for ObjectStack ,
FullObjectStack , IntegerQueue, IntegerStack2 , ObjectMapping, and
ObjectQueue 62.5% for IntegerStack ; 72.8% for LinkedList ; 84.6% for
HashSet and 73.3%for HashMap When our coverageis lessthan 100%it is
often becauseour terms do not adequatelyexplore the argumen spacefor op-
erations (e.g., for LinkedList we did not generatea term that called removeAll
with a collection that cortains a subsetof the receier's elemens). Other rea-
sonsinclude: deadcode (e.g.,somecode in LinkedList.subList ); cornercases
(e.g., corner casedor initialCapacity in HashTable.

We are currertly using theseresults and obsenations to improve our tool.

5.1.3 Manual Inspection of Axioms

To make surethat the axiomsdiscovered by our tool were correct, we manually
veri ed the generatedaxiomsfor all classesand found no mistakesin the axioms.
The axiomsthough many for someclassege.g., LinkedList), wererelatively easy
to read (at most an hour of our time per class).

We now discussa number of represetativ e sampleaxiomswhich werediscor-
ered by our tool.

forall x0:HashMap
size (x0).state == x0 (Axiom 20)

Axiom 20 sas that invoking size on a HashMap does not modify its internal
state. Our system generatessud axioms for ead pure obsener (i.e., an op-
eration that has a non-wid return value and does not changethe state of the
object), for example,it nds 16 sud axiomsfor LinkedList.

forall x0:HashMap (Axiom 21)
putAll (x0, x0). state ==x0

Axiom 21 sas that if we add all mappings of a HashMap into an equivalent
HashMap the receiwer's state doesnot change.

forall x0:HashMapforall x1:Object forall x2:Object (Axiom 22)
get (put (x0,x1, x2). state ,x1).retval ==x2

Axiom 22 givesa partial characterization of the get and put operations.
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forall x0:0bject (Axiom 23)
get (put (HashMaf). state , Object@(Qx0). state , Object@2).retval
==null

Axiom 23is oneof the axiomsthat could be moreabstract if our tool would sup-
port conditional axioms: Instead of usingthe constaris Object@0Oand Object@1,
the axiom could then be rewritten into

forall x0:0Object forall x1:Object forall x2:Object
if x1 != x2 then
get (put (HashMaf). state , x1,x0).state ,x2).retval ==null

We propose an extension of our discovery tool for conditional axiomsin Sec-
tion 3.9.

forall  xO:LinkedList forall x1:int (Axiom 24)
addAll (x0,x1 ,LinkedList (). state ). state ==x0

Axiom 24 points out an incompletely speci ed behavior in the documertation
for LinkedList. addAll addsall elemetts in the third argumern to x; at position
Xo. Axiom 6 sas that no matter what position we specify, adding an empty
list to x; doesnot modify X;. In other words, addAll doesnot verify that xq is
within the boundsof the list.

Finally, it is worth noting that while we can manually verify that the axioms
generatedby our tool are correct, it is much harderto verify that our tool gener-
atesall the axiomsneededto fully specify the interfaceof a class. One approat
is to run our algebraicspeci cation interpreter for a particular unit-test or ap-
plication, and add algebraicaxiomsto the speci cation until the interpretation
succeedsWe descrile sud a scenarioin Section5.4.

5.2 Performance Evaluation of our Algebraic Term
Rewriting Engine

To evaluate the performanceof our rewriting engine,we usethe following bend-
mark, which is parameterizedwith sizeOfList .
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5.2 PerformanceEvaluation of our Algebraic Term Rewriting Engine

1 Object o = new Obiject ();

» LinkedList | = new LinkedList ();

s for (int 1 =0; i < sizeOfList ; i++) L.add (0);
+ l.get (sizeOfList -1);

This bendymark createsa linked list with sizeOfList elemerts (line 3) and then
retrievesthe last elemen (line 4). In Figure 5.4, we plot the time it takesfor the
rewriting engineto computethe result value of the get method call for line 4 in
the bendimark (y-axis) for di erent valuesof sizeOfList (x-axis). We measure
the executiontimes on a Dell PowerEdge600SCPertium 4 2.4 Ghz with 2 GB
of RAM running Sun'sJDK 1.4.2on SuSELinux 8.1.

We presen data for two di erent speci cations of the get method. The get
method returns an elemen at a particular position in the list (courting from the
rst elemen). The add and addFirst add an enry to the end and beginning of
the list, respectively. Axiom 25and Axiom 26 make up the rst speci cation of
get and Axiom 27 and Axiom 28 make up the secondspeci cation of get:

forall I:LinkedList forall o0:0Object (Axiom 25)
get(addFirst (l,0). state ,0). retval ==0
forall I:LinkedList forall o0:Object forall i int (Axiom 26)

if i>=0 then get( addFirst (I, o).state ,intAdd (i,1). retval ).retval
== get(l ,i). retval

forall Il:LinkedList forall 0:Object forall i: int (Axiom 27)
if size(l ).retval ==1i then get( add(l,0 ).state ,i).retval ==0
forall I:LinkedList forall o0:Object forall i int (Axiom 28)

if size (I ).retval > i then
get( add(l,0). state ,i).retval == get(l, i).retval

The main di erence betweenthe two speci cations is that the rst one ex-
presseget in terms of addFirst while the secondone expresseget in terms
of add. Given our simulation client, we would expect the secondto be a better
match becausethe client also builds up the list in terms of add. More speci -
cally, if we usethe rst speci cation of get, our rewriting enginewill rst haveto
rewrite the term that correspndsto the ertire linked list in terms of addFirst
beforeit can start to reduceit.

Our results (Figure 5.4) con rm the intuition above. The horizortal axis of
Figure 5.4 givesthe sizeOfList parameterand the vertical axis givesthe time in
seconddo executeline 4 of the bendmark. The addFirst and add curvesgive
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the executiontimes for the two speci cations for di erent valuesof sizeOfList .
We seethat the speci cation that matchesthe simulation client is faster than
the speci cation that doesnot match the simulation cliert. In future work we
plan to implemert memoization techniques. Thus, subsequen invocations of
get will be ableto reusemuch of the work of rewriting the list term to useadd
instead of addFirst .

There are two points to take away from this data. First, while the proto-
type implemertation producedby our systemis much slower than a hand-caded
implemertation (e.g., executingthe bendimark for sizeOfList =1000with the
o cial JDK implemertation takeslessthan 1 millisecond), it may still be fast
enoughto be usedfor prototyping. Second,some speci cations may execute
much faster than other (equivalert) speci cations, depending on the match be-
tweenthe speci cation and the simulation client.

5.3 Case Study: Extreme Specifying

Programmerscan useour systemto incremerally dewelop a speci cation (and
thus a prototype) basedon the needsof the code that they are deweloping.
For example,when dewloping a Java class(\client") the programmermay not
know all the requiremerts on classesthat it uses(\help ers classes"). Thus it
would be premature to dewelop the full speci cation of a helper classbefore
writing the client. On the other hand, the programmer cannot dewelop and
test the client beforewriting a prototype of the helper. Our tool helpsin this
dilemma by allowing a programmerto dewelop a speci cation and prototype of
the helper classasneededby the cliernt. This sectionpresens an examplewhere
a programmerdewelopsa speci cation and prototype of a hashset hand-in-hand
with the client of the hashset.

The programmerstarts by writing the client:

class Client {

> public static void main(String args[])}{

3 Integer one = new Integer (1);

4 HashSet s = new HashSe();

5 s. add(one);

6 Systemout .printin ("test 1 = "+s.contains (one));}}
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At this point, the programmerseeghat the client needsa hashset, which must
support the methods add and contains . Thus, the programmer createsthe
following incomplete speci cation:

1 specification  HashSetSpecification

» class HashSet

s method NewHashSeis <void <init >()>

» method add is <boolean add(java .lang . Object)>

s method contains is <boolean contains (java .lang .Object )>
s define HashSet

Note that the speci cation also includes a NewHashSebperation for creating
a new hash set. Also note that the programmer starts with an empty set of
axioms (i.e., there is nothing under the define HashSe) directive. In other
words, the interpreter canbuild up the terms but hasno rewriting rulesto reduce
them. When the programmer givesthe \Client" classand the speci cation to
the interpreter, the interpreter responds with:

Client .java, line 5: Algebraic Interpreter failed to compute
a value.
term = add(NewHashS¢}. state , Integer@1776).retval
Client .java, line 6: Algebraic Interpreter failed to compute
a value.
term = contains (add(NewHashSdj). state ,Integer@1776

).state ,Integer@1776). retval

The rst error messagesays that the interpreter could not determinethe return
value of the invocation s. add. The seconderror messageomplainsabout not
being able to produce a return value for s.contains . To eliminate theseerror
messageand to computethe expectedresult, the programmeraddsthe following
axioms:

forall 0:Object add(NewHashSdj. state ,0). retval (Axiom 29)
==true
forall 0:Object forall h:HashSet (Axiom 30)

contains (add(h,0). state ,0). retval ==true

The rst axiom saysthat addingany object to anewhashsetreturns true . Note
that this is inadequatein generalsinceit doesnot say anything about addingto
a non-empty HashSet. The secondaxiom says that immediately after adding an
object to the HashSet,invoking contains (add(h,0). state , o).retval returns
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true . This axiomtoo is limited sincecontains returns true only if the elemen
being chedked was the last one added. With thesetwo axioms, the client runs
successfully

The programmer now cortinues implemerting the client and adds
Systemout .printin (" test 0 = "+s.contains (one)); immediately before
Line 5. Sincethis statemen invokes a contains on an empty hash set, the
programmeralsoremenbersto add this axiom:

forall 0:Object (Axiom 31)
contains (NewHashSdj).state ,0). retval ==false

On running the modi ed client and speci cation set, our systemgivesthe fol-
lowing error message:

test O = true
Client .java , line 6: Algebraic Interpreter failed to compute
a value.
term = add(contains (NewHashSdj). state ,
Integer@7909). state , Integer@7905).retval

The problemis that the programmerforgot to specify how contains a ects the
state of the object. This mistake is easyfor programmersto overlook sincethey
are primarily thinking in terms of what contains does and not what it does
not do. The debuggingoutput of our tool, which prints all rewriting attempts
and intermediate terms (to 0 verboseto include in this paper), can alsocomein
handy at this point to nd what is missing from the axioms. Sincecontains

doesnot modify the state of the set, all we needto add is the following axiom:

forall h:HashSet forall 0:Object contains (h,0). state ==h

After this new axiom, the client executessuccessfully Needlessto say, the
speci cation of a hashsetis still far from complete. As the programmer adds
more behavior to the client class,our interpreter exposesmore of the limitations
of the speci cation. Ultimately, this iterative processmay lead to a complete
speci cation of the hashset. It is worth noting herethat the quality of the test
client is key to debuggingthe algebraicspeci cation. Thus, oncea programmer
has nished deweloping the client (and thus the speci cation), it is worthwhile
to generatemore clients for the hash set with the intention of \testing" the
speci cation of the hashset.
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5.4 Case Study: Discovering and Debugging a
Speci cation

In this casestudy, we usedthe speci cation discovery tool (Chapter 3) to gener-
ate a speci cation for the java.util . ArrayList classcontained in Sun's Java
Dewelopmen Kit. We then usedthe algebraicinterpreter to debugthe discov-
ered speci cation. Our client application is a BibTeX parser! We chosethis
client application becauseit is not depender on libraries other than the Java
standard libraries, it usescollection classesand we were familiar with the code.

Similar to what we descrike in Section5.3, debuggingthe discovered speci -
cation is an iterativ e processconsistingof three steps: (i) usingthe speci cation
interpreter to run the client application, (i) understandingthe debuggingout-
put, (iii) adding new algebraic axioms to the speci cation or modifying the
existing axioms.

Out of the 10 algebraic axioms to executethe BibTeX parser successfully
our discovery tool can produce 3 axioms exactly as needed. As an example,
the following two axioms specify how the rst elemen of an ArrayList can be
obtained by applying the get operation for index O:

forall x0:0Object (Axiom 32)
get (add(newArrayList (). state ,x0). state ,0). retval == x0

forall l:ArrayList  forall 01:Object forall 02:0bject (Axiom 33)
get(add(add(l ,0l). state , 02). state ,0). retval
==get( add(l,01 ).state ,0). retval

We manually added 7 axiomsto the speci cation. Five of those axioms de-
scribe the behavior of Iterator instancesgeneratedby ArrayList objects. For
example,the following axiom statesthat an iterator createdfrom an empty list
doesnot have a next elemert:

hasNext(iterator (ArrayList (). state ). retval ). retval ==false

The discovery tool currently cannot nd these5 axiomsbecausehe state of the
Iterator object is modeledasthe return value of the operation iterator () of
another class(ArrayList ). This scenariois not covered by the currently im-
plemeried equation generators. Howewer, the discovery tool provides extension
points for adding new equation generators. An appropriate equation generator
can be implemerted without changingthe infrastructure.

LAvailable at www.cs.colorado.edu/~henk ell stuf ffj avabib/ .
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Adding four of the axioms which descrite the behavior of Iterator was
straight forward. The following axiom was more involved:

forall | :ArrayList
next (iterator (l).retval ). state
==iterator (remove(l,0). state ). retval

This axiom describeshow the next operation applied to an iterator transforms
the iterator's state. Unfortunately, if this axiom was used as a left to right
rewriting rule, it would increasethe sizeof the term. Thus, our interpreter will
not useit (seeSection4.4.2). Howewer, our interpreter allows hidden opera-
tions, which can be usedin rewriting rules, but are externally invisible [87]. We
introduceda hidden operation removeFirst , which eliminatesthe problem:

forall | :ArrayList (Axiom 34)
next (iterator (l).retval ). state
==iterator (removeFirst (l). state ). retval

The two remaining axioms we had to add descrike the beharvior of the hidden
operation removeFirst . The speci cation discovery tool can nd variations of
both axiomswhich useremovg ,0) instead of removeFirst (_) . For example,
it found

forall x0:0Object
remove add(ArrayList (). state , x0). state ,0). state
== ArrayList (). state

ArrayList hasa large number of operations, which meansthat many axioms
are neededto fully documert it. By using the speci cation interpreter, we
focusedon the axioms neededfor a particular run of our client application. In
other words, understandingthe 10 executedaxiomsof our speci cation is enough
for understandingthe behavior of ArrayList for the particular run. Thus, the
10 executedaxioms can be considereda dynamic slice of the speci cation.

More details about this casestudy, including all discorered axioms, are avail-
able in a technical report [52].

84



6 Related Work

6.1 Specication Languages and Algebraic
Speci cations

Speci ation languagescan be usedto documen properties of software. Many
speci cation languagesexist, which model di erent aspectsof software at di er-
ert levels of granularity.

We are interested in documerting the behavior of Java classes. Therefore,
visual speci cation languages(for a surwey, see[94]) are of little interest to
us, since they are quite limited in capturing behavioral properties of object
oriented programs|ev en the mostly visual UML modelling languageconains
a textual language(OCL) to expresssud properties [73]. Lamsweerdegivesa
good overview over non-visual, formal speci cation languageq91]. We focuson
comparingour work with most closelyrelated speci cation languages.

Axiomatic speci cations descrile invariants of programsat speci ¢ points of a
program using logical predicatesover variable values[42. Axiomatic speci ca-
tions canbevaluablein understandingprograms[33, 35, 34]. Howe\er, for object
oriented programs,axiomatic speci cations usually reveal the internal represen-
tation of objects, which can limit the understandability. Larch integratesboth
axiomatic and algebraicspeci cations [45]. It would be interesting to integrate
our tool with Ernst's Daikon tool, which generatesaxiomatic speci cations [34].

Temporal logic [64] can capture many interesting properties of multi-threaded
programs. Howeer, to our knowledge,the usefulnessof temporal logic speci -
cations for program understanding has not beenstudied yet. Temporal logic is
certainly usefulfor encaling queriesabout program properties.

Z is a speci cation languagethat is basedon set theory and other common
mathematical constructs [84]. Z is a powerful and intuitiv e language,but we
found that a mapping from Z (or similar languages)to Java classeswould be
lessnatural than our mapping betweenalgebraicspeci cations and Java classes.

We drew marny ideasand inspirations from previous work in algebraic spec-
i cations for abstract data types [44]. Horebeek and Lewi [56] give a good
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introduction to algebraicspeci cations. Sannellaet al. give an overview of and
motivation for the theory behind algebraicspeci cations [81]. A book by Aste-
sianoet al. contains reports of recen dewvelopmerts in the algebraicspeci cation
commnunity [8].

Sannellaet al. descrike experienceswith their languageEML (Extended ML)
that wasdesignedto be an implemenation languagefor algebraicspeci cations
[80]. In essencethey nd that it is very hard if not too ambitious to apply formal
methods that involve proof of correctnesgo real world programminglanguages.
While our methodology aims to deal with a real world programming language
(Java), our tools do not needto be correct or complete; we only aim at giving
dewelopers a good starting point and good debuggingsupport for writing their
own speci cation.

Antoy descrikeshow to systematically designalgebraic speci cations [4]. In
particular, he descrikestechniquesthat can help to identify whether a speci -
cation is complete. His obsenations could be usedin our setting; howeer, they
are limited to a particular classof algebras.

Prior work demonstratesthat algebraicspeci cations are useful for a variety
of tasks. Rugaber et al. study the adequacyof algebraic speci cations for
a reengineeringtask [77]. They speci ed an existing system using algebraic
speci cations and were able to regeneratethe system from the speci cations
using a code generator. Janicki et al. nd that for de ning abstract data types,
algebraicspeci cations are preferableover the trace assertionmethod [9, 61]

6.2 Term Rewriting

We useterm rewriting for simplifying algebraicaxiomsand for interpreting an
algebraic speci cation. There is a vast body of prior work on term rewriting
systems[28, 86]. A book by Astesianoet al. cortains reports of recen dewelop-
merts in the term rewriting community [8]. Prior work hasalsostudied the idea
of using term rewriting to simulate a software componert. For example,Wang
and Parnas proposedthe trace rewriting method to simulate software modules
[92]. However, they focuson the rewriting technique for their systemand unlike
us, do not integrate their systeminto a programminglanguageor provide details
of animplemertation. Implemertations of other rewriting enginesand rewriting
languagehave beenusedto provide prototyping [38, 29, 86|, but again, to our
knowledge,they do not interact with a client written in a modern programming
language. Thus, thesesystemsdo not provide the software engineeringbene ts
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that our algebraic speci cation interpreter o ers. Antoy and Hamlet [5] pro-

poseself-hieking ADTSs, which integrate rewriting into C++ and Java classes.
Among other details, our algebraic speci cation interpreter diers by (i) fully

automating the integration of Java code and the algebraicinterpreter with a

custom classloader, and (ii) a more expressie algebraicspeci cation language
that has been customizedfor being embeddedinto Java (e.g., we allow oper-

ations to both modify the state of an object and return a value). Antoy and

Hamlet manually implemern represetation mappingsasC++/Ja vafunctionsto

allow intensionalcomparisonswhich might be a usefuladdition to our algebraic
speci cation interpreter.

6.3 Dynamic Invariant Detection

Recerly, there has been much work on dynamic invariant detection [34, 93,
1, 46]. Dynamic invariant detection systemsdiscover speci cations by learn-
ing general properties of a program's execution from a set of program runs.
Dynamic invariant detection systemsdi er in the expressienessof the speci -
cations they discover. One of the most interesting aspects of dynamic invariant
detection systemsis that the algorithms that are being usedare asdi erent as
the speci cation languagessupported by the tools.

Daikon [34] discovers Hoare-syle axiomatic speci cations [54, 42]. Daikon is
useful for understanding how somethingis implemerted, but also exposesthe
full complexity of a given implementation. Daikon has beenimproved in many
ways [35, 36, 31] and has beenusedfor various applications including program
ewlution [34], refactoring [63], test suite quality evaluation [4§], test suite de-
velopmert [98], bug detection [46], coveragemetrics [43], and as a generator of
speci cations that are then cheded statically [71].

Whaley et al. [93] descrile how to discover speci cations that are nite state
madines describing in which order method calls can be made to a given ob-
ject. Similarly, Ammonset al. extract nondeterministic nite state automatons
(NFAs) that model temporal and data dependenciesn APIs from C code [1].
Thesespeci cations are not nearly asexpressie asalgebraicspeci cations, since
they cannot capture what valuesare returned by the methods.

Yang and Evans[99 discover temporal properties of multi-threaded programs
by chedking whether particular patterns of in the order of everts occur. In their
system, an even is a method ertry or exit executedwithin a particular Java
thread.
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Brun and Ernst [17] use madine learning to idertify dynamic properties of
programsthat indicate likely bugs, sud aso -b y-oneerrors.

Comparedto the related work in dynamic invariant detection, to our knowl-
edge,our tool is the only tool to discover high-lewvel speci cations of the interfaces
of classesin a languageas expressie as algebraic speci cations. Also, unlike
prior work, our systeminterleaves automatic test generationand speci cation
discovery. All previous systemsrequire a test suite. Howewer, expressieness
and high degreeof automation comeat a cost: currertly, our discovery tool is
only e ective for a limited set of classesj.e. cortainer classes.

6.4 Discovering Programs from Examples

Systemsthat infer programs from examplesare basedon inductive inference
[3]. Sud systemserumerate candidate solutions while inspecting the given
examples.Many of thesesystemscan then ensureidenti cation of a solution in
the limit [40], which meansthat for any solution to be learned, a given system
will corvergeat the correct solution after inspectinga nite number of examples.
Many of the theory results of formal learning theory are coveredin the recen
book \Systemsthat Learn" by Jain et al. [60]. Valiant [88]intro ducesthe concept
of PAC-learnability, which is more appropriate for practical applications. A
learning problem is PAC-learnableif a solution can be identi ed correctly with
a certain likelyhood and precisionusing a polynomial time algorithm.
Automatic programming is the area of discovering programs from examples
or of synthesizing programs from speci cations by deduction. The idea of us-
ing deduction to derive implemertations from speci cations is commonin the
logic programming comnunity [55], but haslittle to do with our domain. We
thereforeconcelitrate on work that infers programsfrom examples.Biermann et
al. descrike a systemfor automatic programming [14] basedon examplecom-
putations. The example computations consist of traces that cortain complete
de nitions of the datastructures,the valuesbeforeeath computation stepandthe
operation applied in eaty computation step. The stepsare very small (arith-
metic operations, assignmets, etc.), which makesit a tedious task to create
traces. The synthesizedprogramscortain variables,arithmetic operations, con-
ditionals, loops and recursion. The preserted algorithm then nds the shortest
program that can producethe traces. Biermann et al. proof that their method
can infer all possibleprograms (given appropriate exampletraces). Biermann
applies a similar method to the learning of Turing madines [12]. Biermann
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descrikesan interesting solution for an automatic programming problemin [13],
where nite state madinesare being learnedand formulated asLisp programs.
In a rst step, the algorithm corverts the input-output pair into a sequenceof
operations that could transform input into the output for the concreteexam-
ple pair. Angluin discussese cient algorithms to infer interesting subclasses
of regular languagedq2]. Hardy preseits an ad-hoc systembasedon prede ned
function sdhemasfor synthesizing Lisp programs from input-output behavior
[49]. THESYS is a systemthat constructs Lisp programs from input-output
pairs by using recurrence-relationg85].

Algorithmic programdebugging[82]is similar to automatic programmingand
usesan inductive inferenceprocedureto test side-e ect and loop-freeprograms
basedon input output examplesand then helpsusersto interactively correctthe
bugsin the program.

More recerly, inductive logic programming hasreceiwed signi cant attention.
FOIL [75]is a systemthat is capable of learning relational theories that are
expresseds Prolog programs. For example,it can give the de nition of the re-
lation betweentwo valuesand its sum using the successorelation. The relation
to be learnedis the targetrelation, the relations on which the learnedde nition
will be basedon are the backgioundrelations. FOIL requiresthe userto specify
a nite universe(e.g. the natural numbers smallerthan 20) in which the target
relation is extensionallyde ned by erumerating tuples and in which badkground
relations can be speci ed either extensionallyor intensionally FOIL's inference
method completesProlog clausesincremenally basedon information gain over
the instancesof the target relation. FOIL can learn simple list manipulation
programs. FFOIL is a specializedversionthat is optimized for the learning of
functions [74].

FOIL hasalsobeenusedsuccessfullyfor programmingby demonstration[65)].
Programming by demonstration systems[27] record actions performed by the
userand usethe tracesto infer nontrivial abstractions,i.e. programscortaining
loops and conditionals.

Oneimportant limitation of FOIL is that relations with high arity can cause
combinatorial explosionin the part of the seart algorithm that selectspossi-
ble predicatesto complete a sertence. Grendl and GrendI2 [22] are systems
that usea grammar description languageto limit this explosion. GrendI2 has
been applied successfullyto learning datalog speci cations of databaseviews
implemerted in a large systemwritten in C [23].
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Coheniderti es a classof recursiwe logic programsthat is PAC-learnable[24]
and provesthat any generalizationof this classyields a computationally di cult
learning problem [25].

Bergadanoet al. test programsusingan inductive programlearningmethodol-
ogy[11]. They provide an interesting casestudy in which they debuga procedure
that inserts an elemen into a balancedtree.

Unlike the above techniques whose goals are to generateprograms or nd
bugs, the goal of our systemis to generateformal speci cations (which could,
of course,be usedto generateprogramsor nd bugs).

6.5 Static Program Analysis

6.5.1 Reliably Approximating the Dynamic Behavior of
Programs

In this section,we focuson static analysesthat are sound,i.e. the properties of
the dynamic behavior of a programthat the analysescomputeare guararteedto
be true. This is a requiremen for many applications sud as compiler analyses
or model chedking. Good introductions to sud analysesare Nielsonet al. [69],
or compiler textb ooks sud as Muchnick [68]. We discussa few represetativ e
examplesof soundstatic analyses.

Shape analyses[78 descrile the shape of data structures at runtime. Type
inferencesystems,sud as Lackwit [72] generatetypesthat descrike the ow of
valuesin a program.

Bandera[26] extracts nite-state models from Java sourcecode. It cortains
badkends for various speci cation languagesthat can be usedin o -the-shelve
model chedkers. Banderaemploys the following techniquesto conquerthe state
explosionproblem: (1) Irrelevant componert elimination usesslicing to elimi-
nate codethat is not relevant for the property to be cheded, (1) data abstraction
meansthat the usersimpli es or constrainsthe domain of a datatype to reduce
the number of statesto be cheded, and (3) componert restriction limits the
state spaceby restricting the number of instancesor the number of total exe-
cution stepsand may produce unsoundresults. The speci cations generatedby
Banderaare of limited usefor program understandingand are not evenintended
to bereadby the user|instead, whenthe model chedker nds acourter example
for a particular property, the exampleis translated bad into Java. While the
Bandera approad is interesting, its application requiresthe user (1) to learn
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temporal logic for expressingthe propertiesto be cheded, and (2) to learn the
languagesusedfor abstraction and restriction speci cations.

Our speci cation discovery systemis a dynamic black-box technique that does
not needto look at the code to be e ective. Howeer, various static analysis
techniguessud asthe onesusedin compilerscan be usedto guide and optimize
our system(for example,we have already experimerted with mod-ref analyses).

6.5.2 Reverse Engineering and Design Recovery

While analysesthat are usedin compiler optimizations or as input for model
chekers usually needto be sound, static analyseswhich are usedfor reverse
engineeringand designrecovery [21] may trade soundnesdor expressieness.

The programmer'sapprertice [76]is a setof toolsthat employ knowledgebased
program syrthesis and analysis. A cliche is an algorithmic pattern occurring in
a program, e.g. 'list traversal', 'linear seart’'. Plan calculusis usedto represen
Cliches. Plan calculusis a graph basedrepresetation that includes cortrol
and data ow. As part of the apprertice project, Wills uses ow graph parsing
to recognizecliches [95 96]. Wills reports the successfulapplication of the
technique to small Lisp programs. Flow graph parsingis NP-complete[95].

PAT is a tool that identi es conceptsat di erent levels of abstractions, e.g.
erumerator, swap, accunulator, stadk, courter incremer [47. A parser de-
tects the low-level concepts,e.g. variable declaration, procedurecall, courter
incremert, swap etc. Pattern matching the relationshipsof lower level concepts
against a plan library then identi es higher level concepts. The methodology
dependsvery much on the quality of the plan library.

Jadkson et al. descrite a tool (Womble) for extracting object models from
Java bytecode [59]. The Womble tool generatesa subsetof the Alloy speci ca-
tion language[58. These speci cations are very useful for understanding the
relationshipsbetweenobjects. For example,an Alloy speci cation generatedby
Womble can depict that a tree node is in parert-child relationship with a set of
other tree nodes. Howeer, the Womble tool doesnot support generatingspec-
i cations that descrike what operations do, although this is supported by the
Alloy speci cation language.The analysesthat Womble usesare dependert on
speci ¢ patterns occurring in the code. In practice, much of its e ectivesseems
to be basedon thesepatterns being usedin the Java corelibraries.

When proo ng invariance properties (i.e. properties that hold for all states
of a program), state of the art model chedkers and usea variety of heuristicsto
generateinvariants for concurrent programswritten in toy languageq10, 15.
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Concaept analysis [83] providesa model of relationshipsbetweensoftware com-
ponerts that canbe usedfor analysisand retrieval. Howewer, conceptanalysisis
not ableto detect conceptsin software in the senseof our initial questionWhat
concept deesit implement? It is thus, despitethe name, unrelated to our work.

As a trend, aggressie but potertially unsound static analysesseemto be
e ective at detecting the static organization of programs, but lesse ective at
characterizing the behavior of programs. This is consistem with the results by
Nimmer and Ernst [71], who found their dynamic tool (Daikon) to be more
e ective than a static tool (Houdini) for generating invariants to be chedked
with a static cheder [37].

6.6 Testing

Both our algebraicspeci cation interpreter and our algebraic speci cation dis-
covery tool are testing tools. Previous work usesalgebraic speci cations as
assertionsto che& whetherimplemertations are consistem with a given speci -
cation [39, 57, 32 20, 19, 79]. Someof these systemsrequire test driversto be
written (e.g. [39]), others generatetest casesby themsehes from the algebraic
speci cations [32, 20, 19]. Sanlar [79] usesa theoremprover to determinewhich
of the algebraicterms generatedby a running programneedto be equivalert and
then cheds whether the implemertation implemerts the equivalencescorrectly.
Daistish [57] allows for the algebraictesting of OO programsin the presenceof
side e ects. In Daistish, the userde nes a mapping betweenan algebraicspec-
i cation and an implemenation of the speci cation. The systemthen chedks
whether the axioms hold, given user-de nedtest vectors. While someof these
systemsinteract with real implemertation languagespur algebraicspeci cation
interpreter is dierent in that it (i) seamlesslyintegrates with a real imple-
mertation languageby exploiting re ection and dynamic classloading in Java;
and (i) automatically constructs a prototype from an algebraic speci cation.
Our algebraicspeci cation discovery tool (i) generateghe mapping betweenthe
speci cation and the implementation automatically, and (ii) generategest cases
asit needsthem for discovery.

Our work builds upon Doong and Frankl's de nition of obsenational equiv-
alenceand we were inspired by their algorithm for generatingtest casesfrom
algebraicspeci cations [32). Their systemsemi-automatically chedks implemen-
tations againstgeneratedest cases.Later work improved on Doongand Frankl's
test casegenerationmedanism[19] by conbining white-box and black-box tech-
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niques. Our tool can potentially bene t from employing static analysisof the
code when generatingtest casegwhite box testing).

Woodward descrites a methodology for mutation testing algebraic speci ca-
tions [97]. Mutation testing introducesone change(\m utations") to a speci ca-
tion to chedk the coverageof a test set. Woodward's systemincludesa simple
test generationmethod that usesthe signaturesof speci cations.

In addition to the above, prior work on test-casegeneration[50, 18, 66] is also
relevant to our work, particularly whereit dealswith term generation. Also,
methods for evaluating test suitesor test selection[10Q 41] are relevant. We do
not use thesetechniquesyet but expect that they will be usefulin improving
the speedof our tool and the quality of the axioms.

Korat is a systemfor automated testing of Java programs[16]. Korat trans-
latesa givenmethod's pre- and post-conditionsinto Java predicates,generatesan
exhaustive set of test caseswithin a nite domain usingthe pre-condition pred-
icate and cheds the correctnessof the method by applying the post-condition
predicate. Our approad for generatingterms borrows ideasfrom Korat.
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7 Conclusion

We describe two systemsthat support dewelopersin writing algebraicspeci ca-
tions. The idea of this work is to addresskey di culties which dewelopers face
when writing formal speci cations.

Our rst cortribution is a new algebraicspeci cation languagewhich is more
closelytied to the implemertation language(Java) than previouslanguagesjn
particular, our languageestablishesa 1-1 correspndencebetween Java signa-
tures and algebraic signatures. This allows for a higher degreeof automation
for our tools. For example,the algebraicspeci cation discovery tool can auto-
matically extract the algebraicsignaturesby querying the Java re ection API.

The secondcortribution is the algebraic speci cation discovery tool, which
discovers algebraic speci cations from Java classesautomatically by observing
the runtime-behavior of objects. We descrile automatic test casegeneration,
our notion of equivalencebetweenterms, patterns for nding pairs of equivalert
terms (equations), and an algorithm for generalizingequationsinto algebraic
axiomswith all-quanti ed variables. We useterm rewriting to eliminate redun-
danciesin the output.

Our experimerts with a number of Java classeseveal that our algebraicspec-
I cation discovery systemgeneratesaxiomsthat are both correct and useful for
understanding and using these classes. Since our discovery tool is a dynamic
tool (i.e., basedon observingruntime behavior), it is neither sound nor com-
plete. Hower, the discovered speci cations give dewelopers a good starting
point for deweloping complete and sound speci cations. Our experimerts also
reveal somesituations whenour approad fails to discover certain axioms. More
speci cally, we nd situations where conditional axioms would be useful, and
we presen an idea for adding the most relevant conditional axioms with little
performanceimpact.

Our third cortribution is an algebraicspeci cation interpreter. We descrite
the design, implemertation, and usageof an interpreter for algebraic speci -
cations that is seamlesslyintegrated with Java. The goal of the systemis to
make algebraicspeci cations more cost e ective and easierto write and debug.
Our tool createsa prototype implemertation of a classfrom its algebraicspec-
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i cation. A Java program can usethis prototype implemertation just like any
hand-caded implemenation of the class.

Our algebraic speci cation interpreter helpsin writing and debuggingalge-
braic speci cations becauseprogrammerscan now executetheir speci cations
and optionally comparethe executionof the speci cation to a hand-caledimple-
mertation. Executing the speci cations exposesboth errorsand missingaxioms
in the speci cations. Weillustrate the usefulnesf this approad by giving case
studiesand by preseting performanceresultsfor the prototype producedby our
tool.

Both tools complemen ead other. For example,one can usethe algebraic
speci cation discovery tool to discover algebraic axioms characterizing an ex-
isting implemertation as a starting point. Then, one can iteratively improve
the discovered speci cation by adding or editing axiomsand writing a unit-test
suite. We demonstratethis scenariowith a casestudy.
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