CONCURRENCYABSTRACTIONSFORPROGRAMMING LANGUAGESUSING

OPTIMISTICPROTOCOLS

A Dissertation
Submittedto the Faculty
of
PurdueUniversity
by

AdamWelc

In Partial Ful liment of the
Requirement$or the Degree
of

Doctorof Philosophy

May 2006

PurdueUniversity

WestLafayette Indiana



To my parents.



ACKNOWLEDGMENTS

| wouldlik eto startwith expressingny gratitudetowardsbothof my co-advisorsJony
Hosking and Sureshlagannathanl really appreciatell the help, supportand constant
encouragemeritreceved from themthroughoutall the yearswe spentworking together
| wouldalsolik eto thankJanVitek for servingonmy committeeandbeingvery supportve
of theresearchdirectionsl decidedto pursue.l amalsogratefulto T.N. Vijaykumarfor
agreeingo becomea memberof my committee.

During my yearsat Purduel have mademary friends who madethe time | spent
in the graduateschoola lot more pleasant.To namejust a few, DennisBrylow, Joanne
LasradoPiotr Osuch Paul Ruth,MartaZgagaczaswell asbothmy labmategrom the CS
departmenandpeoplefrom the “Polish group” in general.My specialthanksto Natalia
NogiecandPhil McGachg for alwaysbeingtherefor me bothin goodandbadtimes. |
amalsogratefulto Adam Chelminski,PrzemekKopka,JustynaReiska Piotr Swistunand
Krzysztof Waldowski who, despitestayingin Polandwhile | movedto the US, remained
very goodfriendsthat| couldalwaysgo backto.

| thankmy parentdor helpingandsupportingme not only duringmy graduateschool
experiencebut alsothroughoutall the yearsprecedingt. Many thanksfor all the encour

agemenalsoto my otherfamily membersespeciallymy grandparents.



TABLE OF CONTENTS

Page

LISTOFTABLES : @ : @i iii il Vi
LISTOFFIGURES : @ @ :: ooy nr iV
ABSTRACT ::::rororrororornrrorororrrrnrnrorrnn X
1 INTRODUCTION : ::: ooy orrorrrorors 1
1.1 Concurreng Controlfor Programmind.anguages- Mutual Exclusion : : 1
1.2 Database€oncurreng Control—Transactions: : : : ::::::::::: 5
121 ACIDTransactions : : ::::::::::::::::::1:::: 6

1.2.2 Pessimisti®Protocols: : : : ;i 7

1.2.3 OptimisticProtocols: : @ ::::::: 00000000 8

1.3 Motivation : : i rrrrrrroinn 8
1.4 ThesisStatement : : :::::::::::::roorrrrrnrr 10
15 ThesisOvervievw : : :::: ooy rorrrrrrorron 10

2 SUPPOHR FOROPTIMISTICTRANSACTIONS : @ @ @ 11
21 DesignGoals: : ::::::::oriorrrrn o narrorosn
22 logging :::oionoiniiiiiiiouiiiiioioouiiiiioio13
221 Volatility @ : oo rrrrrrrrrnr 14

222 Versioning: ::::niriiiiiiirrrr o rror 15

2.3 DependengTracking : ::::::::::::::ornoninnn 16
24 AccessBarriers ::::rciiiriirrrrorrrrrrrroorr 18
25 Revocation: @ ::: oo rrrrrorr 19
26 TransactionsnJava : : :::::::::iiiiriiiriiriii 21

3 RELATEDWORK : : : ooy ororrorororrrroror 23
4 REVOCABLEMONITORS @ ::: ooy rrrrrnr 31

41 Design: :::::oinoiniiiiiiiiiiiiiiiioioo 33



5

Page

4.1.1 ResolvingPriority InversionandDeadlock : : :::::::::: 34
4.1.2 TheJdavaMemoryModel(JMM) : @ @ oo 37
4.1.3 PreservinglMM-consisteng : :: oo 39
4.2 Implementation : : : :: ;oo irirnrnrrrnnn 42
421 Llogging @ ::::iriiiiiiiiiiiiiiiiiiiiiin 42
422 Reocation: : ::::::iriiiiiiiiiiriiriii 43
4.2.3 Priority InversionAvoidance: : @ : ;i 44
4.3 ExperimentaEvaluation: : :::::: oo rr i 45
4.3.1 BenchmarkProgram: : :: :::::::::::::::::::: 45
432 Results: @ ::::orrrrrnrrr o n oo 47
44 RelatedWork: : : ::::::orrorrrrrrrr o rrr oo 80
45 Conclusions : @ ;i irrrrrnrnn 52
SAFEFUTURES: @ @ roroorororororoorororrrort 53
51 Semantics: :::::::::rrrrrrrrrrirrrrrornrr b4
511 Safety : ::::::::ovrrrrnr oo nnn s b8
52 Design: ::::::ioiiiiiiiirirrrrrrrroroo6el
5.2.1 APlforSafeFutures: : @ ::: i 62
5.2.2 ProgrammingModel : : : ;i o 63
5.2.3 LogicalSerialOrder : : : : ::::oroorrr i 65
5.2.4 PreservingSerialSemantics: : : ;oo 67
5.3 Implementation : : : :::::coiooriiiioiiiiiiii. 68
5.3.1 DependengTracking : : ::::::::::::00 0000 69
532 Revocation: : :::::rrrrirrrrrirrrrriniin 71
5.3.3 SharedStateVersioning & : @ ;oo nir i 12
5.4 ExperimentaEvaluation: : ::::::::::oror i 76
5.4.1 ExperimentaPlatform: : :::::::::::0 00 76
542 Benchmarks: : :::: oo 77

543 Results: : ;oo 80



Vi

Page

55 RelatedWork: : : ::: ooy rrr oo 85
56 Conclusions: ::: @i rrnrr oo 87
6 TRANSACTIONAL MONITORS @ @ :: ooyt 89
6.1 Semantics: : :::::::rrrrrrrrrorrrrrrrrrnrr 91
6.1.1 Safety : ::::::::rrrrrr oo 95

6.2 Design: :::::oiniiiiiiininiioiiuniiorn 99
6.2.1 NestingandDeleggation @ : @ :::: oo 0100

6.2.2 Transactionso Mutual ExclusionTransition: : : : ::::::::103

6.3 Implementation : : : :: oo orrrr 104
6.3.1 DependengTracking : : : :::::::::::::000000 0104

6.3.2 Revocation: : :::::::::crrirrrrrrrrrorr 105

6.3.3 Versioning: ::::::orrrrrrnrorrrnrnr 106

6.3.4 HeaderCompression : : : ::::::: o109

6.3.5 CodeDuplication : : ::: oo r 110

6.3.6 TriggeringTransactionaExecution : : : :::::::::::::111

6.4 ExperimentaEvaluation: : :: ::::::oocrsrrr 111
6.4.1 UncontendedExecution @ @ : ::: o113

6.4.2 ContendedExecution : :::: 114

6.5 RelatedWork: : : ::::::orrrrrnrr o n o n o n 1117
6.6 Conclusions: :::::::::rrrrrrr o120
7 CONCLUSIONSAND FUTUREWORK @ @ ooy ornrn 0122
71 Conclusions: ::::::rrrrrrrrrrrnrrnr 1122
7.2 FutureWork : : :::::cicicoiroroiiiioiroiiiiioin 122
LISTOFREFERENCES : @ @ » v orororrorr o orrrrrrn 0124



LIST OF TABLES

Table
5.1 Componenbrganizationof the OO7benchmark

6.1 Componenbrganizationof the OO7benchmark

Vii



viii

LIST OF FIGURES
Figure Page
1.1 Bankaccountxample: : ::::::::::::::oorooninn 3
1.2 Serialexecutions: @ @ ::::rrorrrrrriiriirririn 4
1.3 Interleavedexecutions : : : :::: i 4
4.1 Priorityinversion: : : ;s r o r o n o rn 31
42 Deadlock: : ::::rrrrr oo r s rnr o 32
4.3 Resolvingpriorityinversion @ @ ;@i rrrrr i rrrnnn 34
4.4 Resolvingdeadlock : :: oo r oo n o 36
4.5 Schedule-independedeadlock : : : : :: oo 37
4.6 Revocationinconsistentvith theJMM dueto monitornesting: : : : : : : 38

4.7 Revocationinconsistentvith theJMM dueto volatile variableaccess: : : 39

4.8 Reschedulinghreadexecutionin the presencef revocationsmay notal-

waysbecorrect: : i 40
4.9 Totaltime for high-prioritythreads100Kiterations : : : : : ::::::: 48
4.10 Totaltime for high-prioritythreads500K iterations : : : : : ::::::: 48
4.11 Overalltime,100Kiterations: : : : :::::::::::::::::::: 50
4.12 Overalltime,500Kiterations: @ : :::::: 00000000 50
5.1 lLanguagesyntax.: : ::::::::::rrorrirrrrirriirrrn 95
5.2 Programstatesandevaluationcontexts. : : : :: i 56
5.3 Languagesemantics.: @ : @ :::oioiririrornrrrronrn 57
5.4 Theexistingjava.util.concurrent futuresAPI @ o 6l
5.5 SafefuturesAPl : : :: i 62
5.6 Semanticallyequivalentcodefragments: : : : : ;i 63

5.7 Usingsafefutures(with automatidooxing/unboxingof int /Integer sup-
portedbyJ2SE5.0) : : il 64



Figure
5.8 Transactiorcreation : @ @ @@l
5.9 Dependengviolations: : : :: @i
5.10 Handlingof aforwarddependengviolation. : : @ : @
5.11 Top-levelloopof theOO7benchmark: : : : @ o000
5.12 JasaGrande:elapsedime (normalized) = : : ;@@
5.13 OO7with 1 future: averageelapsedime periteration(normalized) : : : :
5.14 OO7with 1 future: versionscreatecperiteration : : @ : @@
5.15 OO7with four futures:averageelapsedime periteration(normalized) : :
5.16 OO7with four futures:revocationsperiteration : : : @ : @@
5.17 OO7with four futures:versionscreatedperiteration @ : : : :::::::
6.1 Languagesyntax.: : : ::: ;i
6.2 Progranstatesandevaluationcontexts. @ : : : ;oo
6.3 Languagesemantics.. @ : : Gl
6.4 Delegationexample : @ : ool
6.5 A non-serializableschedule.: : @ @@ :orrrr
6.6 A non-serializablexecution.: @ : @i
6.7 Uncontendedxecution : : ::: ool
6.8 Normalizedexecutiontimesfor theOO7benchmark : : : @ ::: @
6.9 Totalnumberof abortsfor theOO7benchmark : @ : @@



ABSTRACT

Welc, Adam. Ph.D.,PurdueUniversity, May, 2006. Concurreng Abstractionsfor Pro-
grammingLanguagesJsing Optimistic Protocols. Major ProfessorsAntony Hosking
andSureshlagannathan.

Concurreng controlin modernprogramminglanguagess typically managedising
mechanism$®asedon mutualexclusion, suchas mutexesor monitors. All suchmecha-
nismssharesimilar propertieghat make constructionof scalableandrobustapplications
a non-trivial task. Implementationof userde ned protocolssynchronizingconcurrent
shareddataaccessegequiresprogrammers$o make carefuluseof mutual-exclusionlocks
in orderto avoid safety-relategoroblems,suchasdeadlockor priority inversion. On the
otherhand,providing arequiredlevel of safetymayleadto oversynchronizatioand,asa
result,negatively affectthelevel of achiezableconcurreng.

Transactionsare a concurreng control mechanisndevelopedin the contet of da-
tabasesystems. Transactionffer a higherlevel of abstractionthan mutual exclusion
which simpli es implementatiorof synchronizatiorprotocols. Additionally, in orderto
increaseconcurreny, transactionselaxrestrictionson theinterleasingsallowedbetween
concurrentlataacces®perationsyithout compromisingsafety

This dissertatiompresentsa new approachto managingconcurreng in programming
languagesdrawing its inspirationfrom optimistic transactions.This alternatve way of
looking at concurreng managemernissuess an attemptto improve the currentstate-of-
the-artbothin termsof performanceindwith respecto softwareengineeringene ts.

Threedifferentapproachesre presentedere: revocablemonitorsare an attemptto
improve traditionalmutualexclusion, safefuturesproposea newv way of thinking about

concurreng in acontext of imperatve programmindanguagesnd, nally , transactional



Xi

monitorstry to reconciletransactionsand mutual exclusionwithin a single concurrenyg

abstraction.



1 INTRODUCTION

This thesisproposesa newv way of looking at concurreng managemenin program-
ming languageso allow both softwareengineeringandperformancemprovements.Our
approachdraws its inspirationfrom optimistic transactiondevelopedand usedin the
databaseeommunity and constitutesan alternatve to the more traditional way of pro-
viding concurreng control,namelymutualexclusion.

In this chapterwe describethe mostpopularmethodscurrentlyusedto managecon-
curreny in both programminganguagesnddatabasesWe alsodiscusshe motivation
behindour attemptto apply solutionsdraving on optimistic transactiongo a program-
ming languagecontet. At theendof the chaptemwe summarizeour discussionn athesis

statement.

1.1 Concurreng Controlfor Programmind-anguages- Mutual Exclusion

Most modernprogramminganguagessuchasJava or C#, provide mechanismshat
enableconcurrentprogramming,where threadsare the units of concurrentexecution.
Concurreng controlin theselanguagess typically managedisingmechanism$gasedn
mutualexclusionto syndironizeconcurrentaccessesf the sharedesourcege.g., mem-
ory) betweenmultiple threads. In mostcasessynchronizatiormechanismsre usedto
protectregions of codedesignatedy the programmercontainingoperationsaccessing
sharedresources.

A mute is the simplestexampleof sucha mechanism.A threadwishing to execute
the region of code protectedby a mutex must rst successfullyilock the mutex. Only
onethreadis allowedto lock a mutex at ary giventime — this way exclusive accesdo
the protectedregion of codeis guaranteedThe mutex is unloded whenthe threadexits

the protectedregion. In otherwords, a mutex is essentiallya simple mutual-eclusion



lock. C#andModula-3areexamplesof languagesisingmutexesfor synchronizationA
semaphagis ageneralizatiomf amutex —it allowsa x ednumberof threadgdetermined
uponsemaphorereation)to executewithin the protectedegion of codeatthesametime.
Semaphorearemostcommonlyusedfor synchronizatiorat the operatingsystemlevel.
Another popularsynchronizatiormechanisms the monitor, originally proposedoy
Brinch-Hanser{26] andfurther developedby Hoare[31]. In its original interpretation,
amonitor consistsof the following elements:a setof routinesimplementingaccesseto
sharedesourcesa mutual-exclusionlock anda monitorinvariantthatde nescorrectness
of themonitor'sexecution.Inclusionof the notionof correctnessnakesmonitorsa higher
level mechanisntomparedo mutexesor semaphoredvionitorsalsosupporteventsignal-
ing throughconditionvariables A threadexecutinga monitor's routinemustacquirethe
mutual-exclusionlock beforeenteringthe routine- only onethreadis allowedto execute
within thesamemonitorata giventime. Thelock is helduntil thethreadexits theroutine
or until it decidesto wait for someconditionto becometrue usinga conditionvariable
(thewaiting threadreleaseshelock). A threadcausingthe conditionto becometrue can
usethe conditionvariableto notify the waiting threadaboutthe occurrenceof this event.
Thewaiting threadcanthenre-acquirehe monitor'slock andproceed.
Theexistingmonitorimplementation$or JavaandC#aremodi ed with respecto this
originalinterpretation Eachmonitoris associateavith anobjectandprotectsanarbitrary
region of codedesignatedby theprogrammercalleda syndironizedblodk. A monitorstill
enforcegnutuallyexclusive accesso thecoderegion but providesno additionalguarantee
with respecto correctnessf executionwithin the monitor. Beforea threadis allowedto
executethe coderegion protectedoy a monitor, it mustacquire the monitor. The monitor
is releasedvhenexecutionof the protectedregion completes.Limited supportfor event
signalingis supported-threadsnaywait on monitorsandusethemto notify otherthreads,
but supportfor conditionvariabless missing.Additionally, monitorscanbe nested- after
acquiringa monitor, a threadmy acquireadditionalmonitorswithout releasinghe oneit

alreadyholds,aswell asre-enterthe monitorsit doeshold.



T TO
void totalBalance() { void transfer(int amount) {
synchronized (mon) { synchronized (mon) {
bl = checking.getBalance(); checking.withdraw(amoun t);
b2 = savings.getBalance(); savings.deposit(amount) ;
print(bl + b2); }
} }
}

Figurel.1l.Bankaccountexample

Synchronizatiormechanism$&asedon mutualexclusionandmostcommonlyusedin
programmindanguagesthatis mutexesandmonitors,sharesimilar properties.They are
typically usedto mediateconcurrenticcesset® dataitemsresidingin sharednemoryper
formedwithin the coderegionsthey protect. Becausenly onethreadis allowedto enter
a protectedregion, it is guaranteedhat accesseto shareddataperformedby this thread
areisolatedfrom accesseperformedby the others.Also, all updatedo shareddataper
formedby athreadwithin a protectedregion becomevisible to otherthreadsatomically,
oncethe executingthreadexits theregion.

Enforcing sucha strongrestrictionon the interleaving of concurrentoperationsis,
however, not always necessaryo guaranteasolationand atomicity Considerthe code
fragmentin Figure 1.1, using mutual exclusion monitor for synchronization.ThreadT
computesthe total balanceof both checkingand savings accounts. ThreadT ° transfers
mong betweentheseaccounts. Operationsof both threadsare protectedby the same
monitor. The expectedresultof thesetwo threadsexecutingconcurrentlyis thatthreadT ©
doesnotmodify eitheraccountwhile threadT is computingthetotal balance- otherwise,
the computedtotal might be incorrect. In otherwords, threadT is expectedto obsene
the stateof both accountsitherbeforethreadT ° performsa transferor afterthe transfer
is completed.Usinga mutualexclusionmonitorfor synchronizatiorcertainlyguarantees
exactlythisbehaior. Becaus®nly onethreads allowedto enteraregion protectedy the

monitoratary giventime, executionof threadsT andT°mayresultonly in two different



T | TO T | TO
rd (checking) rd (checking)
rd (savings) wt(checking)
rd (checking) rd (savings)
wt(checking) wt(savings)
rd(savings) rd (checking)
wt(savings) rd (savings)

(@) (b)

Figurel.2. Serialexecutions

(serial) executionsillustratedin Figure1.2. Figurel.2(a)illustratesa sequencef data
accesperationsvhenthreadT executesall its operationseforethreadT © (withdrawal
anddepositoperationsnvolve both a readandan updateof the accountbalance) Figure
1.2(b)illustratesthe oppositesituation— asequencef operationsvhenthreadT Yexecutes
all its operationseforethreadT .

We obsene, however, thatthereexist other morerelaxed,interleavings of operations
performedby threadsT andT%thatwould resultin the exactsame(safe)behaior. Con-
siderthe executionillustratedin Figure1.3. Its effectsfrom the point of view of threads
T andT%aswell aswith respecto the nal resultof the depositoperationareequivalent
to the executionin Figure1.2(a). Similar (safe)interleavings canbe found underdiffer-
ent scenariosgven when interactionamongmultiple concurrentthreadsis much more

complicated|eadingto a potentiallysigni cant increasen achiezableconcurreny.

T | TO
rd (checking)
rd (checking)
wt(checking)
rd(savings)
rd (savings)
wt(savings)

Figurel.3. Interleavedexecutions



Unfortunatelyextractingadditionalavailableconcurreng usingmechanismbasedn
mutual exclusionis dif cult. This is a direct consequencef trying to usea low level
mechanismsuchasmutualexclusionlocks,to expresshigherlevel safetypropertiessuch
asisolationandatomicity. An attemptto achieve the desiredlevel of performancemay
leadto undersynchronizationand consequentlyo violation of safetyproperties.Over-
synchronizationpn the otherhand,may easilycausereductionin realizableconcurreng
andthusperformancealegradation.

Additionally, synchronizatiormechanism$asedon mutual exclusionare not easily
composableespeciallyif nestingis prohibited— considerthe casewhenlibrary codeis
synchronizedbut detailsof the synchronizatiomprotocolarehiddenfrom thelibrary user
Allowing for thesemechanismgo be nestedaids composability but may leadto other
dif culties, suchasdeadlo&. Deadlockoccurswhenthreadswaiting for otherthreadgo
releasdheir mutual-exclusionlocksform acycle. Also, in a priority schedulingerviron-
ment,priority inversionmayresultif a high-priority threadis blocked by a lower priority
thread. Theseproblemsare exacerbatedvhenbuilding large-scalesystemswheremul-
tiple programmersvork on differentpartsof the systemseparatelyandyet are obliged
to reconcilethe low-level detailsof the synchronizatiomprotocolacrosdifferentsystem
modules.

Theseobsenationslead us to consideralternatve concurreng control mechanisms,

suchastransactionsthathelpin alleviating problemsrelatedto usingmutualexclusion.

1.2 Databas&oncurreng Control— Transactions

Traditionally, transactionshave beenusedas a concurreng control mechanismn
databaseystemg24]. A transactions afragmentof anexecutingprogramthataccessea
sharedpersistentfdatabaseoncurrentlywith othertransactionsTransactionaéxecution
guaranteesertainpropertiexoncerningheseconcurrenaiccesseslependingnapartic-
ulartransactiormodel. We saythatexecutionof atransactions safeif it doesnotviolate

ary of the transactionafjuarantees.The behaior of a transactions controlledby the



following actions:begin, commitandabort. The executionof atransactiorstartswith the
begin actionfollowedby a sequencef dataacces®perationslf it is determinedhatthe
executionof theseoperationgloesnotviolateary transactionajuaranteeghetransaction
canexecutethe commit action (getscommittedl andthe effectsof its executionbecome
permanenwith respecto the stateof the shareddatabaself thetransactionajuarantees
areviolated,thetransactionis abortedandall the effectsof its execution(with respecto
thesharedstate)arediscarded.

Many transactiormodelshave beendevelopedovertheyears re ecting differentno-

tions of safety Oneof themostpopularonesis the ACID model[24].

1.2.1 ACID Transactions

Executionof a transactions safeaccordingto the ACID modelif it satis esthe fol-

lowing four properties:

Atomicity —no partial resultsof atransactiorbecomepermanentvith respecto the

stateof the databas€anall-or-nothingapproach),

Consisteng — executionof a transactiorbringsthe databasdrom one consistent

state(with respecto internaldatabaseonstraintsjo anotherconsistenstate,

Isolation— the operationf onetransactiorareisolatedfrom the operationsof all
othertransactiongi.e., from a transactiors point of view it appearsasif it is the

only oneexecutingin the system),

Durability — the effectsof atransactiormustnever belostafterit commits

The isolation propertycanbe enforcedby executingtransactionserially However,
this mayrestrictavailableconcurreng. Fortunately unlike mutualexclusion,transactions
donotenforceary particularinterleasing betweerconcurrentlyexecutingoperations It is
safeto allow interleavedexecutionsolong asthe operation®of the concurrentransactions
areserializable Thatis, it is sufcient if transactionproducethe sameresultsasif they

executeserially.



All the existing protocolsthatenforceACID propertiescanbe generallydividedinto

two majorgroups:pessimisti@andoptimistic

1.2.2 PessimistidProtocols

Pessimistiprotocolsassumehatmultiple concurrentransaction$requentlycompete
for accesgo sharedstate.In orderto preventconcurrenmodi cations of the sharedstate
fromviolating serializability(andthuscompromisingsolation),pessimistigrotocolstyp-
ically lock the dataelementghey operateon. Becausgessimistigorotocolsperformup-
datedgn-place(asopposedo delayingtheirpropagationo thesharedspace)they mustlog
enoughinformationaboutthe updatego be ableto undothemin caseof anabort.We call
transactionsupportedhroughthe useof pessimistiqrotocolspessimistidransactions

One of the most popularlocking protocolsis two-phase-loking (or 2PL) [24]. It
dividesa transactionnto two phases:the growing phasewhenlocks are only acquired
andthe shrinking phasewhenlocks areonly released.In its strictest,and mostpopular
form (the non-strictversionmay leadto cascadingborts), 2PL defersreleaseof ary of
its locksuntil it terminategcommitsor aborts). The 2PL protocoldistinguisheswo types
of locks: sharedocksacquiredbeforeadataelemenis read,andexclusive locksacquired
beforea dataelementis written. A dataelementmay be locked by multiple transactions
in the sharedmode(we saythat sharedocks are mutually compatiblg but only by one
transactionn the exclusive mode (we saythat an exclusive lock is in con ict with ary
otherlock). A transactionis blocked whentrying to acquirea con icting lock — it is
allowed to proceedonly oncethe con icting lock is released.Unfortunately 2PL (and
mostotherlocking protocols)canresultin deadlo& A deadlockoccurswhentwo (or
more)transactionsvait for eachother's (con icting) locksto bereleasedorming acycle
— it canberesohedby abortingoneof thetransactionsnvolved. Someform of deadlock

detection(or prevention)protocolmustthereforealsobe deployedin a systemusing2PL.

1All transactionshathave seenupdatef atransactiorbeingabortedmustbe abortedaswell.



1.2.3 OptimisticProtocols

The assumptiorunderlying optimistic protocolsis that the amountof sharingwith
respecto dataelementsccessetly concurrentransactionss low. Therefordransactions
areallowedto proceedwith their updatesuntil terminationin the hopethatno violations
of serializabilityever occur This optimisticassumptiormusthowever be validatedupon
transactiorcompletion— if it holds,the transactioris committed,otherwiseit is aborted
andre-executed. We call transactionsupportedhroughthe useof optimistic protocols
optimistictransactions

Optimistic transactionhave beenoriginally proposedby Kung and Robinson[37].
The executionof a transactions divided into three phases:a read phase a validation
phaseand a write phase In the readphasetransactionabperationsare redirectedto a
locallog insteadof operatingdirectly on shareddata. This way prematureexposureof the
transactiors computationaéffectsis avoided(allowing transactionso updateshareddata
in-placecouldleadto cascadin@borts).Thevalidationphases responsibldor detecting
potentialserializabilityviolations. If atransactiorsuccessfullypasseshe validationtest,
all transactionalipdatesare propagatedo the sharedspacein the write phaseand the
transactionrcommits. Otherwiseall updatesare discardedthe transactioraborts,andis

re-executed.

1.3 Motivation

Synchronizatiorprotocolsbasedon mutualexclusionhave severalde cienciesasde-
scribedin Sectionl.1. Recognitionof this facthaspromptedusto considertransactions
asanalternatve way to manageconcurreng in programminganguages.

The applicationof transactionsn the context of a programminganguageposesnew
challengeghatarequite differentto thatof usingtransactionsn a databasernvironment.
Issuegelatedto managemenf databasé€persistentstate suchasdurability andconsis-
teng in the ACID model,becomerrelevant. Instead transactiongnanageconcurreng

andpresere safetypropertieswith respecto thevolatile sharecheap whosecontentsdo



not survive systems shutdavn or failure. Thus,the setof propertiesof the ACID model
thatneedto be preseredbecomedimited to atomicityandisolation.

Sincetransactionareamuchhigherlevel constructthey have potentialfor mitigating
the mismatchcurrently existing betweenreasoningaboutpropertiesof concurrentpro-
gramsata highlevel andimplementingorotocolsenforcingthesepropertiesataconsider
ably lower level. Thus,the softwareengineeringoene ts from usingtransactionsnay be
signi cant. Additionally, becausé¢ransactionallow morerelaxedinterleavingsof concur
rentoperationsandso potentially enablea higherdegreeof concurreng thansolutions
basedon mutual exclusion,they may alsoleadto improved performanceof concurrent
applications.

At thesameime, synchronizatiomechanismbasedn mutualexclusionareunlikely
to disappeaary time soon.Oneof theirmainadwantagess thatthey canbevery ef cient
if contentionon accesgo regionsthey protectis low. Onthe otherhand,the effectiveness
of transactionaimechanismss proportionalto the amountof datasharedamongconcur
renttransactionsin the caseof pessimistidransactionsgataitemsarelockedto prevent
concurrentaccess.This way, if the amountof datasharingis signi cant, the achievable
concurreng may be signi cantly reduced.Additionally, deadlockasmay occurmorefre-
guentlyandyet the costof maintainingtransactionaproperties(e.g., relatedto locking
of dataitems)still needso be paid. In the caseof optimistictransactionsgxcessve data
sharingmay resultin theincreasedhumberof aborts,yielding a similarly negative effect.

Therefore pur intentionis to usetransactionso manageconcurreng only whenben-
e cial, suchaswhenthe amountof datasharingis low, ratherthanuniformly replacing
mechanism$asedon mutual exclusion. We still have to ensurethat transactionsare
extremelylight-weightin orderto remaincompetitive with existing solutionsfor manag-
ing concurreng. We believe that optimistic transactiondul Il theserequirementdetter
than pessimisticones. When using pessimistictransactionsadditionalmechanismsre
requiredto avoid cascadingbortsor deadlocksn casea locking protocolis used,while
still preservingherequiremento supporiogging. Also, thecostof perdata-itenmocking,

requiredin this casetendsto besigni cant.
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1.4 ThesisStatement

Optimistic transactiongepresenta feasiblealternatve to a traditional approachto
managingconcurrenyg in programminganguage®asedon mutualexclusion. Solutions
utilizing optimistic transactiongan be not only bene cial from a software engineering

pointof view but canalsoleadto signi cant performancemprovements.

1.5 ThesisOvervien

In Chapter2 we discussseveral mechanismsequiredto supportoptimistic transac-
tions. Chapter3 containsdiscussiorof therelatedwork. In the subsequerthreechapters
we describeour own approacheso solving problemsrelatedto writing concurrentap-
plicationsin Java, usingoptimistic transactionsasa foundation.In Chapter4 we discuss
how traditionalJava monitorscanbeaugmentedisingtransactionatachineryto alleviate
problemsrelatedto priority inversionanddeadlock.In Chapter5 we examinehow opti-
mistic transactionganbe appliedto supportthe futuresabstractiorin Java. In Chapter6
we describenow mutualexclusionandoptimistictransactionganco-exist within asingle

framavork. Finally, Chapter7 containsconclusionsanddiscussiorof the futurework.
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2 SUPPOR FOROPTIMISTIC TRANSACTIONS

Thetaskof providing supportfor optimistictransactionss in our casesetin thecontext of
an existing programminganguageervironment,supportingits own setof programming
languagerelatedfeatures(e.g.,, memorymanagementgxceptionsetc). This makesthe
designof thetransactionasupportquite differentfrom whenit canbe build from ground
up, which is the casein the databasevorld. We may sometimesnodify andre-useprior
mechanismshut in generalit is a non-trivial taskto superimposdransaction®ver these

mechanismandguarante¢heir seamlesitegration.

2.1 DesignGoals

Oneof ourmaindesigngoalsfor a systenoffering optimistictransactiongisa concur
reng/ controlmechanisnin a programmindanguagecontext is programmesfriendliness
A typical programmealreadyhassomelevel of experiencen usingtraditionalapproaches
of managingconcurreng thatareusuallybasedn mutualexclusion(e.g., mutexes,mon-
itors or semaphores)lt is unlikely thatprogrammersvill bewilling to abandorall their
(potentially considerablegxpertisein usingthesemechanismsn favor of a completely
new approachthey mustlearnfrom scratch.

Thereforewe optfor simplicityin ourdesign.If new languageabstractionsieedto be
introducedthey shouldbefew andtheir propertieseasyto understandWherever possible
we strive for partialor full transpaency- the exposureof transactionamachineryto the
programmeshouldbe minimal.

At thesametime, our approachmustbegenerl enougho beusablen practice.Since
we introducetransactionsn the context of an alreadyexisting languagea considerable
amountof legag codeis lik ely to exist. Our solutionshouldthereforebe atleastpartially

backward-compatiblde.g., to allow re-useof existing library code).Additionally, source
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codemaynot alwaysbe available— its absencehouldnot precludeusingtransaction$or
managingconcurreng within legagy code.

Someof thesedesigngoals,suchasprogrammeifriendlinessor simplicity, in uence
high-level aspectf the system,suchasthe form in which transactionsre exposedto
the programmer We addresgheseissueswhen discussingspeci ¢ solutionsin subse-
guentchapters.The othergoals,suchastransparenc andgenerality mustbe takeninto
accountat a muchlower level, suchaswhenconsideringdesignchoicesfor foundational
mechanismsequiredto supportoptimistictransactions.

Severalsuchmechanismarerequiredto enableuseof optimistictransaction# apro-
gramminglanguagecontet. Their equivalentsexist in the world of traditionaldatabase
systemput their adaptatiorto aprogrammingdanguageontext requirescarefulconsider
ationof variousdesignandimplementatiorirade-ofs. In particular designchoicegroven
to beeffectivein thecontext of databassystemsnaynotnecessarilpeequallyapplicable
to a programmindanguageervironment.

We distinguishthreetypesof suchfoundationaimechanism:

Logging— amechanisnusedto record(in alog) transactionabperationsaccessing
theelement®f sharedlata.Dependingpnthespeci csof thetransactiorsemantics,
alog maysenetwo purposesTransactionabperationsnayberedirectedo thelog
andappliedto the sharedspaceuponcommit of the transaction. Alternatively, if
transactionalipdatesare performedin-place,informationrecordedn the log may

beusedto reverttheir effectsuponabortof thetransaction.

Dependeng tracking— a mechanisnusedto detectviolationsof atomicity andiso-
lation. Multiple transactiongxecutingconcurrentlymayaccesshesamedataitems
in the sharedspace creatingdependencieamongdataaccessoperations.Depen-
deng trackingis responsibldor detectiorof all dependenciethatleadto violations

of transactionaproperties All transactionwiolating thesepropertiesareaborted.

Revocation— a mechanisnsupportingthe abortoperation. Conceptually revoca-

tion consistof two parts: rst, all the effectsof transactionaéxecution(bothwith



13

respectto sharedand local state)must be revertedand, second,control must be

returnedo the startingpoint of the abortedtransactior(to enablere-execution).

Detaileddescription®f thesemechanisnaregivenbelow.

2.2 Logging

Traditionally [24], in the contet of (persistentdatabaseystems|oggingis usedfor
transactiommecovery. A log is anentity logically! separatérom the actualpersistenstore
and containsall the information necessaryo bring the persistentstoreto a consistent
statein caseof unexpectedevents. Theseinclude systemfailuresor explicit (triggered
by the user)aswell asimplicit (e.g., initiated to resolhe deadlock)transactionaborts.
It is assumedhat the effects of updatesperformedby transactionsdo not have to be
immediatelypropagatedo the persistentstore, whetherfor performancereasonsor to
satisfyrequirement®f a particulartransactiormodel. It is sufcient thatthelog contains
all theinformationaboutthe updatesnecessaryo enforcethe transactiona(e.g., ACID)
propertiesandpossessethe ability to survive systentailures.

In caseof failures,effectsof operationgperformedby committedtransactionshould
notbelost,in orderto satisfythe durability property At thesametime partial effectspro-
ducedby transactionshathave notyet committedshouldnot becomepermanenbecause
of the atomicity requirementinformationaboutthe transactionalipdategecordedn the
log canthusbe usedto undothe effectsof uncommittedransactionandredooperations
of the committedones. Similarly, effects of a transactiorbeingabortedcanbe undone
usinginformationfrom thelog.

Two major groupsof logging protocolsexist: physicallogging andlogical logging.
Physicalloggingis typically realizedby recordingboth a before image and after image
of a dataelementtaken beforeandafter performinganupdate respectiely. This greatly
simpli es implementationof undo and redo operations- the only actionrequiredis to

retrieve the value from the log and apply it to the appropriatedataelement. However,

1Thelog mayitself residein persistenstoragejf notin theapplicationstore.
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sincedatabaseipdaterequestsendto be declaratve andmay concerna large numberof
dataelementsphysicallogging may incur signi cant memoryoverheadvhenrecording
all therequestedipdates For example,a requesto updatea large tableby incrementing
the value of eachelementstoredin the table would mostlikely incur generationof a
large numberof log records.Whenlogical loggingis usedthe samerequestanbevery
succinctlyrepresentedn the log by recordingthe requesttself and the accompawing
parametersThereforeJogical loggingis consideredo be a bettersolutionfor logging of

updatesn traditionaldatabasesystemg24].

2.2.1 \olatility

The applicationof transactiongo a programminganguagecontet changeshe way
loggingis used.Thenotionof persistenstoreis nolongerpresentTheupdateperformed
by transactionsrere ected only in the volatile store(i.e., in the sharecheap)andissues
relatedo maintainingpersistenstatebecomerrelevant. Thus,thelog itself canbevolatile
which greatlysimpli es log managemenbecausehereis no needfor the log to survive
a systemfailure. Eventhoughfailure recovery is no longer present,ogging muststill
supportredo or undo operationsdependingon the transactiormodel. If a transaction
directly updatesdatain the sharedstore,the log is usedto undothe effects of aborted
transactions.Otherwise,the log is usedto redo updatesof committing transactiongo
propagateheir effectsto the sharedstore.

Logicallogginglosesits advantageover physicalloggingin a programmindanguage
contet, sincesharecheapoperation®nly acces®nememoryword atatime. We there-
fore chooseto usephysicallogging, which in this context seemdo be the simplestand
theleastexpensve solution. Two methodof realizingphysicallogging canbeidenti ed:
oneusingasequentialog to recordall updatedo shareddataperformedwithin atransac-
tion, andthe otherusing pertransactiorcopies(so-calledshadowcopieg of shareddata
elementgo recordupdatedo theseelementsA sequentialog recordsheeffectsof trans-

actionaloperationsn the orderthey occur Whenshadov copiesare used,information
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aboutall updatego a givenelementperformedby atransactions representely asingle
shadaov copy.

In its purestform (describedn Sectionl.2.3),an optimistic transactiordoesnot di-
rectly updateshareddataelementsThis avoids prematureexposureof updatesn caseof
anabort.As aresult,afterperformingawrite, every subsequernteadof the sameelement
mustconsultthe log for the mostup-to-datevalue. If sequentialoggingis used,a read
operationmight involve scanningof the sequentialog, potentiallyto its very beginning.
Consideringthe penasivenessof readsin modernprogramminglanguagesthis could
incur considerableun-timeoverhead.We believe thatshadaev copying is a preferredso-
lution in this case . However, if prematureexposureof updatess prevented(e.g., by some
separatanechanismpanda transactions allowed to operatedirectly on the shareddata,
no scanningof thelog is requiredwhile thetransactions running. Usinga sequentialog
might be a bettersolutionin this situation. We usesequentialogsin ourimplementation
of revocablemonitorsdescribedn Chapter4, wheremutualexclusionis usedto prevent
prematureexposureof updates.

Shadav copying is essentiallya form of shareddataversioning Multiple versionsof
the samedataelementcreatedoy differenttransactionsmay exist at the sametime. We
useversioningto implementlogging in the caseof safefutures(describedn Chapters)
andtransactionamonitors(describedn Chaptei6). For thefollowing discussiortoncern-
ing theversioningmechanisnwe assumehattransaction®perateon versionginsteadof
operatingdirectly onthesharedata)andpropagateipdateso thesharecheapatthetime

of commit.

2.2.2 \ersioning

A transactiomeeddgo beableto accesyersionst hascreated Oneohviousapproach
is to keepversionscreatedby a giventransactiornin somedatastructuremaintained‘on
the side” andaccessibldy this transaction.Sincethe associatiorbetweena versionand

theoriginaldataelemenmmustbe maintaineda hash-tableseemdo beanaturalchoicefor
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suchastructure However, thecostof performingahash-tabl®peratioratall transactional
readsandwrites would be overwhelming(especiallyconsideringthe unpredictabilityof
operationsconcerninghash-tableanaintenancesuchasresizing,re-hashinggetc). Also,
thessizeof the hash-tabldandthus,whenconsideringchainingin the hash-tablethetime
to accessversion)becomeslirectly proportionako thenumberof dataelementaccessed
by atransactionlt would seemthatin the caseof optimistictransactions& schemewhere
timeto accesaversionis proportionalto theamountof datasharingoetweertransactions
wouldbemoredesirable Thereforeve choosedo keepversionsonlistsdirectlyassociated
with shareddataelementsAccessingversioninvolvessearchinglist, whichis expected
to be shortwhenthe amountof datasharingamongdifferenttransactionss small (which
is oneof theassumptionsnotivatinguseof optimistictransactions).

At the time of commit, a transactionmust be able to propagatenformation about
updatedrom the versionsit createdo the dataelementdn the sharecheap.Application
of updatesnaybedoneeagerly andsimplyinvolve copying thenew valuesfrom aversion
to theoriginaldataelement.This, however, meanghatcopying for everyupdatecelement
of shareddatais performedtwice, oncewhenthe versionis created,anda secondime
whenupdatesare propagatedo the sharedstore. Additionally, if an elementof shared
datamodi ed within the scopeof atransactions never accessedgain,eagerapplication
of updatesbecomesa sourceof unnecessarpverhead. We adopta different solution
andpropagataupdatedazily. The associatiorbetweenthe original dataelementandits
versionis maintainedbeyondthe point of transactiorcommit. At thetime of the commit,
theversioncreatedy thecommittingtransactions designate@stheonecontainingmost
up-to-datevaluesandusedfor all subsequerdccessesAs aresult,all subsequerdccesses

(includingthe non-transactionalnes)mustberedirectedo accesshis version.

2.3 Dependeng Tracking

In generalunlessanexternalmechanisnge.g., mutualexclusionin theimplementation

of revocablemonitorsdescribedin Chapter4) guarantee®therwise,the operationsof
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multiple concurrentransactionsanbearbitrarilyinterleaved. However, in orderto satisfy
the isolationrequirementthe nal effectsof concurrentexecutionmustbe serializable,
Someform of a datadependeng tracking mechanismis thereforerequiredto validate
serializabilityof transactionabperations.

One of the importanttrade-ofs that should be consideredvhen choosingthe most
appropriatedependengtrackingmechanisms that betweenprecisionandincurredrun-
time overheads.Conserative (imprecise)solutionsare typically lessexpensve at run-
time but mayleadto detectionof spuriousgnon-e&isting) dependenciesyhich mightlead
to anincreasechumberof serializabilityviolationsbeingdetectedPrecisesolutionsdetect
serializabilityviolationsonly in situationswhenthey really occut but their run-timecost
may be prohibitive.

Precisesolutionstypically rely on the ability to recordinformationaboutall heaplo-
cationsaccessedby a transaction.In orderto validateif operationsof a transactiorare
serializable all the heaplocationsaccessedy the transactiorareinspectedo verify if
they have beenaccessedby other concurrentlyexecutingtransactions.The costof the
validationproceduran this caseis quite signi cant — additionalinformationmustbe as-
sociatedwith every heaplocation and, as a result, the numberof shareddataaccesses
performedby thetransactiormaybesigni cantly increasedIn theworstcasethe number
of accessess doubledsinceevery regulartransactionahccessanbefollowedby another
accessluringthevalidationphase.

In a systemusingoptimistic transactionshowever, it is assumedhatthe numberof
concurrentaccesse$o a given dataelement(andthusthe numberof dependenciethat
might leadto serializability violations) is low. Therefore,detectionof spuriousdepen-
denciesby the mechanisnthosenfor datadependeng trackingshouldnot dramatically
increasethe numberof serializability violations detected. We believe that the cost of
performinganunnecessargevocation,on the rareoccasiora spuriousdependengis de-
tected,s goingto be outweighedy thelow run-timecostsassociateavith aconsenrative

approach.
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We chooseto recorddataaccesses a x ed-sizetable. The conseratismof the ap-
proachmanifestsitself in the fact that the sametable entry may representaccesses$o
different dataitems. Only one bit of informationis usedto recordaccesso a given
shareddataelement- it is setafterthe rst accesdo a given element. The table thus
becomesssentiallya bit-map. We distinguishtwo typesof maps,areadmap(to record
reads)and write map (to recordupdates). Non-emptyintersectionof mapscontaining
accessefrom differenttransactionsndicatesexistenceof dependenciebetweenopera-
tions of thesetransactionsMechanismselying on the notion of readandwrite mapsto
track datadependencieareusedin the caseof safefutures(describedn Chapter5) and

transactionaimonitors(describedn Chapter6).

2.4 AccessBarriers

Our desireto presere transpareng dictatesthat the exposureof both logging and
dependeng tracking mechanismsgo the programmershouldbe minimal. Thereforewe
discardsolutionswherethe programmeis askedto designatespeci ¢ elementf shared
datato beamenabldor transactionatoncurreng controlor is forcedto explicitly distin-
guishtransactionatlataaccessefrom the non-transactionabnes. This would not only
violate our transpareng requirementput alsohindergeneralityof our approach.A pro-
grammerwishing to usetransactionso mediateshareddataaccessewithin the system
libraries would have to gain accesdo their sourcecode and modify it, which is often
dif cult andsometimesvenimpossible.

Insteadwe supportiogginganddatadependengtrackingmechanismshroughtrans-
parently(hiddenfrom theprogrammegandindependentf thetypeof sharedlataeclement)
augmentedersionsof all shareddataacces®perationsTheseaccesdarriers (or simply
barriers)originatein the areaof automaticmemorymanagementhatis garbagecollec-
tion [32]. In this context, the barriersare usedto monitor operationgperformedby the
application(calleda mutator to accesslataitemsresidingin asharecheap.Two typesof

barriersexist: readbarriers encapsulatingctionsto be executedwhenthe mutatorreads
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areferencdrom the heapandwrite barriers encapsulatingctionsto be executedwvhenit
writesareferencedo theheap.Typically, only onetypeof barrieris usedatatime, depend-
ing onthespeci ¢ garbagecollectionalgorithm. The barrierscanbe usedto partitionthe
heapinto regionsthatcanbecollectedseparatelyor improvedperformancer to reconcile
actionsof the mutatorandthe garbagecollectorin casethey executeconcurrently

We generalizethe notion of garbagecollection barriersin orderto provide support
for transactionahccesseto the sharecheap. In orderto supportlogging of shareddata
accessesye usebarriersto augmentall operationson the shareddataitems (including
readsand writes of primitive values,not not only referencdoadsand stores). In order
to correctly track dependenciebetweenoperationsaccessinghe heap,both readsand
writes may have to be taken into accountandthusreadandwrite barrierscan be used
simultaneously

Barriersareusuallyprovided ascodesnippetamplementingthe augmentedlataac-
cessoperationsandareinsertedby the compiler Insertionof barriersat the sourcecode
level is infeasiblebecausesourcecodemay not alwaysbe available. We assumehatan
optimizing compileris going to be usedat somestageof the compilationprocessand
adwocatefor barrierinsertionby the optimizing compiler This way existing compiler

optimizations suchasescape&nalysismaybe usedto reducebarrierrelatedoverheads.

2.5 Revocation

A transactiorthathasbeendeterminedo violate the transactionapropertiess abor-
ted. The effectsof operationgperformedby thetransactiormustbe undoneandthetrans-
actionmustbere-executed.Thedetailsof therevocationprocedureshouldbe kepthidden
from the programmerbecausef our transpareng requirement.ldeally, a programmer
shouldnot even be aware that revocationstake placein the system- the nal effect of
executinga transactiorthatat somepoint getsabortedshouldbe asif this transactiorhad

never startedexecutingits operationsn the rst place.
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The procedurefor revoking a transactionconsistsof several steps. If a transaction
operatedlirectly on shareddata, all its updatesmust be undone(by usinginformation
from the log — if a transactiordoesnot modify shareddata,no actionis requiredhere)
and the control must be returnedto the point wherethe transactionstartedexecuting.
Additionally, all thelocal statemodi ed by the transactiorn(e.g., local variables)mustbe
revertedto re ect thesituationbeforethetransactiorbegan.

In the caseof traditional databasesystems the revocationprocedureis an inherent
part of the databaseengine. A transactionis the smallestunit of concurrentexecution
andfully encapsulateall the operationsvhoseeffectsneedto be undone. As a result,
a mechanismto revoke a transactioncan be directly embeddedn the databaseengine.
Whentransactionsreusedin a programminganguagethey aretypically superimposed
overlanguage-speci concurreng mechanismgsuchasthreads)which maycomplicate
therevocationprocedure.

Oneof the challengesve have to facewhenreconcilingtransactionsvith threadss
transactiome-execution.If atransactiorcanbeeasilyencapsulatehto anexecutableunit
(e.g,, function,methodor procedure)returningcontrolto the point wherethe transaction
startedexecutingis trivial. Therevocationprocedurenay simply re-executethe unit after
invoking a routineresponsibldor restorationof both the local stateandthe sharedstate
(if necessary)In generalhowever, this level of encapsulatiommay not be available— a
transactiormay simply be designategsa sequencef operationperformedby a thread
(which maynotevenbelexically scoped)In this caseamorecomplicatednechanisnto
supportrevocationis required.

Fortunatelyin mostmodernlanguagesherealreadyexistsa mechanisnto allow ad-
hocmodi cationsto the control- ow duringthe executionof a program- exceptions We
take advantageof theexistenceof thismechanismWewraptheblockof coderepresenting
a transactiornwithin an exceptionscopethat catchesa specialRevokeexception. Revo-
cationis triggeredinternally (at the level of the languages run-timesystem)by throwing
the Revokeexception. The exceptionhandlercatchingthis exceptionis thenresponsible

for restoringthe local state(and sharedstateif necessaryand returningcontrol to the
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beginningof theblock of coderepresentinghetransactionThelocal statefrom the point

beforethetransactiorbeginsis recordedn adatastructureassociatewvith thetransaction.
A routineresponsibldor recordinglocal stateandthe exceptionhandlermay beinserted
atary pointduringprogramcompilation but below thelevel of sourcecodebecausef our

designrequiremenfor generality Additionally, we mustmake surethatduringthe han-

dling of theRevokeexception,no defaulthandlersaareexecuted If thiswasnot prevented,
thetranspareng of the re-executionmechanisntould be compromised This style of re-

executionprocedurds usedfor revocablemonitors(describedn Chapter4), safefutures
(describedn Chapter5) andtransactionaionitors(describedn Chapter6).

Another dif culty in supportingrevocationsin a programminglanguageis that the
effectsof someoperationgxecutedby atransactionsuchasl/O, cannotbeundone Also,
the behaior of somelanguage-speci anechanismssuchasthreadnoti cation, may be
affectedby revocations.The situationis additionallycomplicatedoy our requiremento
keeprevocationshiddenfrom the programmerFor example ,multiple re-executionscould
causemultiple unintendedhreadnoti cations. We deferdiscussiorof how theseissues
arehandledo thesubsequerthaptersincethechoiceof speci ¢ techniquess dependent

onthefunctionality provided by the system.

2.6 Transactiongn Java

We realizeour supportfor optimistictransactiongn the context of Java, currentlyone
of themostpopulamainstreanprogrammindanguagesWe donot, however, seeary ma-
jor obstaclegpreventingapplicationof the techniquesve describeto otherprogramming
languagessuchas C#. The choiceof Java wasdriven mainly by its popularityand by
the availability of a high-qualityimplementatiorplatform,namelylBM' s JikesResearch
Virtual Machine(RVM) [4]. TheJikesRVM is astate-of-the-ardavavirtual machinewith
performanceomparabldo mary productionvirtual machines.t is itself written almost
entirelyin Javaandis self-hostedi.e., it doesnotrequireanothervirtual machineto run).

Javabytecodesn the JikesRVM arecompileddirectlyto machinecode.TheJikesRVM' s
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distributionincludesbotha“baseline”’andoptimizingcompiler The“baseline”compiler
performsa straightforward expansionof eachindividual bytecodeinto a corresponding

sequencef assemblynstructions.Ourimplementationsargetthe Intel x86 architecture.
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3 RELATED WORK

Dif culties in usingmutualexclusionasa concurreng controlmechanisnhave inspired
severalresearctefforts aimedat exploring the applicability of transactionsasa synchro-
nizationmechanisnior programmindanguagesThe purposeof this chaptelis to putour
own effort of developingtransactions-basddchniquegor managinglaza concurreng in
the contet of othersimilar attempts.We describea rangeof solutionscenteredaround
the concepiof softwae transactionamemory(STM) — anabstractayerproviding access
to transactionaprimitives(suchasstartingand committingtransactiongnd performing
transactionatlataaccessfrom the programminganguagedevel. Broadly speakingour
own solutionsfall into the samecategory. Our presentatioroverssolutionsrangingfrom
thevery rst implementation®f STM to morerecentsophisticatedhigh-performanceys-
tems.

Shavit and Touitou [53] describethe rst implementationof software transactional
memoryfor multiprocessomachines- onetransactiorper processocanbe executedat
atime. Their approachsupportsstatictransactionsthatis transactionshataccess pre-
speci ed (at the startof a transaction)set of locations. They implementan STM of a
x edsize (i.e.,, a x ed numberof memorylocations)usingtwo main datastructures:a
vectorof cellscontainingvaluesstoredin thetransactionamemoryanda vectordescrib-
ing the ownershipof transactionamemorycells. Additionally, every processomaintains
a transactionrecod usedto storeinformationaboutits currently executingtransaction,
suchasthe setof all the cellsits transactions goingto access.The executionof atrans-
actionconsistof threesteps.First, a transactiorattemptso acquireownershipof all the
cells speci ed in the transactiorrecord. Then,if ownershipacquisitionis successfulit
computeghe new values,storesthe old valuesinto the transactiorrecord(to be returned

uponsuccessfutommit) andupdateghe appropriatecells with the new values. Finally,
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it release®wnershipof the cellsandcommits.Inability to acquireownershipof the cells
speci edin thetransactiorrecordresultsin anabort.

Becauseof the requiremento acquireownershipof all the cells a transactiomeeds
to accesstransactionsn Shavit andTouitou's systemcanbe consideregessimistic.The
needto revoke the abortedtransactiongloesnot exist heresinceno transactionabpera-
tionsareperformedbeforeownershipof all therequiredcellsis acquired.In otherwords,
if transactionabperationsreallowedto proceedthey will alwayscompletesuccessfully
Shavit andTouitou present performancevaluationof their systembasedon simulation.
Theirconclusions thatconcurrentock-freedatastructuresmplementedisingtheir STM
would performbetterthanthe samedatastructuresmplementedhroughmanualcorver-
sionfrom their sequentiatounterparts.

A moregeneralversionof softwaretransactionamemory dynamicSTM, wasdevel-
opedby Herlihy etal. [30]. They built animplementatiorsupportingooth JavzaandC++.
In their systemthe requiremento pre-specifythe locationsthatareaccessety a trans-
actionis lifted. Their programmingnodelis basedon the notion of explicit transactional
objects. Transactionabbjectsarewrapperdor regular Jara or C++ objectsandonly ac-
cesseso transactionabbjectsarecontrolledby thetransactionamachinery Their system
usesa versionof pessimistictransactionsith explicit locking — beforea transactional
objectcanbe accesseavithin atransactionjt mustbelockedin the appropriatgreador
write) mode.A locking operatioronthetransactionabbjectreturnsaversion(i.e., acopy)
of theencapsulateregularJavaor C++object,whichis usedby thetransactioror all sub-
sequentccessed=very locking operationinvolvesexecutionof the validationprocedure
to verify thatno othertransactiorilockedthe sameobjectin a con icting mode(acon ict
is understoodn thesameway asin thedescriptiorof the 2PL protocolin Sectionl.2.2).If
anothetransactiorholdsalockin thecon icting mode,userde ned contentiormanagers
areusedto determinewhich of the two con icting transactionshouldbe aborted.As a
result,atransactiormay be abortedat anarbitrarypoint (abortsaresignaledoy throwing
a run-time exception). Objectversionscreatedby an abortingtransactiorare automati-

cally discardedbut it is the programmes responsibilityto decidewhetherthetransaction
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shouldbe re-executed,andto implementthis operationexplicitly if needed.To validate
the usefulnes®f their approachHerlihy et al. implementseveral transactionalersions
of an integer set, varying the type of underlyingdatastructureand experimentingwith
differentcontentiormanagersThey demonstratéhattheir transactionalmplementations
outperformanimplementatiorof anintegersetthatusescoarse-grainethutualexclusion
locksfor synchronization.

An evenmoregeneraproposafor thedesignandimplementatiorof anSTM hasbeen
recently proposedy HarrisandFraser[27]. Their approactdoesnot requireobjectsto
be speciallydesignatedo enabletransactionaaccessTheir solutionis setin the context
of Java. They useSTM supportto provide programmersvith a new languageconstruct,
calledatomic. The atomic keyword is usedto designatea group of threadoperations
(in the form of a codeblock or a method)that are supposedo executein isolationfrom
operationsof all otherthreads. The STM is responsibldor dynamicallyenforcingthat
the executionof anatomicblock or an atomicmethodindeedsatis esthis property The
executionof general-purposeative methodge.g., supportingl/O) aswell asJava’'s wait
andnotify operationss forbiddenwithin atomicmethodsandblocks. Suchsituationsare
detectedat run-timeandsignaledo the programmeby throwing anexception.

HarrisandFrasers approachusesoptimistictransactionsSeveraldatastructuresup-
porttransactionahccesseslransactiondescriptos maintaininformationaboutcurrently
executingtransactionssuchastransactiorstatusanda list of heapaccesseperformedoy
thistransactionA transactionaheapaccesss recoredn theform of atransactionentry,
andcontainsthe old andthe new valuefor the givenlocation (updatesare propagatedo
mainmemoryonly uponcommit) aswell asversionnumberdor thosevalues(everytime
a new valueis assignedo a location, the versionnumbergetsincremented).An own-
ership functionmapsheaplocationsto appropriateowneship recods. Eachownership
recordholdsthe versionnumberor transactiordescriptorfor its location(describingthe
ownershiprecords currentowner). A versionnumberindicateshatsometransactiorhas

just committedand propagatedts updateto the heap;atransactiordescriptorindicatesa

1The rst versionof their STM was (independentlydevelopedat aboutthe sametime as our own rst
prototypeimplementatiorof the systemsupportingoptimistictransactions.
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transactiorthatis still in progress.Ownershiprecordsrecordthe history of transactional
accessesndare usedduring commit to validatetransactionapropertiesand propagate
updatesto the heap. At commit time, all the requiredownershiprecordsare acquired
(locked), versionnumbersare usedto verify the correctnes®f heapaccessesgwith re-
spectto transactionaproperties) updategperformedby the transactiorarepropagatedo
the heapandthe ownershiprecordsarereleasedunlocked). If acquisitionof ownership
recordsfails (i.e., oneof the ownershiprecordss alreadyheld by a differenttransaction)
or if transactionapropertieshave beenviolated, the transactionis aborted. Becausean
abortcanonly happenupontransactionrcompletion,the revocationprocedurds simple.
Bytecoderewriting is usedto encapsulatevery groupof atomicactionsinto amethodthat
cansimply bere-executedafterall theinformationaboutupdategperformedoy theabort-
ing transactions discarded.Harris and Fraserevaluatethe performanceof their system
usingseveralmicrobenchmarksjemonstratinghe scalability of their STM implementa-
tion. The overall performancef the microbenchmarkgnplementedusingtheir STM is
competitvewith thatof the samemicrobenchmarksnplementedisingmutualexclusion.
An implementatiorof STM canbefurtherre ned usingrevocablelocks alowerlevel
optimisticconcurreng mechanisnintroducedoy HarrisandFrase28]. Revocablelocks
area general-purposmechanisnfor building non-blockingalgorithms. They have been
designedo provide a middle-groundbetweenusing mutualexclusionand attemptingto
build non-blockingalgorithmswithoutary formsof lock (e.g., usingonly atomiccompare-
and-svap operations). A revocablelock is associatedvith a single heaplocation and
providesoperationgo accesghat locationaswell asoperationgo lock andunlock the
location. A revocablelock canbeheldby only onethreadatany giventime. However, ary
threadattemptingto acquiresomelock alreadyheld by anotherthreadalwayssucceeds
theholder's ownershipof thelock is revokedandits executionis displacedo therecovery
functionsuppliedwith its own lock acquisitionoperation.In otherwords,afteracquisition
thelock is helduntil it is explicitly releasedby theholderor until its ownershipis revoked

by anotherthread.
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Revocablelocks have beenused,asoneof the casestudiesto streamlinehe commit
operationn HarrisandFrasers STM describedbore. A committingtransactioracquires
arevocablelock on its transactiordescriptor If a committingtransactiortriesto usean
ownershiprecordalreadyusedby a different(committing)transactionit revokesthelock
of the currentownershiprecords userandattemptgo completethe remainingoperations
of the currentusers commitprocedurgandthenre-try its own commit). This guarantees
that only one threadat a time performsthe operationsof arny given commit procedure
— transactiordescriptorsare thenin effect usedto represenpiecesof computationthat
differentthreadsmay wish to perform. As a result,a committingtransactiorattempting
to usean ownershiprecordalreadyusedby a differenttransactiondoesnot needto be
immediatelyaborted.

Harrisetal. [29] exploretheexpressvenesandcomposabilityof softwaretransactions
in a port of HarrisandFrasers STM to ConcurrentHaslell [33]. ConcurrentHaslell is
a functionaP programminglanguagewhich, comparedto Java, opensnew possibilities
and differenttrade-ofs for higherlevel designdecision. However, the implementation
of the lowerlevel STM primitivesfor ConcurrentHaslell is in principle similar to their
implementatiorfor Java— bothsystemsisea similar a vor of optimistictransactions.

Thebasicconcurreng controlconstruciprovidedto ConcurrenHaslell programmers
is similar to the oneavailablein the Java-basedystem- the atomicblock. However, two
additionalconstructshave beenaddedto improve the expressvenessand composability
of the transactions-basembncurreng control machinery The rst oneis aretry func-
tion, usedwithin anatomicblock to provide a way for the threadexecutingthe block to
wait for eventscauseddy otherthreads.This functionis meantto be usedin conjunction
with a conditionalcheckof the value of sometransactionavariable. If the transactional
variablehasthe expectedvalue,thethreadis allowedto proceedptherwiseits transaction
is abortedandre-executed. The re-execution,however, doesnot start(i.e., the threadis
blocked) until at leastonetransactionaVvariablepreviously usedby the threadgetsmod-

i ed. Otherwisetherewould be no chancefor the conditionalcheckto yield a different

2Someoperationsnay, however, produceside-efects.
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result. Thesecondconstrucis aorElse functionwhoseroleis similarto the selectfunc-

tion usedin operatingsystemsTheorElse functiontakestwo transactiongsarguments.
Thefunction startswith anattemptto executethe rst transactionlf the rst transaction
is retriedthenit is abortedandthe orElse functionattemptgo executethe secondrans-
action.If thesecondransactions alsoretriedthenit is abortedaswell andthe execution
of thewholeorElse functionis retried. The re-executionis postponedintil at leastone

of the transactionalariablesusedby either of the transactiongpassedas argumentsis

modi ed.

The STM implementatiorfor Concurrentaslell reliesonthenotionof explicit trans-
actionalvariables.In otherwords,transactionatjuaranteeareenforcedonly with respect
to variablesof a special(transactionaljype. As aresult,it canbe staticallyenforcedthat
transactionalariablesare manipulatedonly within atomic blocks. Anotherinteresting
featureof ConcurrentHaslell's type systemis that I/O operationscan be distinguished
from regular operationsdasedon the statictypesof valuesthey manipulate.This allows
theimplementatiorof STM to guarantestaticallythatno1/O operationsareeverexecuted
within atomicblocks. A detailedperformanceavaluationof the STM implementations
currentlynot available,sinceConcurrenHaslell is implementednly for uni-processors,
but the preliminaryresultsseemo beencouraging.

The mostrecent, high-performancemplementationof STM hasbeenproposedby
Saheaetal. [51]. Theirfocusis on explorationof differentimplementatiortrade-ofs with
respecto theireffecton STM's performanceTheir systenprovidesbothgeneral-purpose
transactionaimemoryprimitives(startingandcommittingtransactionstransactionatiata
accessesgtc) anda transactionaimplementationof the multi-word atomic compare-
and-svap operation. Their implementationis built on top of an experimentalmulticore
run-time system(designedfor future multicore architecturesgsupportingdifferent pro-
gramminglanguagessuchasJavaor C++.

Sahaet al. usepessimistictransactionsvith a sequentialog to recordtransactional
updates.Their systemsupportswo differentlevels of locking granularity:locking at the

objectlevel andlocking atthelevel of cachdines,which atthe sametime determineghe
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level at which con icting dataaccessearedetected.Locking at the objectlevel is used
only for small objectsandlocking at the level of cachelinesin all othercases.Sahaet
al. experimentwith two differenttypesof locking protocols. The rst oneis essentially
eqguialentto the 2PL protocoldescribedn Sectionl.2.2,wheredataitemsarelockedin
eitherreador write modebeforebeingaccessedThe secondprotocollocks dataitems
only beforeperformingwrites. The validity of readss veri ed atcommittime usingver-
sionnumberssimilarly to thetechniquausedin HarrisandFrasers STM describedabove.
They experimentallydeterminghatthe performancef thesecondrotocolis signi cantly
betterthanthatof the rst one.Both locking protocolscanleadto deadlockwhichis de-
tectedusing time-outs. They also explore two ways of handlingtransactionalpdates.
The rst onebuffersupdatesn alog andappliesthemto the sharecheapat committime.
Thesecondneperformsupdatesn-place—informationin thelog is usedto undotheup-
datesin the caseof abort. In their systemthe secondapproactyields betterperformance
which is the direct resultof usingthe sequentialog to buffer updates.A transactional
readfollowing anupdateto the samdocationperformedwithin the sameransactiormust
obsene the effect of the update,andthe operationof retrieving this value from the se-
guentiallog is expensve. Theoverall performancef their systemasdemonstratedsing
a setof microbenchmarkaswell asa modi ed versionof thereal-life sendmailapplica-
tion, is comparablédo or betterthanwhenmutualexclusionis usedasa synchronization
mechanism.

DayresandCzajkowski [15] proposdo usetransactiong aslightly differentcontext,
thatis asprotectiondomainsfor applicationsrunningwithin the sameaddresspace.In
their approachgvery programexecutesasa transactiorand every objectis ownedby a
singletransactionwhich is responsiblgor authorizingaccesgo this object. Responsi-
bilities of transactionsn their systemjn additionto managingconcurreng, includefault
containment{incorrectbehaior of oneapplicationshouldnot affect the behaior of the
others)andmemoryaccesgontrol (accesdo certainregionsof memoryby anun-trusted

applicationmay berestricted).The useof transactionglsofacilitatessafeterminationof
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applications- sinceevery programexecutesasatransactionits executionmaybeaborted
atanarbitrarypointandall its effectscanbe safelyundone.

Their implementation extendingthe Jasa HotSpotvirtual machineversion1.3.1,is
basedon a pessimisticransactiormodel (describedn Sectionl.2.2)— itemsof shared
statemustbe locked beforethey canbe accessed.Transaction®peratedirectly on the
sharedmemoryanda physicallog associateavith eachtransactioris usedfor the undo
operation(uponabortof thetransaction).The novelty of theirapproachs relatedto shar
ing of the lock state. Traditionally, thereexists a one-to-onemappingbetweena locked
resource(in this case— an objector an arrayin the main memory)anda datastructure
representinghe state(mode)of alock protectingthisresourcelock statesharingjmple-
mentedby by DayresandCzajkowski, is inspiredby anobsenationthatthetotal number
of distinctlock valuesin the systemis typically smallwith respecto the numberof the
locked resourcesthat is mary objectsmay be locked by two (or more) transactionsn
the samemodeat the sametime. A datastructurerepresentinghe lock stateconsistsof
two bit-maps,onefor read(shared)ocks andonefor write (exclusive) locks. This data
structures pointedto by anobjects or array's headerEvery slotin a bitmaprepresents
currentlyactivetransaction-if it is set,it indicateshata giventransactiorholdsalock on
agivenobjector arrayin the modespeci ed by thetype of the bit-map. Thisway of im-
plementingdatastructuresepresentinghelock statenot only bringssigni cant memory
savings, but alsoenablesef cient implementatiorof lock manages operationssuchas
lock ownershiptests. The overheadselatedto usingtransactionssprotectionsdomains

reportedby DayresandCzajkowski areon the orderof 25%.
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4 REVOCABLE MONITORS

Dif culties arisingin the useof mutualexclusionsynchronizationn languagedik e Java,
suchaspriority inversion, have beendiscussedh Sectionl.1. SinceJava supportriority
schedulingof threadspriority inversionmay occurwhenalow-priority threadT, holdsa
monitor requiredby somehigh-priority threadT,,, forcing Ty, to wait until T; releaseshe
monitor. An exampleof a situationwhen priority inversioncanoccuris illustrated by
the fragmentof a Java programin Figure4.1. ThreadT, maybethe rst to enteragiven
synchronizedblock (acquiringmonitormon andblockthreadT}, while executingsome(ar-
bitrary) sequencef codein methodbar() . Thesituationgetsevenworsewhenamedium
priority threadTy, preemptghreadT, alreadyexecutingwithin the synchronizedlock to
executeits own methodfoo() (Figure4.1). In general,the numberof mediumprior-
ity threadsmay be unboundedmakingthe time T; remainspreemptedand Ty, blocked)
unboundedaswell, thusresultingin unboundedpriority inversion Suchsituationscan
causehavoc in applicationsvherehigh-priority threadsdemandsomelevel of guaranteed
throughput.

Anotherproblemrelatedto usingmutualexclusion,deadlo&, hasalreadybeenmen-

tionedin one of the previous chapters.Deadlockresultswhentwo or morethreadsare

Ti Th Tm
synchronized(mon) { foo();
0l1.f++;
02.f++;
bar();

}

Figure4.1. Priority inversion
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T TO
synchronized(monl) { synchronized(mon2) {
0l1.f++; 02.f++;
synchronized(mon2) { synchronized(monl) {
bar(); foo();
} }
} }

Figure4.2. Deadlock

unableto proceedbecausesachis waiting to acquirea monitor held by another Such
a situationis easily constructedor two threads,T and T? asillustratedin Figure4.2.
ThreadT acquiresmonitormoniwhile T9acquiresmonitormon2thenT triesto acquire
mon2while T?tries to acquiremon resultingin deadlock. Deadlocksmay also result
from afarmorecomple interactionamongmultiple threadsandmay stayundetectedin-
til and beyond applicationdeployment. The ability to resole deadlocksdynamicallyis
muchmoreattractve thanpermanentlystallingsomesubsebf concurrenthreads.

For real-world concurrenprogramswith comple« moduleanddependengstructures,
it is dif cult to performan exhaustve explorationof the spaceof possibleinterleavings
to determinestaticallywhendeadlocksor priority inversionmay arise.Whenstatictech-
niquesareinfeasible dynamictechniqguesanbeusedbothto identify theseproblemsand
to remedythemwheneer possible. Solutionsto the unboundedriority inversionprob-
lem, suchasthepriority ceilingandpriority inversionprotocolg52] areexamplesof such
dynamicsolutions.

Thepriority ceilingtechniqueaaiseghepriority of any threadtrying to acquireamoni-
tor to thehighestpriority of arny threadthateveruseshatmonitor(i.e., its priority ceiling).
Thisrequiregheprogrammeto supplythepriority ceiling for eachmonitorusedthrough-
outthe executionof aprogram.In contrastpriority inheritancewill raisethe priority of a
threadonly whenholdinga monitorcausest to block a higherpriority thread.Whenthis

happensthelow priority threadnheritsthepriority of thehigherpriority threadt is block-
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ing. Both of thesesolutionspreventa mediumpriority threadfrom blockingthe execution
of the low priority thread(andthusalsothe high priority thread)inde nitely. However,
evenin theabsencef a mediumpriority thread the high priority threadis forcedto wait
until the low priority threadreleasests monitor. In the examplepresentedn Figure4.1,
sincethetime to executemethodbar() is potentiallyunboundedhigh priority threadTy,
may still be delayednde nitely until low priority threadT, nishes executingbar() and
releaseghe monitor. Neither priority ceiling nor priority inheritanceoffer a solutionto
this problem.We arealsonot awareof ary existing solutionsthatwould enabledynamic
resolutionof deadlocks.

We useoptimistic transactiongsa foundationfor a more generalsolutionto resolv-
ing priority inversionand deadlockproblemsdynamically (and automatically without
changedo thelanguagesemantics) revocablemonitors. We retainthetraditionalmodel
of managingconcurreng controlin Java, thatis mutually exclusive monitors,andaug-

mentit with additionalmechanismsriginatingin therealmof optimistictransactions.

4.1 Design

Oneof the main principlesunderlyingthe designof revocablemonitorsis complete
transpaency programmersnustperceve all programsexecutingin our systemto behae
exactly the sameason all otherplatformsimplementedaccordingto the Java Language
Speci cation[23]. In orderto achieve this goalwe mustadhereto Java's executionse-
mantics[23,38] andfollow the Jara Memory Model [43] accessules.

In both of the scenariosllustratedby Figures4.1 and 4.2, one canidentify one of-
fendingthreadthatis responsibldor theoccurrencef priority inversionor deadlock.For
priority inversionthe offendingthreadis the low-priority threadcurrently executingthe
monitor. For deadlockijt is eitherof thethreadsengagedn deadlock.

In a systemusingrevocablemonitors,every (outermost)synchronizedlock is exe-
cutedasan optimistic transaction.Whenpriority inversionor deadlockaredetectedthe

transactiorexecutedoy theoffendingthreadgetsabortedandthensubsequentlye-started.
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Figure4.3. Resolvingpriority inversion

In otherwords,the monitor protectingthe synchronizedlock andthe transactiorassoci-
atedwith themonitorgetrevoked— it appearsasif the offendingthreadhadnever entered

this sectionof code.

4.1.1 ResolvingPriority InversionandDeadlock

The designof revocablemonitorsdeviatesslightly from the traditional understand-
ing of optimistictransactionsge ned in termsof thethree-phasapproachasdescribed
in Sectionl1.2.3. Becauselara monitorsare mutually exclusive, they alreadyguarantee
serializability during concurrentexecution. Thus, insteadof beingre-directedto a log,
updatescanbe performed-‘in-place” (asdescribedn Section2.2 discussingsupportfor
logging) and the validation phasecan be omitted. Logging however is still requiredto
supportthe procesof undoingmodi cations performedwithin aregion protectedoy the

monitorbeingrevoked.
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The processof resolvingpriority inversionusing revocablemonitorsis illustratedin
Figure 4.3, wherewavy lines representhreadsT; and Ty, circlesrepresenbbjectsol
ando2, updatedobjectsaremarked grey, andthe box representshe dynamicscopeof a
commonmonitorguardinga synchronizedlock executedoy thethreads.This scenaridas
basednthecodefrom Figure4.1(dataacces®perationgperformedvithin methodbar()
have beenomittedfor brevity). In Figure4.3(a),low-priority threadT, is aboutto starta
transactionand enterthe synchronizedlock protectedby monitor mon which it does
in Figure4.3(b), modifying objectol. High-priority threadT, triesto acquirethe same
monitor, but is blockedby T, (Figure4.3(c)). Here,a priority inheritanceapproactwould
raisethe priority of threadT, to thatof Ty, but Ty, would still have to wait for T, to release
the monitor. If a priority ceiling protocolwasused ,the priority of T; would be raisedto
the ceiling uponits entry to the synchronizedlock, but the problemof Ty, beingforced
to wait for T, to releasethe monitor would remain. Instead,our approachrevokesT,'s
monitormon all updatego ol areundone monitormonis releasedandT,'s synchronized
block is re-executed.ThreadT; mustthenwait while T, startsits own transactiongnters
the synchronizedlock, updatesobjectsol (Figure 4.3(e))and o2 (Figure 4.3(f)), and
commitsthetransactiorafterleaving the synchronizedlock. At this pointthe monitoris
releasecand T, will re-gainentryto the synchronizedlock. In the proceduredescribed
above, revocationof T;'s monitorlogically re-schedule§; to run afterT,,.

The processof resolvingdeadlockis illustratedin Figure4.4. The wavy linesrepre-
sentthreadsT and T? circlesrepresenbbjectsol and 02, updatedobjectsare marked
grey, andthe boxesrepresenthe dynamicscopesf monitorsmonlandmon2 This sce-
nario is basedon the codefrom Figure4.2. In Figure4.4(a)threadT is aboutto enter
the synchronizedlock protectedby monitor monl In Figure4.4(b) T acquiresmonl
startsa transaction,updatesobject 01 and attemptsto acquiremonitor mon2 In Fig-
ure4.4(c)threadT: is aboutto enterthe synchronizedlock protectedoy monitor mon2
In Figure4.4(d)thesamethreadacquiresmon2startsa transactionypdatesbjecto2 and
attemptgo acquiremonitormonl At this pointboththreadsaredeadloclked—both T and

TCareblocked becausesachis waiting to acquirea monitor held by the other In order
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Figure4.4. Resolvingdeadlock

to supportdeadlockdetection the run-time systemmay usea dynamicallybuilt wait-for
graph[24] representinghe waiting relationshipsetweerthreads Detectionof ary cycle
in the wait-for graph(which canbe doneperiodically by the run-time system)indicates
existenceof deadlock. Alternatively, time-outsmay be usedfor the samepurpose[24].
We assumehatthreadT's outermosimonitoris selectedor revocation: monitormonlis
releasedall updatego 01 areundoneandexecutionof thesynchronizedlockis re-tried.
ThreadT °maythenacquiremonitormoniproceedo executemethodfoo() (dataaccess
operationgerformedwithin methodfoo() have beenomittedfor brevity), releaseboth
monitormonlandmonitormon2andcommitits transactior{Figure4.4(f)).
Someinstance®f deadlockcannotberesolhedusingrevocablemonitors.If deadlock
is guaranteedo arisedueto the way the synchronizatiorprotocolhasbeenprogrammed
(independentlyof scheduling)when using traditional non-rezocablemonitors, then the
deadlockalsocannotbe resoled by revocablemonitors. Considerthe codefragmentin
Figure4.5. Becauseof control- ow dependenciesll executionsof this programunder
traditional mutual exclusionwill eventuallyleadto deadlock. Whenexecutingthis pro-

gramusingrevocablemonitors,the run-time systemwill attemptto resole deadlockby
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T TO
synchronized(monl) { synchronized(mon2) {
while (lol.f) { while (lo2.f) {
synchronized(mon2) { synchronized(monl) {
bar(); foo();
} }
} }
02.f = true; ol.f = true;
} }

Figure4.5. Schedule-independedeadlock

revoking oneof thethreads'outermosimonitors. Let's assumehatthreadT's outermost
monitor is selectedfor revocation. In orderfor threadT°to make progressit mustbe
ableto obsenre updatesperformedby threadT which have not yet beenexecuted. As
aresult, TYis unableto proceed- it will maintainownershipof the monitorsit hasal-
readyacquiredwhich will eventuallyleadto anotherdeadlockonceexecutionof thread
T is resumedNote however, thatwhile revocablemonitorsareunableto assisin resolv-
ing schedule-independedeadlocksthe nal obsenableeffect of the resultinglivelock
(i.e., repeatecttemptdo resole the deadlocksituationthroughaborts)is the sameasfor
deadlock-noneof thethreadswill make progress.

Theintroductionof revocationgnto thesystenrequiresacarefulconsideratiorf their
interactionbetweenwith the Java Memory Model [43]. We elaborateon theseissuesin

thefollowing sections.

4.1.2 TheJavaMemoryModel (JMM)

The JMM [43] de nes a happens-bef@relation (written .Pb) amongthe actionsper
formed by threadsin a given execution of a program. For single-threadedaxecution
the happens-beforeelationis de ned by programorder For multi-threadedexecution

a happens-beforeelationis inducedbetweena releaseand a subsequenacquireopera-
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acqouter)
acqinner)
wt (V)
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T acqg(inner)
rd (v)
<reI(inner)
ABORT

Figure4.6. Revocationinconsistentvith the JIMM dueto monitornesting

tion on a given monitor mon The happens-beforeelationis transitve: op " op0 and
or? 1™ op%imply op ' 0P% The JIMM shareddatavisibility rule is de ned usingthe
happens-beforeelation: areadrd (v) is allowedto obsenre awrite wt(v) to agivenvari-
ablev if rd (v) doesnothapperbeforewt(v) andthereis nointerveningwrite wt{v) such
thatrd(v) fb wtqv) fb wt(v) (we saythatareadbecomegead-writedependenbn ary
write thatit is allowedto see).In otherwords,for every pair of operationconsistingof a
readandawrite, a programmecanrely onthereadto obsere thevalueof thewrite only
if the readis read-writedependent.Consideringthesede nitions we canconcludethat
it is possiblefor partial resultscomputedby somethreadT executingthe synchronized
block protectecby monitormorto becomevisible to (andto beusedby) anothetthreadT ©
evenbeforethreadT releasesnon This could happerif anoperationexecutedby thread
T beforereleasingnoninduceda happens-beforeelationwith anoperationof threadT ©
However, subsequentevocationof T's monitor would undothe updateandremove the
happens-beforeelation, making the value seenby T9 appear‘out of thin air” andthus
make the executionof T%inconsistentith the JIMM.

An exampleof suchan executionappearsn Figure 4.6 (arrows depictthe happens-
beforerelation),whereexecutionof threadT's outermostmonitor getsrevoked at some
point. Initially, threadT startsa transactionacquiresmonitor outer andsubsequently
monitorinner , writesto a sharedvariablev andreleasesnonitorinner . ThenthreadT ©

startsits own transactionacquiresmonitor inner , readsvariablev, commitsthe trans-
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acqmon)
wt (vol)
T rd(vol)
ABORT

Figure4.7. Revocationinconsistentvith the JIMM dueto volatile variableaccess

actionandreleasesnonitorinner . The executionis JMM-consistenup to the point of
abort: the readperformedby TCis allowed but abortingthe transactiorexecutedby T is
goingto violate consisteng with respecto the JIMM.

A similar problemoccurswhenvolatile variablesare used. Volatile variableshave
differentaccessemanticghen“regular” variables. Accordingto the IMM, thereexists
a happens-beforeelation betweena volatile write and all subsequentolatile readsof
the same(volatile) variable. For the executionpresentedn Figure4.7 vol is a volatile
variableandarravs depictthe happens-beforeelation. As in the previous example,the
executionis JIMM-consistenup to the abortpoint becausehe readperformedby TCis
allowed but the abortwould violate consisteng. We now discusspossiblesolutionsto

theseconsisteng-preserationproblems.

4.1.3 PreservingMM-consisteng

Several solutionsto the problemof preservinglMM-consisteng canbe considered.
We mighttraceread-writedependencieamongall threadsanduponrevocationof amon-
itor trigger a cascadeof revocationsif read-writedependencieare violated. An obvi-
ousdisadwantageof this approachs the needto considerall operationgincludingthose
performedoutsideof synchronizedlocks)for potentialrevocation. In the executionof
Figure4.7 the volatile readperformedby T°would have to be undoneeven thoughit is
not guardedby any monitor. In generalthe ability to undoanarbitrarypartof athreads

computatiorcouldresultin the executionof the entirethreadto betransactionalwvhichis
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static boolean v=false;

T 7O

synchronized(outer) { while (true) {

synchronized(inner)  { synchronized(inner)  {

v=true; if (v) break;
} }
}

/I ABORT

}

Figure4.8. Reschedulinghreadexecutionin the presenc®f revocations
may not alwaysbe correct

likely to incur considerable@verhead Furthermoreto applythis solution,thefull execu-
tion context of eachthread(i.e., its instructionpointer, registers threadstacketc) would
have to beavailablein thetransactiors log in additionto its shareddataoperationsCon-
siderasituationbasednthe sameexample(Figure4.7)wherethreadT °returns(from the
currentmethod)afterreadingvol (andpotentiallyusingit to performadditionalcomputa-
tion) but beforethreadT is askedto revoke its monitormon Without theability to restore
the full executioncontext of TC revocationof the effects of its own operationbecomes
infeasible.

Another possiblesolutionis to re-schedulehe executionof threadsin problematic
cases.In the examplesof Figures4.6 and4.7, if threadT % executesfully beforethread
T, thenthe executionwill still be IMM-consistentRevocationof T's outermosimonitor
doesnot violate consisteng sincenoneof the updatesperformedby T arevisible to T°
Besidesthe obvious questionaboutthe practicality of re-schedulingasa solution(some
knowledgeaboutthe future actionsperformedby threadswould be required),therealso
remainstheissueof correctnessWhile re-schedulingnay be correctin somecasesit is
not necessarilyorrectin others.Considerthe Java programof Figure4.8. Completionof
threadTis dependentiponit seeingthe effect of T executingthe statemenv=true . If

we chooseo rescheduld %to runbeforeT, knowing thatT's outermostnonitormightbe
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revoked, thenthe executionof Twill never complete.Of coursejf we make the “right”
choiceto rescheduld@ after T, thingswill work. Therearehowever, similar casesvhere
reschedulingnever works.

The solutionthatdoesseem e xible enoughto handleall possibleproblematiccases,
andsimpleenoughto avoid usingcomplex analysesand/ormaintainingsigni cant addi-
tional meta-datais to disablethe revocability of monitorswhoserevocationcould create
inconsistenciesvith respecto the JIMM. As a consequence)ot all instancesof priority
inversionor deadlockcanbe resolhed. We mark a monitor, andthusa threadexecuting
the synchronizedlock protectedby this monitor, non-revocablewhen a read-writede-
pendeng is createcbetweena write performedwithin the block! anda readperformed
by anotherthread. Detectingthe possibility for this is relatively straightforward, without
needingo trackevery read,solong aswe trackmonitoracquire/releasdependenciess
follows. Whenathreadholdinganoutermonitoracquiressomeinnermonitor, it becomes
associatedvith theinnermonitor. Thisassociatioris clearedvhenthethreadreleaseshe
outermonitor, or whenthethreadis madenon-revocable.Any otherthreadarriving atthe
monitorwill simply make non-revocableary threadassociateavith thatmonitor, clearing
the association.f the arriving threaditself holdsan outermonitor thenit now becomes
associateavith themonitor. A monitoris alsomarked non-rezocableif it containsawrite
to a non-\olatile variable. We believe this solutiondoesnot severely detractfrom the ef-
fectivenes®f ourtechniquelntuitively, programmergrotectaccesset the samesubset
of shareddatausing the samesetof monitors;in suchcasesthereis no needto force
non-revocability of arny of the monitors(evenif they are nested)sincemutualexclusion
inducedby monitor acquisitionpreventsgeneratiorof problematicdependencieamong
thesethreads.

Thereexist otherJava constructghataffect revocability of monitors. Calling a native
methodwithin a synchronizedlock alsoforcesnon-revocability of the monitor protect-
ing theblock (andall of the monitorsprotectingthe enclosingsynchronizedlocksif it is

nested)sincethe effectsof a natve methodcannotgenerallybe undone(e.g., printing a

1Thewrite mayadditionallybe protectedoy othermonitorsnestedwithin mon
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messagéo theconsole).The sameappliesto executionsvhereawait methodis invoked
within a nestedmonitor? Revocationof the monitor protectinga wait call would result
in a situationwherethe matchingnotify call (that“woke up” the waiting thread)“dis-
appears’(i.e., doesnot getdeliveredto ary thread)which would violate Java execution
semanticsA call to notify doesnotforceirrevocability of enclosingmonitors:Javaper
mits “spuriouswake-ups’[43] andanoti cation performedwithin arevokedmonitorcan

beconsideredssuch.

4.2 Implementation

Whendiscussinghedetailsof ourimplementationywe concentratendescribingcom-
piler and run-time supportnecessaryo supportrevocations. Becauseserializability is
guaranteedby the presencef mutualexclusion,trackingof shareddatadependencies
notrequired.For our casestudywe chosethepriority inversionproblem ratherthandead-

lock resolutionasanexcellentvehicleto measurehetrade-ofs inherentin ourapproach.

4.2.1 Logging

Loggingis realizedthroughthe useof readandwrite barriers describedn Section2.4.
Bothcompilersprovidedwith thedistributionof ourimplementatiorplatform,JikesRVM,
have beenmodi ed to inject barriersfor every storeoperation(representetly thefollow-
ing bytecodesputfield for objectstores Xastore for arraystoresandputstatic for
staticvariablestores.Oncea threadstartsa transactiorandentersa synchronizedlock,
the barriersrecordin the log every modi cation performedthroughoutexecutionof the
entiretransaction{until thetransactioris eithercommittedat the endof the synchronized
block or aborted).The informationstoredin the log canthenbe usedto undooperations

ontheshareddatain caseof thetransactiors abort.

2A monitorobjectassociateavith the receiver objectis releasedipona call to wait andre-acquirechfter
returningfrom the call. In the caseof a non-nestednonitor a potentialrevocationwill thereforenot reach
beyondthepointwhenwait wascalled.
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We implementedhelog asa sequentiabuffer. For objectandarraystoreshreevalues
arerecordedthetargetobjector array theoffsetof themodi ed eld orarrayslot,andthe
previous(old) valuein that eld/slot. For storeso staticvariabletwo valuesarerecorded:
the offset of the staticvariablein the global symboltable(i.e., the JTOC in JikesRVM)

andthepreviousvalueof thatvariable.

4.2.2 Revocation

Thereexist two differentsynchronizatiorconstructan Java: synchronizedmethods
andsynchronizedlocks. We treatthemuniformly, by transformingsynchronizedneth-
odsinto non-synchronize@quivalentswhoseentire body is enclosedn a synchronized
block. For eachsynchronizednethodwe createa non-synchronizeevrapperwith a sig-
natureidenticalto the original method. We Il the body of the wrappermethodwith a
synchronizedlock enclosingan invocationof the original (non-synchronizedjnethod,
which hasbeenappropriatelyrenamedo avoid nameclashesWe alsoinstructJikesRVM
to inline the original methodwithin thewrapperto avoid performanceenaltiegelatedto
the deleggationof methodinvocations. This approachgreatlysimpli es our implementa-
tion,? is extremelysimpleandrobust,andalsoef cient becausef inlining.

As describedin Section2.5, we usea modi ed versionof the exception handling
mechanismto supportrevocations. We usebytecodere-writing (supportedoy the Byte-
codeEngineeringLibrary from Apache)to wrap eachsynchronizedlock with the ap-
propriateexceptionhandlerandto inject coderesponsibldor recordinglocal stateat the
pointwhenthesynchronizedlock (andits respectre transactionytarts.Sincerevocation
may involve a nestedsynchronizedlock, eachhandlerof the Revokeexceptioninvokes
aninternal(virtual machinelevel) methodto checkif it correspondso the synchronized
block that needsto be re-executed. If it does,thenthe handlerrestoresdboth sharedand

local state, releaseshe monitor protectingthe synchronizedlock andreturnscontrol to

3We needonly handleexplicit monitoenter and monitoexit bytecodeswithout worrying aboutimplicit
monitoroperationgor synchronizedanethods.
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thebeginningof this block. Otherwisethehandlerre-thravs the Revokeexceptionto the
enclosingsynchronizedlock, afterreleasinghe monitor protectingthe innerblock.

Java supportghe notion of default exceptionhandlers.Suchdefault handlersanclude
bothfinally  blocks,andcatch blocksfor exceptionsof type Throwable, of which all
exceptions(including Revokg are instances.We mustthereforemodify the exception
handlingmechanisnto preventthesehandlerdrom beingrun while handlingthe Revoke
exception,in orderto presere thetransparengrequiremen{asdescribedn Section2.5).
Thedefaultbehaior still appliesfor all otherexceptionsto presere the standardseman-

tics.

4.2.3 Priority InversionAvoidance

Detectingpriority inversionis reasonablysimple. A threadacquiringa monitor de-
positsits priority in the headerof the monitor object. Beforeanotherthreadcanacquire
the monitor, the schedulercheckswhetherits priority is higherthanthe priority of the
threadcurrentlyexecutingwithin the synchronizedlock. If it is, thenthe scheduletrig-
gersrevocationof the monitor held by the low priority thread,to allow its acquisitionby
the high-priority thread.Therevocationis triggeredby settinga ag checled by the low-
priority threadat the subsequengieldpoint* (the Revokeexceptionis thrown if the ag is
set). If theincomingthreads priority is lower, it blockson the monitorandwaits for the
otherthreadto completeexecutionof the synchronizedlock.

JikesRVM doesnotincludea priority schedulerthreadsarescheduledn round-robin
order This doesnot affect the generalityof our solutionnor doesit invalidatethe results
obtainedsincethe problemssolved by our mechanismsannotbe solvedsimply by using
a priority scheduler However, in orderto make the measurementmdependenbdf the
randomorderin which threadsarrive at a monitor, we augmenteanonitor queuedo take
priority into accountA threadcanhave eitherhigh or low priority. Whenathreadreleases

amonitor, anotherthreadis scheduledrom the queue.If it is a high-priority thread,it is

4JikesRVM supportgpseudo-preemptethreadscheduling Threadswitchesareonly possibleattheexplicit
yieldpointsinsertedby the compilerinto the code-streanat pre-speci edpoints(e.g., loop back-edges).
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allowedto acquirethe monitor. If it is a low-priority thread,it is allowedto run only if

thereareno otherhigh-priority threadswaiting in thequeue.

4.3 ExperimentaEvaluation

We quantifytheoverheadf therevocablemonitorsmechanisnusingadetailedmicro-
benchmarkWe measurexecutionghatexhibit priority inversionto verify if theincreased
overheadsnducedby our implementatiorare mitigatedby higheroverall throughputof
high-priority threads.The experimentsare performedfor a uni-processosystem.Since
revocablemonitorsdo nothingto increaseconcurreng in applications applicationswill
exhibit nomoreparallelismusingrevocablemonitorson multi-processorghanthey would
usingnon-rezocablemonitors. In our results,it is to be expectedthatrevocablemonitors
usedto addresgpriority inversionwill sacri ce throughputof low-priority threadso im-
prove throughputof high-priority threads.As a result, total throughputwill suffer. Our
resultsquantifythis sacri ce of total throughputo beapproximately30%,while through-

putfor high-priority threadamprovesby 20%to 160%.

4.3.1 BenchmarkProgram

Themicro-benchmarkxecutessererallow-priority andhigh-priority threadssontend-
ing on entry to the samesynchronizedlock. Regardlessof their priority, all threadsare
compiledidentically, with write barriersinsertedto log updates.and specialexception
handlersinjectedto supportrevocationsof monitors. Thoughour benchmarks struc-
tured so that only monitorsof low-priority threadswill actually be revoked, updatesof
both low-priority andhigh-priority threadsareloggedfor fairnessgventhoughmonitors
of high-priority threadsarenever revoked. Every threadexecutegshe synchronizedlock
100times. The synchronizedlock containsan innerloop containingan interleaved se-
guenceof readandwrite operations.We emphasizehat our micro-benchmarkasbeen
constructedo gaugethe overheadsnherentin our techniquegthe costsof re-execution,

logging, etc) andnot necessarilyo simulateary particularreal-life application. We do
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not biasthe benchmarlstructurein favor of our mechanism®y arti cially extendingthe
executiontime usingbenign(with respecto logging) operationge.g., methodcalls). We
make the executiontime of a synchronizelock directly proportionalto the numberof
shareddataoperationgperformedwithin thatblock. We x edthe numberof iterationsof
theinnerloop for low-priority threadsat 500K, andvariedit for the high-priority threads

(100K and500K). Theremainingparameter$or our benchmarknclude:

Theratio of high-priority threadgo low-priority threads- we usedthreecon gura-

tions:2+ 8,5+ 5,and8+ 2, high-priority pluslow-priority threadsrespectiely.

Theratio of write to readoperationgerformedwithin the synchronizedlock—we
usedsix differentcon gurationsrangingfrom 0% writes(i.e., 100%reads}o 100%

writes(i.e., 0% reads).

Our benchmarlalsoincludesa shortrandompausetime (on averageapproximately
a singlethreadquantumin JikesRVM) right beforeentry to the synchronizedlock, to
ensureaandomarrival of threadsatthe monitor protectingthe block.

Ourthesisis thatthetotal elapsedime of high-priority threadscanbeimprovedusing
revocations at the expenseof longerelapsedime for low-priority threads.Improvement
is measuredagainstan implementationthat provides no remedyfor priority inversion.
Thus, for every run of the micro-benchmarkve comparethe total time it takesfor all

high-priority threadso completetheir executionfor thefollowing two settings:

An unmodi ed versionof JikesRVM that doesnot allow revocationof monitors:
when a high-priority threadwantsto acquirethe monitor alreadyheld by a low-

priority threadit waitsuntil thelow-priority threadexits the synchronizedlock.

A modi ed versionof JikesRVM equippedwith the compilerandrun-timechanges
to supportrevocationof monitorsheldby low-priority threadswhena high-priority
threadwantsto acquirea monitor held by alow-priority threadit signalsits intent,
resultingin the monitor held by the low-priority threadbeingrevoked at the next

yield point.
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To measurehe total elapsedime of high-priority threadswe take two time-stamps
for eachhigh-priority thread: onewhenit beginsits run() methodandone at the end
of its run() method. We computethe total elapsedtime for all high-priority threads
by subtractinghelatestendtime-stampof all high-priority threadsrom the earliestbegin
time-stampof all thehigh-priority threads We alsorecordtheimpactthatour solutionhas
ontheoverall elapsedime of the entiremicro-benchmarkincludinglow-priority elapsed
times:thisis simply the differencebetweerthe endtime-stampof thelastthreadto nish
andthebegin time-stampof the rst threadto start,regardlesf priority.

The measurementwere taken on an 800MHz Intel Pentiumlll (Coppermine)with
1GB of RAM runningLinux kernelversion2.4.20-13.{RedHat7.0). A benchmarkun
consistsof oneinvocationof the VM in which the benchmarks repeatedix times. We
discardthe resultsof the rst iteration,in which the benchmarkclassesare loadedand
compiled,to eliminatethe overhead®f compilation. We reportthe averageelapsedime
for the ve subsequenterations,andshav 90% con denceintenalsin our results.Our
systems basednJikesRVM 2.2.1andwe useacon gurationwhereboththeVM (which
is itself implementedandbootstrappedh Jara) anddynamicallyloadedclassesarecom-
piled usingthe optimizing compilerby default. Evenin this con guration thereremain
somemethodge.g., classinitializers) that overridethis settingandare compiledwithout

optimization.

4.3.2 Results

Figures4.9 and 4.10 plot elapsedimes for high priority threadsexecutedon both
the modi ed versionof JikesRVM (indicatedby a solid line) and the unmodi ed one
(indicatedby a dottedline), normalizedwith respecto the con guration executing100%
readson the unmodi ed version(usingstandarchon-rezocablemonitors). We normalize
with respecto the100%readsenchmarkcon gurationsoasto obtainastandardaseline
for illustrating performancerendsas the read/writemix changes.In Figure 4.9 every

high priority threadexecuteslO0K internaliterations;in Figure4.10the iterationcount



48

=) £ =)

O 2 — T O 2 — T O 2 — T

< - unmodified < - unmodified < - unmodified

£ 1.6- c 1.6 € 1.6-

= = =

o o o

S ~ E1.2 P 2 E12 B . B
N gl S
= 0.8 = 0.8 = 0.8 b
o o o /’*—P’&’_—I
o o e @

2 0.4 204 1 Q04 4
ke < e

(] o Ll L

o

o

20 40 60 80 100 20 40 60 80 100 20 40 60 80 100
Shared writes (%) Shared writes (%) Shared writes (%)

(a) 2 high-priority, 8 low-priority (b) 5 high-priority, 5 low-priority (c) 8 high-priority, 2 low-priority

Figure4.9. Total time for high-priority threads; 100K iterations

=) =) =)

O 2 T T Q 2= T T O 2 T T
© -+ unmodified © -+ unmodified © - unmodified
e 1.6- e 1.6 e 1.6-

5] 5] 5]

E12 P = E12r T e 1 E12
e N e

= 0.8 08— | =o0§

e} o S
Sod—™— 13 ?

Q0.4f 4 QO.47 4 Q0.4f

< K] <

W ol w4l w gl

20 40 60 80 100 20 40 60 80 100 20 40 60 80 100
Shared writes (%) Shared writes (%) Shared writes (%)

(a) 2 high-priority, 8 low-priority (b) 5 high-priority, 5 low-priority (c) 8 high-priority, 2 low-priority

Figure4.10. Total time for high-priority threads500K iterations

is 500K. In each gure: thegraphlabeled(a) re ects a workloadconsistingof two high-
priority threadsandeightlow-priority threadsithe graphlabeled(b) re ects a workload
consistingof ve high-priority and ve low-priority threads;and, the graphlabeled(c)
re ects aworkloadconsistingof eighthigh-priority threadsandtwo low-priority ones.

If theratioof high-prioritythreadgo low-priority threadss relatively low (Figures4.9-
4.10 (a)(b)), the modi ed versionof JikesRVM improvesthroughputfor high-priority
threadsby 20%to 160%over the unmodi ed one. Averageelapsed-timayain acrossall
the con gurations,including thosewherethe numberof high-priority threadsis greater
thanthe numberof low-priority threads,s 78%. If we discardthe con guration where
thereareeighthigh-priority threadscompetingwith only two low-priority onesthe aver-
ageelapsedime of ahigh-prioritythreads half thatof theexecutiontime for thereference

(unmodi ed) version.
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Notethatthein uence of differentread-writeratioson overall performancas small;
recallthat all threadsregardlessof their priority, log all updateswithin a synchronized
block. Thisimpliesthatthe costof operationgelatedto log maintenancandundoingof
partialresultsis alsosmall,comparedo theelapsedime of theentirebenchmarkindeed,
theactual“workload” (the contentsf the synchronizedlock) in thebenchmarlconsists
entirelyof dataacces®perations- nodelays(methodcalls,emptyloops,etc) areinserted
in orderto arti cially extendits executiontime. Sincerealisticprogramsarelik ely to have
amorediversemix of operationsthe overheadsvould be evensmallerin practice.

As expected,f the numberof write operationswithin the synchronizedlock is suf-

ciently large, the overheadof logging and roll-backs may start outweighingpotential

bene t. For example,in Figure4.10(c),undera 100%write con guration,every high pri-
ority threadwrites,andthuslogs,approximatelyp 00K wordsof datain every executionof
a synchronizelock. We believe that synchronizedlocksthat consistentirely of write
operationf this magnitudearerelatively rare.

As the ratio of high-priority threadsto low-priority threadsincreasesthe bene t of
our stratgy diminishes(seeFigures4.9(c) and4.10(c)). This is expected;sincethere
arerelatively fewer low-priority threadsn the systemthereis lessopportunityto “steal”
cyclesfrom themto improve throughputof higherpriority ones. We note,however, that
evenwhenthe versionof JikesRVM usingrevocationshaswealer performancehanthe
unmodi edimplementationtheaveragadifferencan executiontimeis only afew percent.

Figures4.11and4.12 plot overall elapsedimesfor the entire applicationexecuted
on bothmodi ed (solid line) andunmodi ed (dottedline) versionsof JikesRVM. These
graphsarealsonormalizedwith respecto a con guration executing100%treadson the
unmodi ed VM. Notethattheoverall elapsedime for themodi ed versionof JikesRVM
must always be longer than for the unmodi ed one. If we disalloved revocability of
monitors, threadsexecutingon both versionsof the VM would needexactly the same
amountof time to executetheir workloads(modulocostsrelatedto theimplementatiorof
ourmechanism$or themodi ed VM suchasbarriersJog maintenancegtc). However, if

the executionof monitorscanbe revoked, low-priority threadsexecutingon the modi ed
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VM will re-executepartsof their synchronizedlocks,thuslengtheningoverall elapsed
time. Sinceour focusis on lowering elapsedimesfor high priority threadswe consider
the impacton overall elapsedime (on average30% higheron the modi ed VM) to be
acceptablelf our mechanisnis usedto resole deadlockghentheseoverheadsnay be

anevenmoreacceptablgriceto payto obtainprogressy breakingdeadlocks.

4.4 RelatedWork

A solutionclosein spirit to revocablemonitorshasbeensubsequentlyroposedoy
Mansonetal. [42]. Their preemptibleatomicregions(PARs) areanextensionto the Real-
Time Speci cationfor Java[11]. PARs addresghe problemsof priority inversionand
deadlockin real-timeconcurrentprogrammingfocusingon providing real-timeguaran-

tees,suchasthe ability to computeworst-caseexecutiontime for all methodsexecuting
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in the system.Their implementatiorhasbeenrealizedin the Ovm real-timeJava virtual
maching2] for a uni-processosetting.Similarly to our own solution,PARs areexecuted
aslightweighttransactionsHowever, only onetransactiorcanbe presenin the systemat
ary giventime. A threadthatis executinga PAR getsimmediatelyabortedonceanother
threadattemptdo startexecutingits own PAR. Thisguaranteethedesiredatomicityprop-
erty—thereis nointerferencebetweeroperationf threadsxecutingdifferentPARs and
no threadexecutinga PAR canobsere partial effectsproducedoy anotherthreadexecut-
ing adifferentPAR. Updategperformedby threadswithin PARs operatedirectlyonshared
data— they canbeundoneusinginformationrecordedn thesequentialog if atransaction
needgto be aborted. Abortedtransactionsre automaticallyre-executed(supportfor re-
executionis providedthroughbytecodeae-writing). Becausenly onePAR canexecuteat
ary giventime, only asingleinstanceof thelog needgo be presentn thesystem.n order
to satisfythereal-timerequirementsthe size of the log mustbe bounded.Programmers
areresponsibldor settingthe sizeof thelog a priori, in orderto allow computatiorof the
worst-casexecutiontime for methodscontainingPARs. PARs arebackwardscompatible
with theoriginal formulationof the RTSJ— programsanusea mixture of PAR-basedand
traditionalsynchronization.The experimentalresultsdemonstratémprovementsn both
predictabilityof theresponseime andthe overall throughputof the high-priority threads,
whencomparedo solutionsbasedn mutualexclusion.

Earlierin this chapterwe have discusseather moretraditional,dynamictechniques
to handlepriority inversion,suchasthe priority inheritanceandthe priority ceiling pro-
tocols. However, apartfrom the solution presentedy Mansonet al. and more general
transactionaschemegpresentedh Chapter3, very few dynamicsolutionsto handledead-
lock exist.

Zeng[16] proposedo treatdeadlockoccurrencegsrun-timeexceptions.In his sys-
tem, a broaderthanusualde nition of deadlockis assumedincluding situationswhena
threadis blocked while waiting for a noti cation. Thereforejn additionto usinga wait-
for graph(describingwaiting relationshipetweernthreads)time-outsareusedto detect

deadlockin his system.Detectionof deadlockis signaledby throwing a run-timeexcep-
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tion which encodesnformationthat cansubsequentlype usedby anapplication-speci ¢
(provided by the programmer)eadlockresolutionprocedure.The proposedschemenhas
beenimplementedn the Latte Java Virtual Machine[1] but no empiricalevidencecon-
cerningtherelatedoverhead$iasbeenprovided.

Zeng and Martin [17] describea techniqueto prevent occurrence®f deadlocksin
Javadynamically At run-timethey constructa lock-ordergraphwhich recordsthe order
in which mutual-exclusionlocks areacquiredglobally by the application. Cyclesin the
graphrepresensetsof locks that can potentially form a deadlock. In orderto prevent
deadlockrom happeningany threadtrying to acquirealock from thecyclic lock-setmust

rst (implicitly) acquireaphantomock —aspecialock designatedby therun-timesystem
andassociateavith everycyclic lock-set.Acquisitionof thephantomock guaranteethat
only onethreadcanhold ary lock from the cyclic lock-setat ary giventime andthusno
deadlockinvolving ary of theselocks canoccur Their implementatiorof the deadlock
preventionschemen the Latte Java Virtual Machineexhibits low run-timeoverheadgon
theorderof 3%), but cannotpreventdeadlockghatoccurduring constructiorof thelock-
ordergraph. The effectsthat the introductionof phantomlocks may have on the JIMM

visibility ruleshave notbeendiscussedh theirwork.

45 Conclusions

In this chaptemwe have describechow optimistictransactionganbe adoptedo solve
priority inversionand deadlockproblems. We have demonstratedhe effectivenessof
our approachin improving throughputof high-priority threadsin a priority scheduling
environment. Our experimentsndicatethat throughputfor high-priority threadscanbe

improvedby 20%to 160%at a costof approximately380%total throughputoss.
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5 SAFEFUTURES

A future is a simple and elegant concurreng abstraction,ntroducedfor the rst time
in MultiLisp [25]. The MultiLisp future keyword is usedto annotateexpressiongo
have them evaluatedconcurrently(asynchronouslyyvith the restof the program. Such
anannotatedxpression(i.e., future) returnsa placeholdethatultimately holdsthe value
yieldedby the expression.Theresultof thefuture's evaluationcanberetrieved at a later
time from theplaceholdeby claimingthefuture. This operatiorsenesto synchronizehe
asynchronousvaluationof the futurewith the partof the programperformingthe claim.

Futuresarean elegantalternatve to programmingwith explicit threadsbecausehey
often allow concurrentprogramsto be createdthrougha relatively small rewrite of its
sequentiatounterpartFurthermorein theabsencef side-efects,futuressatisfyasimple
safetyproperty: if a sequentiaprogramP is annotatedwith futuresto yield concurrent
programPr, thentheobsenablebehaior of P is equivalentto P-. Indeed becauséutures
are provided as expressionannotationstheir effect is intendedto be fully transparent,
visible only in the form of improved concurreng, without alteringthe meaningof the
original sequentiaprogram.

Recently futureshave beenintroducedo Java in theform of the new interfacespeci-
ed by thejava.util.concurrent packagd34] aspartof theJava2 PlatformStandard
Edition 5.0 API. In Java, futuresbecomespeciallydesignatednethodcalls that canbe
evaluatedconcurrentlywith the restof the program. However, in the presenceof muta-
tion, the safetypropertyfor futuresno longerholds. A taskspavnedto evaluatea future
may performupdatesof shareddataconcurrentlyaccessedby othertasks,including the
taskthatspavnedit. While this is not a seriousissuein functionalor mostly-functional
languagesvhereupdatesto shareddataoccurinfrequently(if at all), it is signi cantly
moreproblematidn Java wherecomputations typically structuredn termsof modi ca-

tion to sharedbjects.
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Considerafuture f thatexecutesconcurrentlywith thetaskC; thatevaluatesf's con-
tinuation. A continuationof a future is the computationthat logically follows it. Safe
executionof f maybe compromisedf it obsenesthe effectsof operationgperformedby
Cs; for example,if C; updatesan objectthatis subsequentlyeadby f. Similarly, safe
executionof C¢ maybe compromisedf it accesseanobjectthatis subsequentlyvritten
by f. Both thesecasedeadto differentbehaior thanif the future andits continuation
wereevaluatedsequentiallyWe believe thatmary of thenotablebene tsfrom usingJava
futuresaresigni cantly wealenedby this lack of transpareng with respectto accesgso
shareddata.Currently in orderto achieze somemeasuref safety programsausingfutures
mustbefurtherre ned to provide explicit synchronizatioron potentiallysharedbjects.

Our solution, safe futures automaticallypreseresall the desiredsafetyinvariants.
We de ne semanticgo formalize our notion of safety by imposing constraintson the
setof scheduleghat canbe generatedy a programin which concurreng is expressed
exclusively throughthe useof futures. We designandandimplementsafefuturesusing
the samemechanismasthoseunderlyingoptimistic transactions We track shareddata
dependencieto detectsafetyviolations and revoke executionsupon detectionof such
violations. We now proceedto de ne semanticdor safefuturesandto formally argue

correctnessf our solution.

5.1 Semantics

To examinenotionsof safetywith respecto interleasingsof actionshatoperatewithin
afutureandits continuationwe de ne semanticgor a call-by-valueobjectcalculussim-
ilar to ClassicJava [22] extendedwith threadsand a future construct. The semantics
yield a schedule— a sequenc®f readandwrite operationgperformedduring the execu-
tion of aprogram.A schedules serialwhenall the operationof a programareexecuted
within a single (main) thread. A schedules concurentif fragmentsof a programare
executedconcurrentlyby separatehreads;in this case the actionsof thesethreadsmay

be interleavedwith oneanother We imposesafetyconditionson concurrenscheduleso
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Figureb.1. Languagesyntax.

verify thatoperationinterleasings do not violate safetyinvariants. Informally, a concur
rentschedules safeif it is equivalent,in termsof its actionson sharedlata,to someserial
schedule.

Thesyntaxof thecalculusis presentedh Figure5.1,its semanticsn Figuress.2—-5.3.
A programde nesacollectionof classde nitions, andacollectionof threadsClassesire
all uniguelynamed,andde ne a collectionof instance elds andinstancemethodsthat
operateovertheseelds. Every methodconsistsof anexpressiorwhosevalueis returned
astheresultof a call to thatmethod. An expressionis eithera variable,a locationthat
referencesnobject,the pseudo-ariablethis , a eld referenceanassignmentamethod
invocation,a sequencingperation,anobjectcreationoperationa future creation,or a
get expressiorthatclaimsafuture.

Every classhasa unique(nullary) constructorto initialize object elds. The applica-
tion of aconstructoreturnsareferenceo anobjectinstantiatedrom the classde nition.
A valueis eithernull , an objectinstantiatedrom a classcontaininglocationsfor the

elds declaredby theclass,or alocationthatsenesasa placeholdeto hold the resultof
evaluatingafuture. A threads uniquelylabeledwith athreadidenti er, andaplaceholder
location.

We take metavariabledl to rangeover classdeclarationsCto rangeover classnames,
Mto rangeover methodsmto rangeover methodnamesf andx to rangeover elds and
parametersiespectiely, | to rangeoverlocations,andv to rangeover objectvalues.We
alsouseP for procesgerms,ande for expressionsWe useover-barto represenai nite

orderedsequencefor instancef represent$1f,:::f,. Thetermaa denotesheexten-
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Evaluation contexts: Program states:

E = t 2 Td
j HI]f=e P 2 Process
j Iif=H] X 2 \Var
i H ]:nfe) | 2 Loc
j I'n{l H 1® v 2 Val = null jQI)jl
j HI],;e G 2 Stoe = Loc! \al
j get(H ] oprel 2 Ops = frd;wtg Tid Loc

S 2 Sdedule o T
Ele] = Pjt[He]l L 2 State = Process Stoe Sdedule

Figure5.2. Programstatesandevaluationcontexts.

sionof thesequencea with asingleelemenia, andaa’denotesequenceoncatenation,
Sopr; denotegheextensionof scheduleSwith operationopy .

Programevaluationandscheduleconstructionare speci ed by a global reductionre-
lation,P.G;S=) P%G < thatmapsa programstateto anew programstate.A program
stateconsistsof a collection of evaluatingthreads(P), a global store(G) to maploca-
tionsto values,andschedulegS) to de ne a globalinterleared sequencef actionsper
formedby threadsLocal reductionswithin athreadarespeci ed by anauxiliary relation,
e;GS! 2@ Lthatevaluatesexpressiore within threadt to anew expressiore® in
doing so, a new store,and schedulemay result. The only actionsthat are recordedby
a schedulearethosethat readandwrite locations. The interpretationof scheduleswvith
respecto safetyis thetopic of the next section.

We useevaluationcontexts to specifyorderof evaluationwithin athread,andto pre-
ventprematuresvaluationof theexpressiorencapsulatedithin afuture annotationWe
de ne aprocessontet E5[€]; to denoteanexpressiore availablefor executionby thread
t 2 Pin aprogramstate;thelabell denotes placeholdetocationthatholdstheresultof
e's evaluation.

The sequentiakbvaluationrulesare standard:holesin evaluationcontets canbe re-

placedby the valueof the expressiorsubstitutedor the hole, sequenceperationsvalu-
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Sequentialevaluation rules:

| T fresh
@= q 71 q):;T 7! null ] a)=qi® q9=v
L= Siwte I 17wt | pzwtg 19 G’= dI%%7! v]
11,21 = Sirdy | %t | 99
newC();GS!  18G S I:fi = 19GS! { 108G
class Cff 2 L Gl)=ql9
= Sirdy 1?9
Hie;GS! + €,GS 1:fi;GS! 1%GS

=q9=v GhH=\
class Cff M2 L m(xX)feg2 M

I:m();GS! + [Y=mis ;Y =1e;GS

Global evaluation rules:

eGS! { 2@ P=P%5tq %,
Eble]i;GS=) B[e9;G S Eblget (19]1;GS=) BE[I%:GS

t8t%resh t tO t% |Ofresh
Br[future (e)]i;GS=) Pjt%elojt°fHl9);GS

Figure5.3. Languagesemantics.

ateleft-to-right, methodinvocationevaluateshe methodbodyin theoriginal ervironment
augmentedy binding actualsto parametersn additionto binding the pseudo-ariable
this to the currentrecever object. Readandwrite operationsaugmenthe scheduldn
theolbviousway. A newexpressiorextendsthe schedulewith writesto all instanceelds
(with null values).

An expressionof the form future (e) causes's evaluationto take placein a nev

threadt ©. A freshlocationl %is createdasa placeholdeto hold the resultof evaluating
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thisfuture. Thus,t O[e]I o denotesathreadwith identi er t %thatevaluatesxpressiore and
storesthe resultof this evaluationinto | ©

In additionto the threadresponsiblefor computingthe value of the future, a new
threadt %js createdto evaluatethe future's continuation. As a result, the parentthread
is no longerrelevant. This speci cationsimpli es the safetyconditionsdiscussedelow.
The threadidenti ers associatedvith threadscreatedby a future expressionarerelated
underatotalordering( ). Informally, this orderingcaptureghelogical (sequentialprder
in which actionsperformedby thethreadsnustbeevaluated Thus,if t ©  t %theneither
t 9= t % or all actionsperformedby t °mustlogically take placebeforet %° In particular
effectsinducedby actionsperformedby t ®®mustnot bevisible to operationsn t ©

Synchronizatiortakes placethroughthe get expression peingthe equivalentof the
claim operationin the original formulationof futures[25]. In the rule for get, theloca-
tion label | ° represents placeholderor synchronizatiorpoint that holdsthe value of a
taskspavnedby a future. Therule is satis ed preciselywhenthe associateduture (say
future (e)) hascompleted Whenthis occurstheprocesstatewill containathreadwith

shapet [I 99 o wherel %s thelocationyieldedby evaluationof e.

5.1.1 Safety

A schedulale nesasequencef possiblyinterleaved operationsamongthreads.The
correctnes®f a schedule therefore,mustimposesafety constraintson read and write
operations. Theseconstraintsguaranteehat the injection of futuresinto an otherwise
sequentiaprogramdoesnot alter the meaningof the program. Thus, theseconstraints
mustensurethatinterleasings are benignwith respecto readandwrite operations.The
semanticsloesnot permitreorderingof operationswithin athread.

Therearetwo conditions(roughlyequwvalentto the Bernsteinconditiong7]) thatmust
hold on scheduledo guaranteehis property: (1) anaccesgo alocationl (eitheraread
or awrite) performedby a future shouldnot withessa write to | performedearlierby its

continuationand(2) awrite operatiorto somelocationl performedoy afutureshouldbe
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visible to the rst accesgeitherareador awrite) madeto | by its continuation.In other
words,no write to alocationl by afuture's continuationcanoccurbeforearny operations
on | by the future, and all writes to a location| by the future mustoccur beforeary
operationto | by the continuation.Note thattheseconditionsdo not prohibit interleaved
operationdy afutureandits continuationto distinctlocations.

We summarizeéheseconstraintsn termsof two safetyrules,csafeandfsafe resp.The
formercaptureghe notionof whenanoperationperformedby a continuationis safewith
respecto theactionsperformedby thefuturewithin ascheduleandthelattercaptureghe
notionof whenanoperationperformedoy a futureis safewith respecto its continuation

within aschedule.

wtiol ;rdiol 623% t0 t  wtiol ;rdiol 65t t©
csaféSwt; | :S) fsafd Swt; | :SH

De nition 5.1.1 (SdeduleSafety)
A scheduleSis safeif csaféS) andfsaf€S) hold.

To validatethe safetyof aninterleared schedulewe mustensurethatits obsenable
behaior is equialentto thebehaior of acorrespondingrogramin whichfutureshave no
computationakffect. In suchaprogram gvaluationof thefuture's continuations delayed
until the future itself is fully evaluated.This trivially enforcessequentiabrderbetween
all operationsexecutedby the future andall operationsexecutedby the continuationand
thusautomaticallyyieldsa serialschedule.

We rst introducethe notion of a schedulepermutationthat allows usto de ne an

equivalencerelationon schedules:

De nition 5.1.2 (Permute)ScheduleSis a permutationof scheduleS® (written S$ = 9,
if len(S) = len(S) andfor everyor; | 2 S there existsa uniqueory | 2 S°

A serial schedules aschedulen which nointerleaving amongoperationf different

threadsoccurs:
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De nition 5.1.3 (SerialShedule)
SteduleS= op, | 1:::::0p; |  is serial if for all OPth j there doesnot exist or, | j,
k> jsudthatty < t;.

We wish to show that ary safeschedulecan be permutedto a serial one sincea serial
schedulee ects anexecutionin which operationgxecutedoy afuturearenotinterleared
with operationgperformedby its continuation. Effectively, a serialschedulere ects an
executionin which a spavnedfuturerunsto completionbeforeary operationsn its con-
tinuationareallowedto executejn otherwords,aserialscheduleorrespondi aprogram
executionin which futureshave no computationaéffect.

We rst appealo alemmathatallows usto permuteadjacenbperationdelongingto

differentthreadsn a safeschedule:

Lemmab5.1.1 (Permutation)
LetscheduleS= or, | 1:0pP, | » besafe Thenif Sis safe there existsa serial sthedule
LsuhthatsSs L

Proof Ift1 t5, thentheschedulastrivially serial.lf t 1 > t 5, andbecaus&is safe,it
mustbethe casethateither(a)l 16 1, or(b)l11=1,=1, andor,| = rd¢,I. In both

caseswe canchoose¥= OPt, | 2:0P, | 1.

Our soundnessesultgeneralizeshis lemmaover schedule®f arbitrarylength:

Theorem5.1.1 (Soundness)

If scheduleSis safe thenthere existsa serial schedule’suc thatS$

Proof The proofis by inductionon scheduldength. Lemmal satis esthe basecase.
SupposeS= S:or; | wherelen(S;) > 2. By the induction hypothesis there exists a
serialschedules! suchthat)$  S;. Supposes; = ory, 110 0P, | k. First,weneedto
shav thatS%= S):op | is safe. Supposetherwise.Then,it mustbe the casethateither
(a) thereexists someop;ol 2 Q suchthatt < t% andop; | = wt |, or (b) thereexistsa

wtyol 2 S suchthatt > t. If eitherof theseconditionshold, however, Swould not be
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public class FutureTask<V>

public interface  Future<V> { implements Future<V>, Runnable {
V get() FutureTask(Callable<v> callable)
throws InterruptedException, throws NullPointerException
ExecutionException; { ... }
} V get()
throws InterruptedException,
public interface Callable<v> { ExecutionException
V call) throws Exception; { ... }
} void run() { ... }
}

Figure5.4. Theexisting java.util.concurrent futuresAPI

safe.Thus,by Lemmal, we canpermuteory, | x with or | to yield a new safeschedule
Sp= SOO.QJPth j:0P¢ | :0Py, | . We canapplyLemmal againto opy; | j:0p; |, andsoon,

repeatedlyshifting op; | until aserialscheduléas constructed.

5.2 Design

Adding futuresto Java raisessereral importantdesignissues. Our foremostdesign
goal is to presere the spirit of programmingwith futuresthat madeit so appropriate
for functionalprogramming:the expectationthat a future, despitebeing executedasyn-
chronously performsits computatiorasif it hadbeeninvoked asa synchronousnethod
call. We believe that strongnotionsof safetyfor futuresis what makesthemso power-
ful, wheresafetyis ensuredoy the run-time systemratherthanleft asa burdenfor the
programmer

We now proceedo discussiorof anAPI for safefutures theirassociategrogramming
model, and their interactionwith existing Java concurreng mechanisms.We will also

describethe designof mechanismsisedto presere safety
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public class SafeFuture<v>
implements Future<V>, Runnable {
SafeFuture(Callable<v> callable)
throws NullPointerException

{ ... }
V get()
throws InterruptedException,

ExecutionException

{ ... }
void run() { ... }

Figure5.5. SafefuturesAPI

5.2.1 API for SafeFutures

A majorchallengen introducingarny new languageabstractions to make it intuitive
andeasyto use. To groundour design,we begin with the existing Java futuresAPI [34]
thatis now partof the Java 2 Platform Standardedition 5.0 (J2SE5.0). Snippetsof this
existing APl appeaiin Figure5.4, which embodieduturesin the interfaceFuture . The
get operation(equivalentto the claim operationin the original formulationof futures)on
a Future simply waitsif necessaryor the computationit encapsulate® complete,and
thenretrievesits result. We omit herethoseoperationson futuresthatarenot relevantto
our remainingdiscussion.

In J2SE5.0, an implementationof the Future interfaceis provided by the class
FutureTask. Again,we omit detailsnot relevantto our discussionHere,the constructor
for FutureTask createsa future thatwill, uponinvocationof the run method,execute
the given Callable by invokingits call method. If the call throws an exception,it is
deliveredto the caller at the point whereit invokesthe get method,wrappedup in an
ExecutionException .

Our designcallsfor a new implementatiorof Future , namelySafeFuture , whichis
presentedn Figure5.5. Our semanticdor SafeFuture demandthatthe programfrag-

mentsappearingn Figure5.6 be semanticallyequialent,regardlesof the computation
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Callable<v> c¢ = ..;

V v = c.call(); Future<v> f
= new SafeFuture<V>(c);
f.run();

Vv = f.get();

Figure5.6. Semanticallyequivalentcodefragments

performedby the given Callable<V> c, andthe codesurroundingts invocation,being
performedasa simplecall or asafuture.

To presere the transpareng of future calls, any uncaughtexceptionthrown by the
futurecall (i.e., from thecall methodof the Callable ) will bedeliveredto the callerat
the point of invocationof the run method,andthe effectsof the codefollowing the run
methodwill berevoked. Theeffectsof thefuturecall upto thepointit threw theexception
will remain.Thesesemanticpresere equivalencewith thesimplecall.

A moredetailedexampleprogramappearsn Figure5.7. A futurede nedin thesam-
ple codefragmentcomputeghesumof theelementsn thearrayof integersa concurrently
with a call to the staticmethodbar on classFog which recevesagumenta. Note that
methodbar mayaccesgandmaodify) a concurrentlywith thefuturecomputation Our se-
manticsrequirethattheobsenablebehaior of callsto methodsserial andconcurrent
bethesame Replacingusesof SafeFuture with theexisting FutureTask from J2SE5.0

providesno suchguarantee.

5.2.2 ProgrammingVodel

The programmingmodel enabledby useof safefuturespermitsstraightforward ex-
ploitation of latentparallelismin programs.Onecanthink of safefuturesastransparent

annotation®®n methodcalls, which designateopportunitiesfor concurreng. Serial pro-
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public class Example implements Callable<Integer>

{
intf] a = new int[{1,2,3};

public Integer call() {

int sum= 0; _
i : : int concurrent() {
for (int v : a) sum+=v;
return sum: Future<integer> f
} ’ = new SafeFuture<integer>(this);
i ' f.run();
int serial()  { Foo bar(a):

Integer sum = call();
Foo.bar(a);
return  sum;

}

public static void main (String]] args) {
int serial = new Example().serial();
int concurrent = new Example().concurrent();
assert serial == concurrent;

return f.get();

Figure 5.7. Using safe futures (with automatic boxing/unboxingof
int /Integer supportedy J2SE5.0)

gramscan be madeconcurrentsimply by replacingstandardmethodcalls with future
invocations.This greatlyeasegshetaskof the programmersinceall reasoningaboutthe
behaior of the programcanbe inferredfrom its original serialexecution. Even though
somepartsof the programareexecutedconcurrentlythe semblancef serialexecutionis
presered. Of course the costof usingfuturesmay outweighexploitable parallelism,so
placemenbf futureinvocationshasperformancemplications.

Underour currentprogrammingnodel,safetydoesnot extendto coveringtheinterac-
tion betweernfuturesand Java threads. Threadswhich executeconcurrentlywith futures
mightobsenetheactionsof concurrentlyexecutingfuturesandtheir continuation®ut-of-
order Threadsouldbealsoincorrectlyusedto pasgartialcomputatiorresultsbetweera
future andits continuationthusviolating serialexecutionsemantics Similarly, execution

of operationswith unpredictableside-efects, suchas native methodcalls, is forbidden
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whenusingfutures.Beforesuchanoperationcanbe executedall futuresexecutingin the

systemmustbefully evaluatedandclaimed.

5.2.3 Logical SerialOrder

Our safetyrequirementiemandghatthe obserablebehaior of a programusingfu-
turesmustbeindependendf whetherfuturesareevaluatedsynchronouslyseriallywithin
a singlethread)or asynchronouslyconcurrentlyby multiple threads).The taskof main-
taining this logical serial order of operationsin the presenceof concurrentupdatesto
sharedstateis non-trivial. Our solutionis to encapsulatevery fragmentof computation
thatis fully evaluatedwithin a singlethreadinto anoptimistictransaction A transaction
may thusencapsulatexecutionof eithera future or its continuation. The serializability
requiremenis however not sufcient in this caseto ensuresafetybecauset only guar
anteeghattransactiongppearo executein someserialorder Thereforewe de ne total
orderover transactiongcalledtransactionorder) that representshe logical serial order
andusethis orderto identify harmful datadependenciebetweenoperationsof different
transactions.

Conceptuallythe executionof a programbeginswithin a primordial transactioreval-
uatedwithin the main threadof computation. Considerwhat happensvhena future is
scheduledor evaluation—i.e., its run methodis executed.Logically, the codefragment
encapsulatewithin a future executesbeforethe codefragmentfollowing the call to the
run methodup to the point wherethe future is claimedby the get operation(within the
future's continuation).In orderto presere logical executionorder we createtwo more
transactionsoneassociatedavith a threadusedto evaluatethe future — a future transac-
tion executedwithin a freshly createdhread;andoneassociateavith the threadusedto
executethe future's continuation— a continuationtransactionexecutedwithin the same
threadasthe primordial transaction.At this point we establishan executionorderover
thesethreetransactionsghatre ects the logical serialorderof executionin which the ef-

fectsof the primordial transactiorarevisible to the future transactionrwhoseeffectsare
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Figure5.8. Transactiorcreation

in turn visible to the continuationtransaction Onceevaluationof the future hassuccess-
fully completed andits transactiorhasbeencommitted,executionof the continuation
may alsocompleteif it hasalreadyadvancedto the point of the claim. If the execution
of the continuationdid not violatelogical serialordert theresultof the future's evaluation
canbe claimed(its respectre get methodinvoked) andthe continuationtransactiorcan
be committed. Thenthe executioncanbereturnedto its original state(i.e., all operations
being performedwithin the main threadof computation).If the logical serialorderhas
beenviolated, the continuationtransactionrmustbe abortedand re-executed. If evalua-
tion of the continuationis completed(i.e., the point of claiming the resultof the future's
evaluationis reachedpeforecompletionof thefuture's evaluation terminationof thecon-
tinuationtransactioris delayeduntil the futuretransactioris committedandthe resultof
thefuture's evaluationis availableto be claimed. Notethatthe future transactiorandthe
continuationtransactiorare obligedto commitin compliancewith the transactiororder
Otherwisejf the continuatiortransactiorwasto be committed rst, theremainingopera-
tions performedby the uncommitteduture transactiormight still be ableto compromise

thelogical serialorder

INotethatin this situationthe future transactiorwill alwayscommitsuccessfully No violation of logical
serialorderbetweerthe future transactiormndthe primordial transactiorcanoccurbecausehe primordial
transactiorexecutedully beforethefuturetransactiorwasbeenstarted.
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As anexample,considerFigure5.8illustrating executionof the concurrent method
shown in Figure5.7 (wavy linesrepresenthreadsandboxesrepresentransactions)Ini-
tially, only a primordialtransactior(tp) exists— it is boundto Tmain, thethreadevaluating
the main method(Figure5.8(a)). Whena future is scheduledor execution(i.e., its run
methodis invoked), two moretransactionsre created(Figure 5.8(b)): transactiorts to
evaluatethefuture (t; is boundto T¢, a new threadusedto executethe codeencapsulated
within thefuture),andtransactiori; to evaluatethe continuationof the future (t¢ is bound
to the samethreadasthe primordial transactiorty, in this caseTmain). The executionof
the programproceedsoncurrentlyuntil the get methodis invoked (the resultcomputed
by the futureis thenclaimed)andthengoesbackto executingentirely within Tpain, the
main threadof computation. Note that at this point both the meta-dataassociateavith
transactionss andt. aswell asthreadT; could be discardedFigure5.8(c))andcached
for laterre-use.

An orderinganalogougo the onedescribedaborve is createdor all transactiongre-
atedthroughoutthe executionof a program. Considera scenariovhenanotherfuture is
scheduledor executionwithin an alreadyexisting continuationin Figure5.8(b) (before
methodget is executed).Two moretransactionsnustthenbe created:transactiort? to
evaluatethe new future andtransactiort? to evaluatethis future's continuation. Transac-
tiontgwill be executedoy threadTmajn, but anew threadT. fowill haveto becreatedor the
executionof the future transactiort?. The transactiororderin which thesetransactions
areallowedto attemptheircommits(equialentto thelogical serialorderthey areobliged

to maintain)is: t¢ followedby t. followedby t? followed by .

5.2.4 PreservingserialSemantics

Whentwo or moretransactiongxecuteconcurrentlytheir operationgnaybearbitrar
ily interleaved andthusthe semblancef serialexecutionmay be violated. Considertwo

transactionsfuturetransactiort; andcontinuationtransactior.. Underthelogical serial
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orderof execution,ts precedes.. If t; andt. executeconcurrently this ordermay be

violatedin oneof two ways:

tc doesnot obsere the effect of an operationperformedby t¢ (e.g., a readin t;
doesnotseemodi cation of shareddataby ts), eventhoughit would have obsened
this effect if t; andt. were executedserially We call this a forward dependency

violation.2

ts doesobsenre the effect of anoperationperformedby t. thatcould never occurif
ts andt; wereexecutedserially becausds would executefully beforet.. We call

this abadkward dependencyiolation.

An exampleof scheduleslemonstratindpoth forward andbackward dependengvio-
lationsbetweertransactions$; andtc, alongwith codesnippetsepresentingransactions,
appeaiin Figure5.9. In Figure5.9(a)the continuationtransactiort; shouldseetheresult
of thewrite to 0.foo performedby the future transactiorts. In Figure5.9(b)the future
transactioris shouldnotseetheresultof thewrite to o.bar performedoy thecontinuation
transactiortc. Note thatthe notion of a dependeng violation captureshe sameproper
ties asthe schedulesafetyrulesfrom Section5.1.1 (forward dependeng violationsare
capturedby the csaferule andbackward dependengviolationsarecapturedoy the fsafe
rule).

Theimplementatiorof safeJava futuresadaptsour mechanismsisedto supportopti-
mistic transactiongdescribedn Section2.4)to detectforwardandbackwarddependengc
violationsbetweertransactionsindto revoke transactionwiolatingthesedependencies

orderto maintainthelogical serialorderof transactionaéxecution.

5.3 Implementation

Ourimplementatiompreventsforwarddependengviolationsby trackingdependencies
betweenall transactionatlataaccessesTransactionwiolating forward datadependen-

ciesareabortedandautomaticallyrevoked— their effectsareundoneandtransactionsre

2Forwardin the sensahatan operationfrom the “logical future” causesheviolation.
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int i = o.bar; o.bar = 0;
o.foo = 0; int j = o.foo;
tf ‘ tc tf ‘ tc
rd (o) wt(0)
wt(0) rd (o)
rd (o) wt(0)
wt(0) rd (o)
(a) Forward (b) Backward

Figure5.9. Dependeng violations

restarted Backward datadependencieare preventedby versioningitemsof sharedstate
to ensurghateachtransactiorupdate®nly its privateversionf sharedtems,preventing
othertransactionsn its logical future from seeingthe updates.Supportfor dependeng
tracking and versioningis provided using readand write barriers(as describedn Sec-
tion 2.4), insertedby the compilersavailablewith the distribution of our implementation

platform,JikesRVM. A detaileddescriptionof thesemechanismss presentedbelow.

5.3.1 Dependeng Tracking

Dependencieamongshareddataaccessearetrackedusingaccessnapsasdescribed
in Section2.3. Two mapsareassociatewith everytransactionareadmapto recordreads
andawrite mapto recordupdatesWhentransactiort is aboutto terminatejts readmap
is checled againsthe write mapsof all transactiongrom t's logical pastto determineif
updategperformedoy theseransactionsighthave causedorwarddependengviolations
with respecto t's readoperations.If intersectionof t's readmapwith ary of the write
mapsin non empty transactiort mustabortandbe revoked. Otherwise transactiort is
allowedto commit.

We illustrate how our systemhandlesforward dependeng violationsusingthe code

fragmentand sampleschedulgrom Figure5.9(a). We assumehat future transactiort s
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Figure5.10.Handlingof aforward dependengviolation.

is executedby (andthusboundto) threadTs andcontinuationtransactiort. by threadT.
Theentirescenarias illustratedin Figure5.10,wherewavy linesrepresenthreadsls and
Tc, anda circle represent®bjecto (it is marked gray whenupdated). Transactionsre
linkedtogethetin orderto allow transactiongrom thelogical futureto accesshe mapsof
transaction$rom thelogical past. Thereis areadmapandwrite mapassociateavith each
transactioneachmap hasthreeslotsandwe assumehat objecto hashego the second
slot).

Executionstartswith the futuretransactiorreadinga eld of objecto (Figure5.10(a))
andtaggingthe appropriateslot in its readmap. The continuationtransactiorthenboth
readsandupdateghe sameobject,taggingits readmapandwrite mapappropriatelyFig-
ure 5.10(b)). Subsequentlythe future transactionwrites to the eld of objecto andtags
its own write map (Figure5.10(c)). At this point the future transactiongetscommitted
(nodependengviolationsthatcould causets revocationarepossiblesincetherewereno
otherconcurrentransactiongxecutingin its logical past). However, beforethe continu-
ation transactiorcanbe committed,a checkfor forward dependeng violationsmustbe
performed.This checkfails sincet:'s readmapandt;'s write mapoverlap. The contin-
uationtransactions revoked — its effects are undoneandthe transactions re-executed

(Figure5.10(d)). Note that after revocation,no transactionsn its logical pastexist (the
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future transactiorhasbeencommitted).As a consequenceag-executionis guaranteedo
succeedso maintainingits readmapis unnecessary

Sincereadssigni cantly outhumbemvritesin mostJava programsyeducingthe num-
berof readbarriersis critical to achieving reasonablgerformance Our implementation
thereforetradesoff accurag for ef ciency in detectingdependengviolations. Insteadof
placingbarrierson all readaccesset® sharedtems(e.g., readinganinteger eld froman
object), we assumehat oncea references readfrom the heap,a transactiorreadingit
will eventuallyreadfrom the objecttargetedby thatreference.Thus,the readbarrieris
placedonly onloadsof reference$romtheheap(e.g., getfield orarrayload bytecodes
in which the type of the eld or elementis a reference).In otherwords, we “pre-read”
all objectsto which atransactiorholdsreferencegwhena transactioris startedwe must
apply the pre-readoperationto all referencesn the currentactivation record). This op-
timizationis appliedonly for objectsandarraysto eliminatereadbarrierson them. All
otheraccessesncluding readsfrom staticvariables,andall writesto sharedtemsincur
theappropriatearrier

Note thataccessnapsare maintainedonly if thereis morethanonetransactiorexe-
cutingin the system(i.e., thereis potentialfor concurreng andthuslogical serialorder
violations).Thatis, barriersareresponsiblenly for fetchingthemostrecentversionof an
itemif only the primordialtransactions active. Readandwrite mapmaintenancés in re-
ality optimizedevenfurther:the rst of aseriesof transactionsloesnot needto recordits
readsbecauseversioningensureghey cannotbe compromisedy ary concurrentwrites.

Thus,it doesnot needto maintainareadmap.

5.3.2 Revocation

The implementatiorof revocationfor future transactionss simple. Because future
transactions evaluatedwithin a separatehread,we cansimply terminatethe threadand,

afterrestoringlocal state® re-startthe executionof the future transaction.Revocationof

3No sharedstateis modi ed until transactiorcommit.
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continuationtransactionss implementedusinga modi ed versionof the exceptionhan-
dling mechanisndescribedn Section2.5. The exceptionhandlerfor the Revokeexcep-
tion wrapsthe scopeof every methodcontaininginvocationof a future. Similarly to the
implementatiorof revocablemonitors(describedn Section4.2.2),we useBCEL frame-
work to insertthe exceptionhandlerand the coderesponsiblefor recordinglocal state
at the point whenthe continuationtransactiorstarts. Anothersimilarity with theimple-
mentationof revocablemonitorsis modi cation of the exceptionhandlingmechanisnto
suppresexecutionof default handlerduring processingf the Revokeexception.

Our currentimplementations unableto presere statebeyondthe scopeof a method
containinginvocationof a future (this would requirethe ability to presere the full exe-
cutioncontet of anarbitrarythread includinginstructionpointer, registers threadstack,
etc). Therefore futuresthatareinvoked but not claimedby the end of the methodare
implicitly claimedbeforethe invoking methodcanreturn(i.e., we wait for all futuresto

completetheir execution),eventhoughthe matchingget operationis still to beinvoked.

5.3.3 SharedStateVersioning

We useversioningof sharedstateto avoid backward datadependeng violationsand
prevent updatesof shareddatafrom being madeprematurelyvisible to otherthreadsin
caseof revocations.The implementatiorof versioningis basedon the generalprocedure
describedn Section2.2.2andemploys lazy propagatiorof updates.Versioningis only
usedwhenmorethanonetransactions presentn the system,sinceit is only thenthat
concurrentshareddataaccessemay occur Whenever a transactiomttemptsto write to
anobject,array or staticvariable therun-timesystencreates privateversionof thatitem
onwhichto performthewrite. Whenatransactiorgetscommitted all versionscreatedoy
this transactiorbecomecommittedversions— they aredesignatedo containthe mostup-
to-datevaluesandusedfor all subsequenaccessesWe handleobjectandarrayupdates
identically and usea similar procedureto handleupdateso static variables. The code

implementingthe versioningprocedurgesidedn thereadandwrite barriers.
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ObjectandArray Versioning

Becausebjectsandarraysaretreatedidentically, we refer only to objectswhende-
scribingtheversioningprocedure We extendthe headeof every objectwith aforwarding
pointer At objectallocationtime, this forwardingpointeris initialized to null . As the
programexecutes,subsequentersionsare appendedo a circular list rootedat the for-
warding pointerof the original object(i.e., the original objectis the headandtail of its
versionlist). Eachversionis taggedwith the uniqueidenti er of the transactiorthatcre-
atedit. This enablessachtransactiorto locateits versionin the list. The versionsare
sortedunderthetransactiororder(describedn Section5.2.3).

We now describethe implementatiorof readandwrite operationson objectsasper
formedby transactionsn the presencef versioning. If only onetransactions present
in the system(no concurreng), a reador write operationretrievesandaccessethe most
recent(committed)versionof the object(or the original objectin caseno versionsof it

have beencreated) Otherwise amorecomplicatedaccesprocedurds required.

Reads A referencdo asharebjecto referencedby transactiort mustpointto o'smost
recent(committed)versionwith respecto t; in particular t mustnot accessary version
of o that hasbeencreatedby anothertransactionthat occursin t's logical future. To
implementhisinvariant,we traversetheversiondist (in transactiororder)andeitherload
thereferencdor the versiontaggedby t, or the versioncorrespondingo t's mostrecent
predecessd@ccordingo transactiororder).If transactiori®thatoccursin t'slogical past
haswrittento o, andt readgheversioncorrespondingo thiswrite, aforwarddependeng
violation existsandwill be capturedusingthe accessnaps,asdescribeckarlier Indeed,
the only instancewhena readby t to a versionwritten by t®would be safeis precisely
when,atthe pointthereadoccurst®hasalreadycommitted.

Theimplementatiorof readoperationss additionallycomplicatedy thefactthatread
barriersareonly executedat referencdoads. Thus,in orderfor loadsof primitive values
to proceedcorrectly we maintainan invariantthat no existing referenceon the thread

stackbelongingto transactiort canpointto a versioncreatedby ary othertransaction
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executingin t's “logical” future. This invariantis relatively easyto maintainsincethe
run-time systemmonitorsall referenceloadswithin readbarriers. However, we must
take specialcareto make surethatif atransactiorcreatesaversion,all reference®nthe
stackof thethreadexecutingthe transactiorareupdatedcorrectlyto point to this version
(in otherwords, all readsperformedby t mustobsenre t's writes). We implementthe

invariantusingathreadstackinspectionrmechanisndescribedelow.

Writes  Whenmultiple transactionsre presentin the system,all of themoperateover
their own local versionsof shareddata. In orderto reducethe numberof copiescreated,
our implementationemploys a copy-on-write stratgly — a new versionis createdonly
whentransactiort updatesan objectfor the rst time; we guaranteghatall subsequent
accessebyt will referto thatversion.

All objectupdateoperationgincludingwritesto primitive elds) aremediatedy write
barriers.Whent performsaninitial write to anobjecto, no local versionof o exists. A
new versionis thereforecreatedand insertedat the appropriatepositionin the version
list rootedat o to re ect transactionorder At this point, otherreferencedo the same
objectmay exist on t's threadstack. For example,t might have previously reado, but
not yet written to it. All suchreferencesnustthenbe forwardedto point to the freshly
createdversionof o in orderto avoid accessingtaleversions.All versionsof o created
by transactionsn t's logical pastare consideredtalewith respectot if t createsa new
versionof o.

Referencdorwardingrequiresthreadstackinspectionasdescribedelon. Note that
oncethe new versionis createdandall the reference®n the stackareforwarded,all the
referencesnthestackthroughoutheentireexecutionof thistransactiowill alwayspoint
to theright version(becausesubsequenteferencdoadsareforwardedto the appropriate
version). As a result,we avoid having to locatethe correctversionon the versionslist
when executingwrites so long as a private copy exists. We only have to traversethe
versionslist uponversioncreation(whenthe objectis rst written). New versionsare

insertedatthe appropriateplacein theversionlist to maintainit in order
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All transactiongnaintaina list of their versionsandusethis list on abortto purgethe
revokedversions.Our implementatiordoesnot currently purge stalecommittedversions

from anobjectsversiondist. Insteadwe defersuchcleanupto the garbagecollector

Thread Stack Inspection We usea modi ed versionof the threadstackinspection
mechanismusedby the garbagecollectorto supportboth pre-readingand forwarding
of reference®n the stack. However, the essencef the mechanisnremainsthe same.
Oneof the major differencesetweerthe original stackinspectionmechanisrmuseddur-
ing garbagecollectionandour modi ed versionlies in the choiceof the client usingthis
mechanism.Garbagecollectionassumeshatthe stacksof inactive threadsare beingin-
spectedAs aresult,theentireexecutionstate(includingregisters)of theinspectedhread
is availablefor inspection. In our system,the active threadinspectsits own state. We
arti cially createa“snapshot’of the currentthreads executionstate executethe stackin-
spectionroutine,andrestorethe executionstateto the point beforethe inspectionroutine
wasinvoked. This snapshoprocedures implementedn assembly The stackinspec-
tion routine eithertagsa read map for every referenceencountereqwhen pre-reading
the stack)or forwardsall referencesncounteredo point to the correctversion(when

forwardingreferencesluringcopy-on-write).

Versioningof StaticVariables

In JikesRVM static variablesare storedin a global symboltable calledthe JTOC.
Staticvariablesareversionedsimilarly to objects.A copy-on-writestrateyy is usedwith a
versiondist holding pertransactiorversionsof staticvariables . Becauseve mustversion
staticvariablesof both primitive andreferenceaypes,we introducethe notionof aversion
container asmallobjectthatboxesavalueof the staticvariableinto anobjectthatcanbe
putontheversiondist.

Uponinitial write to a staticvariableby a transactiona versioncontainerfor the cor-
respondingrariableis created.Thetypeof theslotin the JTOC representinghis variable

is thenmodi ed to indicatethat its value hasbeencopiedto thelist of versioncontain-
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ers. For subsequentvrites, a containercreatedby the transactiormustbe retrieved and
thevalueit containsupdated Whenreadingthe valueof a staticvariable the appropriate
versioncontaineron the containerdist mustbe located(similarly to retrieving an object
version— it is eitherthe containercreatedby the currenttransactioror the onedirectly
precedingts positionin the containergist).

Indirectionsin the JTOC arelazily collapsedafter all futureshave beensuccessfully
evaluatedandthe programrevertsto executingwithin a single (primordial) transaction.

Fromthis pointon, only the mostrecentvalueof eachstaticvariablecanever be used.

5.4 ExperimentaEvaluation

Our experimentswith safefuturesfor Java exploretheir performancen bothstandard
benchmarksnda synthetichenchmarkin bothcaseswe usefuturesin a straightforvard
rewrite of initially sequentiabenchmarkprograms.The standarcbenchmarksaredravn
from the Java Grandg54] benchmarlsuite. We choosea subsebf naturallyparallelizable
benchmarkspamelyseries , sparse, crypt andmc

Thesynthetidbenchmarks intendedo exposethe performancef ourimplementation
acrossa rangeof benchmarkparameterssuchasread/writeratio and degreeof shared
access.The synthetichenchmarkis basedon the OO7 objectdatabasdenchmarksuite
[13], modi ed to usefuturesin a paralleltraversalof the OO7 designdatabase.

For all benchmarkswe alsorun their original sequentiaversionon the unmodi ed
JikesRVM, andusethis asa baselineto which we normalizefor comparisorwith their

future-enablegbarallelversions.

5.4.1 ExperimentaPlatform

Our implementatiorusesversion2.3.4+CVS(with 2005/06/2313:35:22UTC times-
tamp)of JikesRVM for boththe futures-enabledndthe baselinglusedfor comparison)
con gurations.JikesRVM is con guredwith thedefaultsfor the Intel x86 platform,using

theadaptve compilerframework.
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We run eachbenchmarkn its own invocationof JikesRVM, repeatinghebenchmark
six timesin eachinvocation,anddiscardingthe resultsof the rst iteration,in which the
benchmarkclassesareloadedand compiled,to elide the overheadf compilation. We
reportmeanexecutiontimes, with 90% con denceintervals, to illustrate the degree of
variation.

Our hardware platform is a 700MHz Intel Pentiumlll symmetric multi-processor
(SMP) with 2GB of RAM running Linux kernelversion2.4.20-20.9smgRedHat9.0).
Our parallelexecutionsrun four futuressimultaneouslyon the SMP usingfour separate
processorsthoughwe note that suchruns createmultiple setsof four futuresfor each

iterationof thebenchmarksoa seriesof futuresarecreatedn eachrun.

5.4.2 Benchmarks

As mentionedearlier we drav uponbenchmarkg$rom the Java Grandesuite,aswell
asthe OO7 syntheticdesigndatabasé@enchmark.Theformer arerepresentatie of ideal
candidateapplicationsfor parallelizationusing futures. The latter is lessamenableo
parallelizationdueto the densityof the benchmarldatastructuresanddegreeof sharing
amongthem. NeverthelessOQO7 represents benchmarkn which meaningfulparame-
terscanbe variedeasilyto demonstrateheir impacton the performanceof our futures

implementation.

JaraGrande

Eachof the selectedlava Grandebenchmarksvaschoserfor beingstraightforvardly
parallelizable.They eachperformsubstantiacomputationsver elementsstoredin Java
arraysor in Javavectorswhereaccesso thedatastructuress encodednto loopsoverthe
respectre elementsWe parallelizedthesebenchmarks$y substitutingfuturesfor subsets
of theloopiterationssimilarly to theway thesebenchmark$fiave beenparallelizedor dis-
tributedexecutionvia a Java message-passingterface(MPJ) [54]. For the benchmarks

thatusearrays,this rewriting alsoincludespartitioningarraysinto subarraysn orderto
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capturdocality (suchtransformationsverealsousedwith MPJ),andbecausehe con ict
detectionrmechanismslescribecktarlierfunctionat perarraygranularitiesratherthanfor
fragmentsof arrays. The series benchmarkperformsFourier coefcients computation,
sparse multipliesanunstructuredgparsamatrix storedin compressed-m formatwith a
prescribedsparsitystructurecrypt performsiIDEA (InternationaDataEncryptionAlgo-
rithm) encryptionanddecryptionandthe mcbenchmarks animplementatiorof Monte
CarloSimulation.

We believe benchmarkdik e theseare prime candidatedor parallelizationusing fu-
tures. Note, however, that eventhoughthey could be rewritten to usefutureswith only
smallchangeso their sourcecode andstraightforvardpartitioningof their data,rewriting
the OO7 benchmarkvasevensimpler— no datapartitioningwasrequired- andinvolved

modifying only thetop-level controlloop (detailedbelow).

TheOO7Benchmark

The OO7benchmarksuite[13] providesa greatdealof e xibility for benchmarkpa-
rameterqe.g., databasestructure fractionsof reads/writego shared/pnate data). The
multi-userOO7 benchmarK12] allows control over the amountof contentionfor access
to shareddata. By varyingtheseparametersve areableto characterizehe performance

of safefuturesover a mixedrangeof workloads.

Benchmark description The OO7benchmarloperate®n a syntheticdesigndatabase,
consistingof a setof compositegarts. Eachcompositepartcomprisesa graphof atomic
parts, anda documentobjectcontaininga small amountof text. Eachatomicpart has
a setof attributes(i.e., elds), andis connectediia a bi-directionalassociationo several
otheratomicparts.Theconnectionsreimplementedy interposingaseparateonnection
objectbetweeneachpair of connectedatomicparts. Compositepartsarearrangedn an
assemblhhierarchy,eachassemblys eithermadeup of compositgarts(abaseassembly)
or otherassembliega complex assembly).Eachassemblyhierarchyis calleda module

andhasanassociateananualobjectconsistingof alarge body of text.
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Table5.1
Componenbrganizationof the OO7 benchmark
Component Number
Modules M+ 1, for M futures
Assemblylevels 7
Subassembligser complex assembly 3
Compositepartsperassembly 3
Compositepartspermodule 5000
Atomic partspercompositepart 20
Connectiongeratomicpart 3
Documentize(bytes) 2000
Manualsize (bytes) 100000

Our implementatiorof OO7 conformsto the speci cationof the standardDO7 data-
base.Our traversalsarea modi ed versionof the multi-userOO7 traversals.A traversal
chooses singlepaththroughthe assemblhierarchyandatthe compositepartlevel ran-
domly chooses x ednumberof compositepartsto visit (the numberof compositeparts
to be visited during a single traversalis a con gurable parameter).Whenthe traversal

reacheshecompositepart,it hastwo choices:

1. Do aread-onlydepth- rsttraversalof theatomicpartsubgraprassociateavith that

compositepart; or

2. Do aread-writedepth- rst traversalof the associateétomicpart subgraphswap-

ping thex andy coordinate®f eachatomicpartasit is visited.

Eachtraversalcanbe donebeginning with eithera private moduleor a shaied module.
The parametersf theworkloadcontrolthe mix of thesefour basicoperationsread/write
and private/shared.To foster somedegreeof interestinginterleaving and contentionin

the caseof concurrentexecution,our traversalsalso take a parametethat allows extra

overheado beaddedo readoperationgo increasahetime spentperformingtraversals.

Benchmark con guration  Ourresultsareall obtainedvith aOO7databaseon gured

asin Table5.1. The top-level executionof our sequentialDO7 benchmarkoperatesas
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shawvn in Figure5.11(a). It performsl benchmarkterations,eachbenchmarkteration
comprisesV setsof traversaldn which the privatemodulerangesrom modulel to mod-
ule M, moduleM + 1 is usedasthe sharednodule,andthe parameteip controlsthe mix
of operationgperformedby thetraversals.

Thetop-level executionof our futures-enable®O7 benchmarloperatesasshovn in
Figure5.11(b).It performsl benchmarkterations eachbenchmarkterationcomprisesv
futures,eachof which performsa setof traversalsoperatingon a distinct privatemodule
m, moduleM + 1 is usedasthe sharedmodule,andthe parameteip controlsthe mix of
operationgperformedoy thetraversals.

We seedthe traversalswith the samerandomseedin boththe sequentiabndfutures-

enabledxecutionsof thebenchmarksuchthatbothversiongerformidenticalworkloads.

5.4.3 Results

We presentesultsfor the Java Grandebenchmarksrst, to indicatethebehaior of fu-
turesunderidealcircumstancesO0O7is moredemandingbut alsomoretunable yevealing
theunderlyingperformanceharacteristicef ourimplementation.

Jara Granderesults

Figure5.12reportstheelapsedime for executionof thefuture-enabledersionsof the

Java Grandebenchmarksnormalizedagainstthe averageelapsedime for executionof

for i =1; 1 <=1, i++) f

for i =1; 1 <=1, i+t for (m=1; m<=M; m++)
for (m=1; m<= M; m++) flm] = future(traversals(m,p));
traversals(m,p); for (m=1; m<= M; m++)
flm].get();
g
(a) SequentiaDO7benchmark (b) ParallelOO7benchmark

Figure5.11. Top-level loop of the OO7benchmark
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theunmodi ed sequentiabenchmarksunningon the unmodi ed JikesRVM. Timesare
arithmeticmeansof the 5 hot runsof eachbenchmarkplottedwith 90%con denceinter-
vals. Recallthatwe parallelizethebenchmarksisingfour futuresrunningconcurrentlyon
four CPUs. Thus,obsene thatspeedupsangefrom perfect(or evenslightly supetlinear
—4 for series ), to alittle lessthan2 speedugor crypt . We believe thatthe reason
for thesuperlinearspeedugor series is dueto improvedlocality asaresultof thearray

partitioning.

OO7results

We reportresultsfor two basicversionsof OO7, onefor a databaseontainingonly
2 (M = 1) modulesandonefor a databaseomprising5 (M = 4) modules. Again, we
comparethe future-enablegbarallelversionsagainstthe sequentialersionof the bench-
mark. We vary theratio of writesto readsperformedwithin eachsetof traversalsas4%,
8%, 16% and 32% writes (96%, 92%, 84%, and 68% reads respectrely), in an attempt
to modelworkloadswith mutationratesrangingfrom low to moderate We alsovary the

ratio of shared/pnateaccesse®r eachmix of reads/writes0%, 50%and100%. Thus,
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Figure5.14.007with 1 future: versionscreatedperiteration

for 4% writes, 50% shareda setof 100 traversalswill on averageperform?2 read-write
traversalso shareddata,2 read-writetraversalsto privatedata,48 read-onlytraversalson
shareddata,and48 read-onlytraversalson privatedata.

With just2 (M = 1) modulesboththe original andfuture-enabledersionsareinher
ently sequentialsincethedegreeof future-enablegarallelismis equalto M for adatabase
containingM + 1 modules.Moreover becausenly onefuture is ever active, revocation
cannotoccur Thus,thecomparisorfor M = 1 yieldsa measuref the fundamentabver-
headsn our systemfor creatingandclaiming futures(andindirectly the effectivenessof
our context-cachingmechanisms)or the readandwrite barriersusedto track accesses,
andfor versioning. The elapsedime results,normalizedagainstthe sequentiaversion

runningon the unmodi ed JikesRVM, arepresentedn Figure5.13. Thesereveala per
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futureperformancdit of 8-12%for 4% writes. As write ratiosincreasewe seeoverheads
of 15-20%for the 32%write ratio. Figure5.14graphshe numberof versionscreatedoer

benchmarkteration,shaving thatthe numberof versionscreatedncreasesvith sharing

andthewrite ratio.

Of coursefor morefutures,this performancéiit may cometo dominate.Someof the
overheadesultsfrom thelack of ef cient supporin JikesRVM for cachingof threadstate
(e.g., stacks)from onethreadactivationto another Thus,spavning a future is relatively
expensve. Still, ouroverheadsrelow enougho justify theuseof safefuturesfor arange
of applicationsasthe Java Granderesultsillustrate.

Adding concurreng yields opportunityfor parallelism asillustratedin the resultsfor
OO7usingfour futures,shavn in Figure5.15. With four futuresexecutingin parallelon
four CPUsthereis the possibility of revocation,which we graphin Figure5.16. Without
sharingthereareno revocations.Thusfor the unsharedexecutionswe seeuniform gains
of 52-56%acrosghe rangeof write ratios,asexpected.The performancegainsvary de-
pendingonthecon guration; evenat 32% write ratio with 100%sharingwe still obsene
aperformancéene t of about25% (Figure5.15(d)).In all con gurations,therevocations
seento impactperformanceigni cantly, sincetheirriseis correlatedvith increasedhar
ing, aswell aswrite ratio (seeFigure5.16). Theincreasen versionscreated Figure5.17)
alsoaffectsexecutiontimes— aswrite ratiosincreaseglapsedimesin Figure5.15also
increaseslightly evenfor con gurationswhereno revocationsareobsened.

The costof creatingversionsconstitutegart of the “base” overheadcommonacross
all con gurations,thoughclearly non-eistentin the sequentialersionof the benchmark.
Anotherlarge baseoverheadresultsfrom executinglarge numbersof readbarriers. We
obsenre on average63 million readbarriers(30 million for objects,18 million for arrays
and15 million for staticvariables)perbenchmarkteration(thesenumbersemainmuch
thesameacrossall con gurations).Thisindicateghatour initial decisionto minimizethe
numberof barriersby insertingthemonly at referencdoadswas prescient.We alsoob-
senealargenumberof write barriers- 16 million onaverageperbenchmarkteration(6.5

million for objects,9.5 million for arrays,anda negligible numberfor staticvariables).
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The numberof write barriersfor objectsincreasessthe numberof writesto sharedob-

jectsgrows acrosdifferentcon gurations. We are particularlypenalizedby the number



85

of staticvariableaccesse$or this implementatiorof OO7, which usesthemto capture
thetraversalparametersln general staticanalysesuchasescapeanalysiscould bevery
helpfulin optimizingaway unnecessariparrieroverheadg9, 10,14]. We note,however,
thatfor OO7 suchanalysesare unlikely to have muchimpact, becauseall futuresoper
ateover asinglerecursvely-de neddatastructure.Nonethelessvenwithoutthebene t
of advancedcompiler optimizations,the performanceof our implementationusing just

run-timeoptimizationss encouraging.

5.5 RelatedwWork

The semanticf futures[18,19] andtheir implementation{36,44] have beenwell-
studiedin the contet of functionallanguages.However, from the point of view of the
work presentedn this thesis,the mostinterestingresearchefforts in this areaconcern
applicationof futuresin the context of imperatve programmindanguages.

Promised41] areavariantof futuresfor a staticallytypedlanguageArgus[40]. They
are usedto implementasynchronousemotemethodcalls. Futures,in their original in-
terpretationareexpressiorannotationghatmay or may not be takeninto accountoy the
run-timesystem.As a result,theresultof their evaluationmay be eitherthe placeholder
for theactualvalue(if therun-timesystemevaluategsheexpressiorasynchronouslyyrthe
valueitself (if evaluationis synchronous)Promisesarestronglytypedandthe operation
of claiming a promiseis madeexplicit, which avoids ary run-time checkto distinguish
the differenttypesof returnedvalues. Making the claim operationexplicit also allows
cornvenienthandlingof run-timeexceptionsandproblemgrelatedto the distributedsetting
(e.g., nodefailures).

More recently Pratikakiset al. [48] presenta staticanalysisto allow Java programs
to usefutureswithout requiringwholesalechangedo the programto satisfytyperestric-
tions. Their analysistrackshow anobjectrepresenting future o wsthrougha program,
andinjectscoercionghatperformaclaimoperatiorontheobjectat pointswherethevalue

yieldedby the future, ratherthanthe objectrepresentinghe future,is required.Theanal-
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ysisusesqguali er inferenceto track how futuresareused.Our goalsaresimilar in spirit
to theirwork in thatbothattemptto treatfuturesasatransparentoncurreng mechanism.
However, unlike our designandimplementationPratikakisetal. make no guaranteethat
theevaluationof afuturedoesnotintroducebehaior inconsistenwith thesequentiapro-
gramfrom which it wasderived. Althoughwe expectthatfuturesareprimarily usefulfor
spavning concurrentasksthatexhibit relatively little to modestsharing it is nonetheless
critical thatsafetyviolationsbe detectedvhenthey do occur

Safefuturesarea mechanisnallowing relatively straightforvardparallelizationof se-
guentialdavaprograms.TheParaTranproject[35] wasanattemptto achieve similar goals
for sequentialisp programsn the presencef side-efects. A sequentialisp programis
dividedinto tasksthatcanbe executedconcurrentlyusinga compile-timeanalysis.Like
our implementationof safefutures,ParaTran usesoptimistic concurreng control tech-
niquesto monitordataaccesseperformedoy concurrentlyexecutingtasksandto revoke
fragmentsof computatiorafterdetectingviolationsof the (logical) serialexecutionordet
To the bestof our knowledgehowever, ParaTran hasnever beenimplementedo run on
areal systemandthe availablesimulationresultsdo not includeall the potentialcostsof
suchanimplementationOneof the majorgoalsof our work wasathoroughperformance
evaluationof animplementatiorbasedn a realisticlanguagesxecutionervironment.

Anotherapproacho parallelizingsequentiaprogramsn the presencef side-efects
hasbeenexploredin the context of the Jadeprogrammindganguagg50]. Jadeis a high-
level, implicitly parallellanguagedesignedo exploit coarse-grainedoncurreny. It has
beenimplementedn awide variety of platforms,rangingfrom sharednemorymultipro-
cessomachinedo loosely couplednetworks of workstationsusingmessage-passindt
hasbeenprovento beeffectivein parallelizingsequentiaprogramgqupto linearspeedups
have beenachiered).

Jadeprovidesa programmemvith an abstractiorof both singleaddresspaceandse-
rial semanticsin orderto parallelizea sequentiaprogram the programmemustdelimit
codefragmentgqtasks)thatcanbe executedconcurrentlyandexplicitly specifyinvariants

describinghow differenttasksaccesshareddata. The run-timesystemis thenresponsi-
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ble for exploiting available concurreng andverifying dataaccessnvariantsin orderto
presere the semantic®f the serialprogram.Violationsof dataaccessnvariantsresultin
run-timeerrors.

Themostrecentapproachio automatigoarallelizationof sequentialaza programshas
beendevelopedby Garciaet al. [49]. Their Mitosis compilerenablesautomaticextrac-
tion of thread-leel parallelismthroughspeculatre executionof threads. Their system
estimateshbasedon the cost-bene tmodel,whetherspavning of a new speculatre thread
hasthe potentialto improve overall run-timeperformance Spavning of athreadconsists
of two separat@perations:a spawningpoint (SP) anda control quasi-independerioint
(CQIP). TheSPidenti es thepointwherespeculatrethreads createcandthe CQIPiden-
ti es thepointwhenspeculatre threadstartsexecuting.Correctnessf thethreads execu-
tion afterthe CQIPreliesontheprocessorstate(memoryandregistervalues)atthe CQIP
beingcorrectlypredicted.This predictionis encapsulatedithing a pre-computatiorslice
(p-slice, computedoy the compiler Mispredictionsarehandledoy the existing hardware.
Performancesvaluationof the Mitosis compilerarchitecturg(usedto parallelizeseveral

sequentiabenchmark$rom the Oldensuite)shavs anaveragespeedumf over 100%.

5.6 Conclusions

In this chapteywe have describechow optimistictransactionganbe usedto support
safefuturesin Java. Futuresprovide a simpleandintuitive API for concurrenfrogram-
mingthatallowsaconcurrenprogramto beconstructeaftenthroughonly asmallrewrite
of asequentiabne.Unfortunately futuresascurrentlyspeci edin Javaarenottreatedas
asemanticallytransparenannotationthussigni cantly wealeningtheir utility. Program-
merswho usefuturesmustreasoraboutthe subtleinteractionsamongfuture-encapsulated
computationsin muchthe sameway they mustreasoraboutthe interactionof threadsn
a typical multi-threadedlava program. Safefuturesobviate the needfor suchreasoning
by guaranteeinghattheirinjectioninto a sequentiaprogramdoesnotaltertheobsenable

behaior of the program.Furthermorethe costof providing this addedevel of safetyis
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not prohibitive. The evaluationof our implementatiorindicatesthat safefuturescanbe
usedto exploit concurreng even for applicationswith modestmutationrateson shared

data.
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6 TRANSACTIONAL MONITORS

Programmerslevelopingconcurrentapplicationsoftenreasoraboutsafetyof concurrent
executionin termsof suchhigh level propertiesasisolation and atomicity. It hasbeen
widely recognizedhatit is dif cult to expressand enforcethesepropertiesusinglow-
level mechanismsuchasmutualexclusionsynchronizationWe have discussedhe most
commonproblemgrelatedto usingmutualexclusionin Sectionl.1.

Recenfproposalgecognizethatsuchhigh level propertiescanbe enforcedoy concur
reng/ controlmechanismsghatavoid the problemsof locking, by transplantinghotionsof
transactionso the programmindanguagecontet [27,30,56]. Thesemechanismgnsure
atomicityandisolationof operationgperformedwithin atransactionyhile enhancingon-
curreny by permittingthe operation®f differenttransactionso beinterleavedaslong as
theresultingschedulés serializable Atomicity is a powerful abstractionpermittingpro-
grammerdo moreeasilyreasonaboutthe effects of concurrenfprogramsindependently
of arbitraryinterleavings. Thereis comprehensie empiricalevidencethat programmers
almostalways use mutual-exclusionlocks to enforcepropertiesof atomicity andisola-
tion [20]. Thus, makingtransaction-like concurreng abstractionsvailableto program-
mersis generatingntenseinterest.

Neverthelesslock-basegrogramsareunlikely to disappeaary time soon.Certainly
thereis muchlegag/ code (including widespreadiuse of standardibraries)that utilizes
mutual-exclusionlocks. Moreover, locksareextremelyef cient whencontentiorfor them
is low —in mary casesacquiring/releasingnuncontendedbck is ascheapasmodifying
a singlememoryword usingan atomiccompare-and-sap operation.In contrasttrans-
actionalconcurreng controlprotocolsrequiremuchmorecomplicatedrackingof opera-
tions performedwithin thetransactioraswell asvalidationof thoseoperationdeforethe
transactioncancommit. Given that transaction-baseschemesmposesuchoverheads,

mary programmersvill continueto programusingexclusionlocks, especiallywhenthe
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likelihood of contentionis low. The adwantagesf transactionakxecutionaccrueonly
when contentionwould otherwiseimpedeconcurreng and serializability violations are
low.

Thesetrade-ofs amguefor consideratiorof a hybrid approachywhereexisting concur
reng/ abstractionsisedto enforceatomicityandisolation,suchasJava's monitors,canbe
implementedy eitherlocksor transactionsln fact,from aprogrammess perspectieit is
irrelevantwhetherthreadsenteringa monitor acquirea mutual-exclusionlock or execute
transactionallyso long asthe language-de nedoropertiesof the monitor are enforced.
Dynamicallychoosingwhich style of executionto usebasedon the obsened contention
for the monitor permitsthe bestof bothwaorlds: low-costlocking whencontentionis low,
andimprovedconcurreng usingtransactionsvhenmultiple threadsattempto simultane-
ouslyexecutewithin the monitor.

Complicatingthis situationis the issueof nesting,which posesboth semanticand
implementatiordif culties. Theclosednestedransactioomodel[45] representthepurest
expressionof nestedtransactiongor preservingatomicity andisolation. In this model,
whenaninnertransactiorcommits,isolationsemanticdor transactionsnandatethatits
effectsarenotglobally visible until theoutermostransactionn whichit runssuccessfully
commits.In contrastJava monitorsexpressedssynchronizednethods/blocksevealall
prior effectsuponexit, evenif thesynchronizeaxecutionis nestednsideanothemonitor.
Obtaininga meaningfulreconciliationof locks with transactionsequiresaddressinghis
issue.

We now proceedto describinghow locks andtransactionsan be reconciledwithin
Java’'s monitor abstraction.Our treatments transpaentto applications:programscon-
tinue to usethe standardlava synchronizatiorprimitivesto expressthe usualconstraints
on concurrentexecutions. A synchronizedblock! may be guardedby a transactional
monitor (implementedusingtransactionamachinery)evenif it waspreviously guarded
by an exclusivemonitor (implementedusing mutual exclusion),andvice versa. Trans-

actional executiondynamicallytogglesback to mutual exclusion wheneer continuing

1A synchronizednethodcanbe expressedisa non-synchronizedhethodwhoseentirebodyis enclosedn
asynchronizedlock.
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transactionaéxecutionbecomesnfeasible suchasat natve methodcalls, whoseeffects,
in generalcannoteundone.In bothcaseshybrid executiondoesnotviolate Javaseman-
tics,andsenesonly to improve performanceWe arguecorrectnessf ourapproachusing
a formal semanticsWe alsodescribedesignandimplementatiorof a Java run-time sup-
portinghybrid-modeexecutionandpresent detailedmplementatiorstudythatquanti es
overheadsnherentwith our approach.

We now proceedo describeaformalsemanticshatde nessafetycriteriaunderwhich
exclusive monitorsandtransactionamonitorscanco-exist. We show that for programs
thatobey standardatomicity properties,Jasza monitorscanberealizedusingeitherof the
concurreng control protocolswith no changein obsenable behaior. In this way, we
resohetheapparentnismatchin thevisibility of theeffectsof Javzamonitorsversusclosed

nestedransactions.

6.1 Semantics

To examinenotionsof safetywith respecto transactionsand mutual exclusion,we
de ne atwo-tieredsemantic$or a simpledynamically-typecall-by valueobjectcalculus
similar to ClassicJava [22] extendedwith threadsand synchronization. The rst tier
describeshow programswritten in this languageare evaluatedto yield a schedulethat
de nes a sequencef possiblethreadinterleasings, and a memory model that re ects
how andwhenupdatego shareddataperformedby onethreadarere ected in another
Thesecondier de nesconstraintsisedto determinevhethera schedulds safebasedon
a speci ¢ interpretationof whatit meansto protectaccesdo shareddata;this tier thus
captureghebehaior of speci ¢ concurreng controlmechanisms.

The syntaxof the languages presentedn Figure 6.1. We take metavariablesL to
rangeover classdeclarationsCto rangeover classnamest to denotethreadidenti ers,
Mto rangeover methodsmto rangeover methodnamesf andx to rangeover elds and
parametersiespectiely, | to rangeoverlocations,andv to rangeover values.We useP

for procesgerms,ande for expressions.
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P = (PjP)j t[e]

L = class Cff My

M = m(X)feg

e = xjl jthis jefjef:=ejem(e

j heie j newC() j spawn(e) j guard (e) feg

Figure6.1. Languagesyntax.

A programde nes a collection of classde nitions, and a collection of processes.
Classesare all uniguely named,and de ne a collection of instance elds andinstance
methodswhich operateover these elds. Every methodconsistsof anexpressiorwhose
valueis returnedastheresultof a call to thatmethod.Every classhasa unique(nullary)
constructorto initialize object elds. Expressionsanreadthe contentsof a eld, store
a new valueinto aninstanceeld, createa nen object, performa methodcall, enforce
sequencingf actions,or guardthe evaluationof a subexpression.

To evaluateaguardexpressiorof theform, guard (e) f e%y, expressiore is rst evalu-
atedto yield alocationl . Wereferto| asamonitoranduseit to mediatethe executionof
theguardedexpressiore® Note, thatevaluationof differentexpressionsnaybe mediated
by the samemonitor. If only onethreadatatime is allowedto evaluateary of the expres-
sionsguardedoy the samemonitor, the monitoractsasa mutual-exclusionlock (becomes
an exclusivemonitor). Otherwise,the monitor becomesa transactionalmonitor andis
usedto mediateexecutionof multiple threadsoy enforcingserializabilityof their actions.
In theremainingpartof this sectionwe will discusshow thesetwo typesof monitorscan
transparentlygo-exist within the sameframenork.

The semanticof the calculusis presentedn Figure 6.2 and Figure 6.3. In the fol-
lowing, we useover-barto representl nite orderedsequencefor instancef represents
f1f,:::f,. Thetermaa denotesheextensionof thesequenca with asingleelemeng,
andaa®denotesequenceoncatenationS.or; denoteghe extensionof scheduleSwith

operationop; . GivenscheduleSandS® wewrite S S°if Sis asubsequencef S
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A valueis eitherthe distinguishedsymbol null , a location, or an objectQI) (an
instanceof classG in which eld f; hasvaluel ;). Programevaluationandschedulecon-
structionis speci ed by areductionrelation,P,D;G S=) P°D°G* Sthatmapsprogram
statedo new programstates.A stateconsistof a collectionof evaluatingprocesse¢P),
athreadstore(D) thatmapsthreaddo their local cacheqrepresentethy s), anda global
store(G). Thislastelementof the programstaterequiresadditionalexplanation. As de-
scribedbelow, updateperformedoy onethreadbecomevisible to otherthreadsasaresult
of guard expressiongeingevaluated. The global storeG is parametrizedy locations
representingnonitorsin orderto allow differentthreadgo obsenre differentvaluesresid-
ing in thesamelocations,dependingon which guard expressiondiave beenevaluatedby
thesethreads.Informally, threadsevaluateexpressionaisingtheir local cachesjoading
and ushing their cachesat synchronizatiorpointsde ned by guard expressions.This
semanticsoughlycorrespondso areleaseonsisteng memorymodelsimilar to the Java
Memory Model [43], describedn Section4.1.2. An auxiliary relation!  is usedto
describereductionstepsperformedby aspeci ¢ threadt usingits own localcaches. Ac-
tionsthatarerecordedy a schedulearethosethatreadandwrite locations,andthosethat
acquireandreleasamonitors,thelattergeneratecdspartof guard expressiorevaluation.

In globalevaluationrulesEL[e] denotesa collectionof processesontaininga process
with threadidenti er t executingexpressiore with context E The expression‘picked”
for evaluationis determinedby the structureof evaluationcontexts. Most of the rules
arestandardholesin contexts canbereplacedoy the valueof the expressiorsubstituted
for the hole. Method invocationbindsthe variablethis to the currentrecever object,
in additionto binding actualsto parametersand evaluateshe methodbody in this aug-
mentedervironment.Readandwrite operationaugmentheschedulen the obviousway.
Constructorapplicationreturnsa referenceo a new objectwhose elds areinitialized to
null .

In orderto spavn a new threadfor evaluationof expressione, we rst associateéhe
new threadwith afreshthreadidenti er, setthethreadslocal cacheto bethecurrentlocal

cacheof its parentandbegin evaluationof e usinganemptycontext.
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Evaluation contexts: Program states:
E = t 2 Td
] HI]lf=e P 2 Process
j Iif:=H] X 2 \Var
i H ]:n{e | 2 Loc
j 'l H ]® v 2 Val = null jQl)jl
j HI],;e s 2 Stoe = Loc! Val
j gquard(H ]) feg D 2 TStoe = Tid! Stoe
G 2 SMap = Loc! Stoe
OP; | _ frd;wtg Tid Loc
oprCl 2 Ops = facqgrelg Tid Loc SMap
Eble] = Pjt[Hell S 2 Sdedule opl j oFCl
L 2 State = Process Stoe Sdedule

Figure6.2. Programstatesandevaluationcontexts.

Let guard (1) f eg be an expressionwhereevaluationof the guardedexpressiore is
mediatedusingmonitor| . Beforeevaluatinge, local cacheof thethreadevaluatingguard
expressiors updatedo loadthe currentcontentof the globalstoreatlocationl . In other
words,globalmemoryis indexed by the setof locationsthatactasmonitors:whenevera
threadattemptgo synchronizeagainsoneof thesemonitors(say | ), thethreadaugments
its local cachewith the storeassociatedavith | in theglobalstore.Theguardedexpression
e is thenevaluatedwith respecto this updateccache Whenthe evaluationcompletesthe
converseoperationis performed:the contentsof the local cacheis ushed to the global
storeindexed by | . Thus, threadsthat synchronizeon differentmonitorswill not have
theirupdatesnadevisible to oneanother To simplify the presentationwe prohibitnested
guard expressiondrom synchronizingon the samereference(l 6Jockse{S;t), where
lockse{S;t) represents setof monitorsacquiredby t in S at the point of the guard

expressiorevaluation).



95

Sequentialevaluation rules:

| OT fresh
s0= s[1 971 QN):T 7! null ] s()=ql® si9=v
L= Siwte 1wt iwie ] © s0=s[1 9071 v]
101,21 = Sirdy | %t | 99
newC();s:S! { 1950 |f;i:=1%s:S1 {1050
class ff 2L s()=qQl9
= Sirdy 1?9
Hies:S! { e5s:S |:fi;s;S!  18%s;S

sh=ql9=v s)=\°
class Cff M2 L m(xX)feg2 M

I:m();s;S! ¢ [Y=mis ; V=de;s; S

Global evaluation rules:

D(t)=-s

e;s:S! ; e8s0

Eblel;D;GS=) Eb[ed;Dft 7! s%;,GS

tOfresh  DV= D[t 7! D(t)]
PO= PjtYe]

E[spawn(e)];D;GS=) Enull ;D°GS

Dt)=s s%=s )
D°= Djt 7! sY
| 6dockse(S;t)
Pjtle;D5Gf =) PY%t[19;DMS
A% G 7! D%t)]

Es[guard (1) fegl;D;GS=) ELfl 9;D?C¥sac! :Lrel®l

Figure6.3. Languagesemantics.

6.1.1 Safety

Evaluationof anexpressiorof theform guard (I ) f eg by threadt resultsin asched-

ule beingaugmentedo recordthe fact that the evaluationof guardedexpressione has
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beenmediatedoy monitorl . Whenevaluationof the guard expressiorstarts,anacquire
operation(acg®l ) is insertednto the scheduleWhenthe evaluationcompletesarelease
operation(rel®l ) is insertednto thescheduldo re ect thatl is nolongerusedasamoni-
tor by t. Theglobalstorerecordedn thescheduleatacquireandreleasgointsis usedto
de ne safetyconditionsfor mutualexclusionandtransactionakxecutionaswe describe
below.

The semanticsnakesno attemptto enforcea particularconcurreng modelon thread
execution.Instead we specifysafetypropertieghatdictatethe legality of aninterlearing
by de ning predicateson schedules. To do so, it is cornvenientto reasonin terms of

regions i.e., subschedulegroducedasaresultof guard expressiorevaluation:
region(9 =S S| S = acl:Lrellg

For ary regionR= acfl :Lrel®l , T(R)=t ,andL(R) = I.
For a schedulgo besafewith respecto a concurreng controlprotocolwhereevalua-
tion of aguardedexpressionis mediatedusingatransactionamonitor, it mustconformto

the notionsof transactionahtomicityandisolation

8R 2 region(S) = acefl :Lrel®

8N;R2region(S); T(N)=T(R=t 8rd¢ 102 &
| =L(N) R=S$N:s% Gl)=s HI)=sO

acghl 69  t61t° s(19=s919

atomiq 9 isolation(S)

Atomicity guaranteesthat the effects of a guardedexpressions evaluationare not
propagatedo otherthreadsuntil the the end of the region containingoperationsof this
expression. Obsene, that our semanticgpropagatesipdatesto the global store at the
endof the region (which is a releaseoperation). Theseupdateshecomevisible to ary

otherthreadthatsubsequentlgxecutesaguard expressiorusingthesamemonitor. Thus,
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effects of evaluatinga guardedexpressionwithin an inner region might becomevisible
to otherthreadsbeforethe endof the enclosingregion. This would however violate our
intuitive notion of atomicity for the enclosingguardedregion, sincepartial effects(i.e.,
resultingfrom evaluationperformedwithin theinnerregion) would becomevisible before
it completesOuratomicityrule thuscaptureghe essencef the closednestedransaction
model: the effectsof aninnertransactiorarevisible to the parent,via thelocal store,but
arepropagatedo otherthreadsonly whenthe outermostransactiorcompletes.

Isolationguaranteethatevaluationof the guardedexpressioris not affectedby oper
ationsof other(concurrentlyexecuting)threadsi.e., valuesobsenedduring evaluationof
the guardedexpressiondo not re ect updategperformedby otherthreads.This property
is enforcedby requiringthatfor every locationreadduring evaluationof the guardedex-
pressionn region R, theglobalstoreassociateavith the monitorguardingthis expression
isnotmodi ed in R. We de ne tsaf€S) (read“transaction-safe”jo holdif atomiqdS) and
isolation(S) hold.

The predicatemsaféS) (read “mutual-exclusion-safe”)speci ed belov de nes the
structureof scheduleghat correspondo an interpretationof monitorsin termsof mu-

tual exclusion:
8R2 region(S); T(R) =t;L(R) = |
acof’gl 6R: t6to
msaféS)

For a schedulgo be safewith respecto a concurreng control protocolusingexclu-
sive monitors,multiple threadscannotbe allowedto concurrentlyevaluatean expression
guardedby the samemonitor. Thusif threadt is evaluatingexpressione guardedby
monitor| , no otherthreadcanattemptto acquirel until t released.

Mutual-exclusion-safetyby itself doesnot guarantedransaction-safetyn the pres-
enceof nesting. One can easily constructan msafeschedulewhereneitheratomic nor
isolation hold. Fortunately programmersalmostalways use mutual exclusionlocks to

enforcepropertiesof atomicityandisolation.We shaw thatin the caseof programswvhere
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mutualexclusionis guaranteedb enforcethesepropertiesbothimplementation®f mon-
itors (transactionabndexclusive) cansafelyandtransparentlyco-exist. Comprehensie
empiricalevidenceproving thatthisis indeedthe casefor mostJava programss provided
in [20]. The notion of atomicity usedin [20] is in fact morerestrictve thanour notion
of safety which would allow an even larger numberof programsto be acceptedy our
semantics.In our case the notion of safetyis re ned by takinginto accountactualdata
acces®perationsnsteadof justthe monitoroperations.

SupposerogramP inducesscheduleSs andtsafd Sp) holds. Now, if msaféSp) also
holds,thenary regionin Sp could beimplementeceithertransactionallyor usingmutual
exclusion. Supposehowever, thatmsaféSp) doesnothold. Thisis clearly possible:con-
sideraninterleaving in which distinctthreadsconcurrentlyevaluateguardedexpressions
protectedby the samemonitor, but the bodiesof the expressionsccesslisjointlocations.

Our soundnestheoremshawvs thatevery suchscheduleanbe permutedo onewhich
satis esbothmsafeandtsafe In otherwords,for every transaction-safechedulethereis
an equivalentschedulghatalsosatis esconstraintsde ning mutualexclusion. Thus,as
long asregionsin a programobey atomicityandisolation,they canbeimplementeceither

usingexclusive or transactionamonitorswithout violating programsemantics.

Theorem6.1.1 (Soundness)

Let
Eble]; Do, Goif =) Eb[I;D;GS

and supposdsafgS) holdsbut msaf¢S) doesnot. Then,there existsa scheduleSy
sud that

Eb[e]; Do; Go;f =)  Ep[l ];Dm; Gw; Su

whee tsafd Sy) andmsaféSy) hold,andin which G= Gy.
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Proof LetR S=acqCl :SO.reItGOI andsupposeansaféS) doesnothold. SincemsaféS)
doesnot hold, theremustbe someR?= acg®1:5%% el suchthatac1 2 S Since
isolation(S) holds, noneof the effects performedby t “while synchronizedn monitor|

arevisible to t. Similarly, sinceatomicity holds, actionsperformedby t within R are
not visible to t%in S Supposethatrel?gof follows R in S. Then, effects of R may
becomevisible to operationsn R% But, thenisolation(R% would not hold. Thus,we can
construct permutedscheduleSy of Sin which ROprecede®R, msaféSy), isolation(Sy),
andatomidqSy) all hold.

6.2 Design

Our designappliesthe semanticgor guard expressiongo Jasza monitorsto allow co-
existenceof bothtransactionaandexclusive monitorswithin the samesystem.It should
beallowedfor differentsynchronizedblocksto be protectedy eitheratransactionaton-
itor or an exclusive monitor, without changingexecutionsemanticof a program. The
sameargumentsappliesto synchronizeanethods.Themodi cationsnecessaryo support
this hybrid approachshouldnot leadto performancelegradationin the commoncaseof
single-threaded@xecutionof a synchronizedlock (i.e., when monitoris uncontended),
andshouldleadto notableperformancemprovementsn the casewhenmultiple threads
attemptto acquirethe samemonitor simultaneouslyi.e., when monitor is contended).
Also, the runtimesystemshouldbe equippedwith a mechanisnto determinewhetherto
executea given monitor transactionallyor exclusively: mutualexclusionshouldbe used
whena monitoris uncontendedyransactionshouldbe usedonly whencontentionis de-
tected.

Synchronizatiortechniquesusing exclusive monitorshave beenthoroughlyinvesti-
gated.Furthermorerecentsolutions[3, 5] areoptimizedtowardsthe non-contendedase,
which preciselyful lls ourdesignrequirementBringingtransactionso the programming
languagecontext is somavhat more challengingand doing it ef ciently is still an open

issue.Our solutionusesoptimistictransactionso mediateoperationf differentthreads
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acquiringthe sametransactionamonitor. Alternative designsalongwith motivationbe-
hind the choiceof optimistictransactionsave beendiscussedn Sectionl.2.3.
Ourdiscussiormakesanohviousbut importantassumptiothatwhile any givenmon-
itor canbe at onetime executedtransactionallyandat anothertime exclusively, multiple
threadscannotsimultaneoushacquireit usingdifferentprotocols.A threadthatattempts
to acquirea monitor of onetype (say exclusive) currently held by anotherthread(or
threads)in a differentmode(say transactionalwill be blocked until the monitor s re-

leasedby all its holders.

6.2.1 NestingandDelgyation

SinceJavamonitorssupportnesting transactionamonitorsmustalsosupportesting.
Thereis no conceptualif culty in dealingwith nesting. We have alreadyobsenedthat
for alarge numberof Java programsthe behaior of the synchronizatiorprotocolbased
on closednestedransactionss equivalentto thatof the protocolbasedon mutualexclu-
sion. However, providing supportfor nestingmay poseef ciency challengesinceeach
nestedransactiormustmaintainenoughinformationto guarante@tomicityandisolation
of transactionaéxecution.

Note thatthereis no a priori reasonwhy concurrentdataaccessemustbe mediated
exclusively by the monitor protectingthem. For example,a single global monitor could
concevably be usedto protectall synchronizedlocksin the program. Undertransac-
tional execution,a singleglobal monitor effectively senesto implementtheatomic con-
struct[27], describedn Chapter3. Underexclusive execution,a single global monitor
de nes a globalexclusive lock. The primary reasorwhy applicationschoosenot to me-
diateaccesdo shareddatausinga single monitor is becausef increasedcontentionon
monitoracquisitionandpotentiallyreducedconcurreng. In the caseof mutualexclusion,
agloballock reducesopportunitiesor concurrenexecution. In the caseof transactional
execution, a global monitor would have to potentially mediateaccesse$rom logically

disjointtransactionsandis likely to beinef cient andnon-scalable.
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T | 7 @@

acq(outer) (@) step 1: T sets| (b) step 2: T sets
acq(innen outer 's delegate to | inner 's delegate to
- outer outer
acq(inner)

rel(inner)
eloen
rel(inner)
(c) steps 3-5: dele- | (d) step 6: all dele-

gates remain set de- | gatesarecleared
spitereleaseby T

OO AW N

Figure6.4. Delegationexample

Nonethelesswe canleveragethis obsenationto optimizean importantspeci c case
for transactionamonitors. Considera threadT acquiringmonitor outer and, prior to
releasingouter , acquiringmonitorinner . If no otherthreadsimultaneoushattemptgo
acquiremonitor inner (monitor is uncontended)acquisitionof monitor inner canbe
delegatedto monitorouter . In otherwords,insteadof synchronizingon monitorinner
we canestablishouter asinner 's deleggate and synchronizeon outer . Sincemonitor
inner is uncontendedthereis nothingfor inner to mediate,andno lossof ef ciency
accruedecausef nesting(providedthatthe actof settinga delegateis inexpensve). Of
coursewhenmonitorinner is contendedwe mustensurdhatatomicityandisolationare
appropriatelyenforced.Note thatif inner wasan exclusive monitor, therewould be no
bene tin usingdelegationsinceacquisitionof anuncontendednutual-exclusionmonitor
is alreadyexpectedo have low overhead.

Figure6.4is anillustrationof how the deleggationprotocolworksfor a speci ¢ sched-
ule; for simplicity, we shonv only synchronizatioroperations. The scheduleconsistsof
stepsl through6 enumeratedn the rst column of the table describingthe schedule.
Theright-handsideof Figure6.4 describeghe stateof the (transactionaljnonitors,used
throughoutthe schedulewith respecto delggation. A monitorwhosedelegatehasbeen

setis shadedyrey, anarrav represents referenceo monitor's delegate. We assumehat
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delegatesof both monitor outer andmonitorinner areinitially unset. ThreadT starts
by enteringsynchronizedlock protectedoy monitor outer , creatinga new transaction
whoseaccessearegoingto be mediatedby outer andsettinga delegateof outer to it-
self(steplin Figure6.4(a)). ThenthreadT proceedso enteraninnersynchronizedlock
protectedby monitorinner . Becausaodelgyatefor inner existsandthreadT is already
executingwithin atransaction] setsadelegateof inner to pointto monitorouter (step
2 in Figure6.4(b)). Note thatthe protocolimplementsa closednestedransactiormodel:
effectsof T's executionwithin the synchronizedlock guardedoy monitorinner arenot
madeglobally visible until theexecutionof theoutersynchronizedlockis completgland
its transactiorcommits),sinceit is only monitorouter thatis responsibldor mediating
concurrentaccessesThe delgyatesstay setthroughoutsteps3, 4 and5 (Figure 6.4(b)),
evenafterthreadT, thesetterof bothdeleggatesreleasesnonitorouter . In themeantime
however threadT© attemptsto entera differentsynchronizedlock guardedoy monitor
inner . Thedeleyateof inner is at this point alreadysetto outer andthreadT°starts
its own transactiorwhoseaccessesire going to be mediatedby monitor outer . The
delegatesareclearedonly after transactiorexecutedby threadT © getsterminated(either
committedor aborted)-thereis nomoreusefor thedelegatesatthis point. Notethatsome
precisionis lostin this case:transactionaimeta-datanaintainedoy outer is presumably
greatethanwhatwould be necessaryo simply implementconsisteng checkdor actions
guardedoy inner . However, despitenesting,only onemonitorhasbeenusedto mediate
concurrentdataaccesseand only one setof transactionameta-datehadto be created
(associatedvith monitor outer ). Note, however, thatif actionstakenin steps2 and3
wereperformedn the oppositeorder(i.e., T°would try to acquiremonitorinner before
T), threadT®would try to acquiremonitorinner whosedelgyateis not setat the point
of acquisition. In this casethe protocolwould behae in the sameway as a traditional
implementatiorof the closednestedransactiormodel— two setsof transactionameta-
datawould be created(one for monitor outer andone for monitor inner ) to mediate

concurrentlataaccesses.
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6.2.2 Transaction$o Mutual ExclusionTransition

A systemusingoptimistictransactionsnustincludesupportfor therevocationmech-
anism. Revocationprocedurdypically relieson the ability to undoeffectsof all transac-
tional computation.In realisticscenarioshowever, someactionsarenon-re/ocable(e.g.,
I/0) - their effectscannotbe undone.lt is alsodif cult to predictatthe pointof startinga
new transactionf any non-revocableactionwill becomepartof thistransactiorsinceit is
non-trivial, in generalfo predicttheexactshapeof the call graph.Onesolutionis to abort
andrevoke a transactiorbeforea non-reocableactionis aboutto take placebut, in the
casethe sameexecutionpathis choserafterabort,this couldleadto repeatedpotentially
in nitely) aborts.Our systenutilizesa differentsolution.Becauseave enablecoexistence
of bothtransactionahndexclusive monitors transactionaéxecutioncanattempta transi-
tion to mutual-eclusionright beforeexecutinga non-revocableaction. This way a costly
revocationof transactionamonitorscanbe avoidedandcomputatiormay safelyproceed.
An identicalsolutionis usedto threadnoti cations — modetransitionis attemptedefore
executingwait andnotify actions.

In orderto enablemodetransition,every threadexecutinga synchronizedlock pro-
tectedby a transactionamonitor mustmaintainan ordered(in the orderof acquisition)
list of all innertransactionamonitors. At the transitionpoint a threadmustatomically
leave andsuccessfullicommitall thetransaction# is currentlyexecutingaswell assuc-
cessfullyacquireall monitorsfrom the list in mutual exclusion (turning theminto mu-
tual exclusionmonitors). Successfuhcquisitionof mutual-exclusionmonitorsinvolves
waiting on all threadsholding thesemonitorsto releasethem (and cleanupthe respec-
tive delegates). From the point of a successfutransition, a threadkeepsexecutingin
mutual-exclusionmodeuntil exiting the outermostsynchronizatiorblock. If the transi-
tion is unsuccessfuthetransactionamonitor (alongwith all theinnermonitors)mustbe

revokedandre-executed.
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6.3 Implementation

An efcient implementationof exclusive monitors (i.e., thin-locks [5]) alreadyex-
istsin Jikes RVM. Thereforewe concentrateour descriptionon the implementationof
transactionamonitors. We usetransactionatielegationprotocolto reduceoverheadgor
uncontendednner transactionamonitorsby deplgying nestedtransactionsupportonly
whenabsolutelynecessaryThus,transactionsreleveragednly atthe outermostevel or
in the caseof contendednnermonitors.

Our implementationfollows the three-phaseptimistic approachfor closednested
transactionsWe usetransaction-localperobjectversionsto log shareddataaccessedn
thewrite phasgat committime), the updatesarepropagatedo the sharecheaplazily, us-
ing forwardingpointersasdescribedn Section2.2. In theclosednestedransactioomodel
theeffectsof innertransactiongsrenotvisible until the outermostransactiorcommits.In
otherwords,terminationof aninnertransactiorcanbe deferreduntil the outermostrans-
actionterminates.At this point, the validationphasetakesplaceandall transactionsre
examinedto decideif they shouldcommitor abort. Adoptingthis approactenablesusto
maintainversionsonly per outermostransactiorscope.In the remainderof this section
we discussour stratgyy for detectiorof serializabilityviolations(throughdatadependeng
tracking),oursolutionsfor theautomatiaevocationprocedurendshareddataversioning,
aswell assomeadditionalimplementatiordetails. Supportfor shareddatamanagement
is provided usingreadandwrite barriers(asdescribedn Section2.4) insertedby Jikes

RVM' scompilers.

6.3.1 Dependeng Tracking

The semanticof Java monitorsdictatesthat datadependenciearetracked only be-
tweentransactionsvhoseoperationsaremediatedy thesamedransactionatonitor. Sup-
port for dependeng trackingis basedon the notion of accessmapsdescribedn Sec-
tion 2.3. Eachtransactiorhashests shareddataaccessemto two local maps:areadmap

anda write map. Oncea transactiorcommitsand propagate#s updatesnto the shared
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heapit alsopropagatesformationaboutits own updateso aglobalwrite mapassociated
with themonitor. Othertransactionsvhoseoperationsare mediatedoy the samemonitor
will then, during their validation phase,intersecttheir local read mapswith the global
write mapto determineif the shareddataaccessesauseda violation of serializability
Note however that monitors(andthustransactionsganbe nested.Sinceall transactions
areterminated(andthusvalidated)at the sametime, the local mapscanbe maintained
only peroutermostransactiorscope.ln otherwordsbothlocal mapsbecomeassociated
with athreadwhenstartingthe outermostransactiorandthe associations clearedwhen
the outermostransactiorterminates.However, becausef nesting,theremay exist mul-
tiple global write mapsassociatedvith inner monitors. The validationphasemustthen
checkthe local readmapagainstall the global write maps. In orderto reducethe num-
ber of readbarrierswe apply the optimizationdescribedn Section5.3.1to executeread
barriersonly on referencdoads: objectsreferencedrom the threads stackare pre-read
beforethe acquisitionof a transactionamonitor. This readbarrieroptimizationenables
earlydetectionof serializabilityviolationsasa directresultof conseratively pre-reading

objectsthatareneverread,but only writtento (the detailsaredescribedelow).

6.3.2 Revocation

Our revocationprocedurds identicalto the one usedfor revocablemonitors,asde-
scribedin Section4.2.2,andallows for a transactiornto be abortedat an arbitrary point
duringits execution. The abortis signaledoy throwing the Revokeexception.Undoand
re-executionproceduresreimplementedisinga combinationof bytecodee-writing and
virtual machinemodi cations. EventhoughJava monitorsarelexically scopedijt is nec-
essaryto supporttransactiorabortsat arbitrary pointsto correctly handlenative method

callsaswell aswait andnotify operationsasdescribedn Section6.2.2.
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6.3.3 Versioning

We useshareddataversioningto preventthe effectsof incompletetransactiongrom
beingmadevisibleto otherthreadsuntil they commit. Theimplementatiorof versionings
basednageneraproceduralescribedn Section2.2.2usinglazy propagatiorof updates.

Becauseurarrayversioningproceduras identicalto thatusedfor versioningobjects,
wereferonly to objectsin thefollowing description.Versionsareaccessibléhroughafor-
wardingpointerfrom the original object. We usea “copy-on-write” stratgy for creating
new versions A transactiorcreatesa nenv (uncommittedlversionright beforeperforming
its rst updateandredirectsall subsequentadandwrite operationgo accesshatversion.
It is importantto remembethatin orderto guaranteg¢ransparengall programsexecuted
in our systemmustsatisfycertainsafetypropertiegde nedin Section6.1),similarto the
notionof atomicityasde nedin [21] and[20]. In mostcasesatomicityalsoimpliesrace-
freedom thatis, every accesgo a shareddataitem beingprotectedoy the samemonitor.
As aresult,two writes to the samelocationperformedby two differentthreadsarevery
likely to be protectedby the sametransactionaimonitor— they areautomaticallydetected
asa serializability violation. Becauseof pre-readingoptimizationmentionedabove the
writesarealsotreatedasreadswhich would resultin the sameslot of bothlocal readand
write mapsbeingtaggedandsubsequerdbortof onetransactioruponsuccessfutommit
of theother Thereforepnly the rst transactiorwriting to a givenobjectneeddo create
aversionfor it. Othertransactionsreimmediatelyaborted.

Upon successfutommitof a transactionthe currentversionbecomeshe committed
version and remainsaccessiblesia the forwarding pointerfrom the original object. All
subsequerdccessearere-directedvia the forwardingpointerto the committedversion.
Whenatransactiorabortsall its versionsarediscardedNote thatat mosttwo versionsof
anobjectexist atary giventime: a committedversionandanuncommittedversion.

As notedabove, the readbarriersare only executedon referencdoads. In general,
multiple on-stackreferencesnay end up pointing to differentversionsof the sameob-

ject. This is possible,eventhoughreadbarriersare responsibleor retrieving the most



107

up-to-dateversionof the object,becauseipdateanbe performedconcurrently It is the
responsibilityof the run-time systemto ensurethat the versionof an objectaccessible
throughan on-stackreferences the up-to-date.Thevisibility rulesfor the Jara Memory
Model[43] (describedn Sectior4.1.2)dictatethatat certainsynchronizatiompoints(e.g.,
monitorentry, accesdo volatile variablesgtc) threadsareobligedto have the sameview
of thesharecheap.As aresult,it is legalfor operationsnediatedby a transactionamon-
itor to accesout-datedversionsof objectsuntil sucha synchronizatiorpointis reached.
It is only atthesepointsthatall the referencesesidingon the stackneedto beforwarded
to referto the mostup-to-dateversionsof their respectre objects.Referencdorwarding
is implementedisinga stackinspectionproceduredescribedn Section5.3.3.

In additionto performingreferencdorwardingat synchronizatiorpoints,whenaver-
sionis rst createdby a transactionthe threadcreatingthis versionmust forward all
reference®n its stackto point to the new version. This ensureghat all subsequendc-
cessegby thesamehread)obsene theresultsof theupdate Referencdorwardingis also
usedwhenatransactiorabortsto remove all the newly createdversionsrom the stack.

We now presentan exampleof how thesedifferentimplementatiorfeaturesinteract.

Figure6.6describesctionsconcerningsharedlataversioningandserializabilityviolation

‘ T ‘ TO ‘ TOO
1 | acq(outer)
2 wt(02)
3 acq(inner )
4 wt(ol)
5 acq(outer)
6 acq(inner )
7 rd(ol)
8 | rel(outer)
9 rel(inner )
10 rd(ol)
11 rel(inner )
12 rel(outer)

Figure6.5. A non-serializableschedule.
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Figure6.6. A non-serializablexecution.

detectionperformedby threadsT, T%and T %%xecutingthe scheduleshovn in Figure6.5.
The diagramin Figure 6.6(a)representshe initial state,beforeary threadshave started
executing. Wavy lines representhreads,and circlesrepresenbbjectsol ando2. The
objectshave not yet beenversioned- they areshadedyrey becauset the momentthey
containthe mostup-to-datevalues. The larger box (openat the bottom) representshe
scopeof transactionamonitor outer , the smallerbox (openat the top) representshe
scopeof transactionamonitorinner . Both the global write map (GW) associateavith
the monitor andthe local maps(write map LW andreadmapLR) associatedvith each
threadhave threeslots. Mapsthat belongto a giventhreadare locatedabove the wavy
line representinghis thread .We assumehataccesse® objectol hashto the rst slot of
every mapandaccesse® objecto2 hashto the secondslot of every map

The executionbeginswith threadsT andT %startingto run transactionsvhoseopera-

tionsaremediatedusingmonitorsouter andinner (respectrely) andperformingupdates
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to objectso2 andol (respectiely), aspresentedn Figure 6.6(b). Updatingobjectsin-
volvesversioncreation(o2v becomes new versionof objecto2 andolv becomes nev
versionof objectol) andtaggingof thelocalwrite maps.ThreadT tagsthe secondslot of
its local write mapsinceit modi es objecto2, whereaghreadT ®%agsthe rst slot of its
local write mapsinceit modi es objectol. On Figure6.6(c)threadT Ostartsexecuting:it
startsrunningthe outermostransactiorwhoseoperationgaremediatedy monitorouter ,
its innertransactiorwhoseoperationsaremediatedoy monitorinner andperformsaread
of objectol (readingan objectinvolvestaggingthreads local readmap). In the next di-
agram(Figure 6.6(d)), transactiorexecutedby thread T “Pattemptsa commit. Sinceno
writes by othertransactionsnediatecby monitorinner have beenperformedcommitis
successfulolv becomeghe committedversion,contentsof the local write mapassoci-
atedwith T%s transferedo inner 's globalwrite mapandthelocal write mapis cleared.
Similarly, on Figure6.6(e),transactiorexecutedby threadT commitssuccessfully:02v
becomes committedversionandthelocal write mapis clearedafterits contentdhasbeen
transferedo theglobalwrite mapassociateavith monitorouter . OnFigure6.6(f) thread
TOproceeddo againreadobjectol andthento commitits transactiongboth inner and
outer). However, becausea nev committedversionof objectol hasbeencreated,0olv
is readby TP insteadof the original object. When attemptingto commit both its inner
andthe outertransactionsthread T ? mustintersectits local readmapwith global maps
associatedavith both monitor outer andmonitorinner . The rst intersectionis empty
(no writes performedin the scopeof monitor outer could compromisereadsperformed
by T9, theseconchoweveris not— bothtransactionexecutedoy T°mustbethenaborted

andre-executed.

6.3.4 HeaderCompression

For performancewe needefcient accesgo several items of meta-dataassociated
with eachobject (e.g., versionsand their identities, delegates,accessmapsassociated

with objectsrepresentingnonitors,etc). At the sametime, we mustkeepoverheadgo a
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minimumwhentransactiongarenotused.Thesimplestsolutionis to extendobjectheaders
to associatehe necessaryneta-dataOur transactionaimeta-dataequiresup to four 32-
bit words. Unfortunately our virtual machineplatform doesnot supportvariableheader
sizesandextendingthe headerof eachobjectby four wordshasseriousimplicationsfor
spaceand performancegven in the caseof non-transactionaéxecution. On the other
handkeepingmeta-datd'on the side” (e.g., in a hashtable),alsoresultsin a signi cant
performancadit.

We thereforeimplementa compromise. The headerof every objectis extendedby
a singledescriptorword thatis lazily populatedwvhen meta-dataneedsto be associated
with theobject.If anobjectis neveraccesseih atransactionatontet, its descriptomord
remainseempty Becausevritesaremuchlesscommonthanreadswe treattheinformation
neededor readsasthe commoncase.The rst transactionateadwill placethe object's
identity hash-codén thedescriptor(therun-timegenerategs own hash-codet improve
datadistribution in accessmaps). If additionalmeta-dataneedsto be associatedvith
the object(e.g., a new versionon write) thenthe descriptorword is overwrittenwith a
referencdo a new descriptorobjectcontainingall the necessaryneta-datdgincludingthe
hash-coderiginally storedin thedescriptomord). We discriminatethesetwo casesising

thelow-orderbit of the descriptomword.

6.3.5 CodeDuplication

Transactionabupport(e.g., readand write barriers)is requiredonly when a thread
decidesto executea given monitor transactionally However, it is dif cult to determine
if a particularmethodis goingto be usedin a non-transactionatontect only. To avoid
unnecessargverheadsluring non-transactionaxecution,we usebytecoderewriting to
duplicatethecodeof all (userlevel) methodsactuallybeingexecutedoy theprogram.Ev-
ery methodcanthenbe compiledin two versions:onethatembeddransactionatupport
(transactionainethodsjpndonethatdoesnot (non-transactionahethods).Thisallowsthe

run-timesystemto dynamicallybuild a call chainconsistingentirely of non-transactional
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methodsfor non-transactionatxecution. Unfortunately becausef our choiceto access
mostup-to-dateversionsof objectsthroughforwarding pointers,we cannotfully elimi-
natereadbarriersevenin non-transactionahethods We canhowever eliminateall write
barriersandmale the non-transactionakadbarriersvery fastin the commoncase- they
needsimply differentiateobjectsthathave never beenaccessetransactionallyfrom those
thathave. In additionto theusualreferencdoad,suchbarriersconsistonly of anull check,
onecondition,andoneload. Theseinstructionsverify thatthe descriptorword is empty
indicatingthat the objecthasnever beenaccessedransactionallyandthusno alternate

versionhasever beencreated.

6.3.6 TriggeringTransactionaExecution

Our implementatiormust be ableto determinewhetherto executea given monitor
transactionallyor exclusively. We usea very light-weightheuristicto detectmonitorcon-
tentionandtriggertransactionaéxecutiononly for contendednonitors. The rst thread
to entera monitor alwaysexecuteshe monitorexclusively. It is only afterathin mutual-
exclusionlockis “in ated” by beingturnedinto afatlock (on contendedcquisitionof the
lock) thatthe monitorin questionis assertedo be contendedAll threadsqueuedvaiting
for the monitor will thenexecutetransactionallyoncethe currently executing(locking)
threadexits the monitor. We recognizethattherearemoreadvancedandpotentiallymore
conserative heuristicsthata productionsystemmaywish to use.For example,program-
merannotationsould be providedto markthe concurreng controlmechanisnthatis to
be usedfor differentmonitors. Adaptive solutionsbasedon dynamicpro ling or solu-
tionsutilizing off-line pro les mayalsoprovide morere ned informationonwhento best

executemonitorstransactionally

6.4 ExperimentaEvaluation

Theperformancevaluationof our prototypeimplementations dividedinto two parts.

We usea numberof single-threadedbenchmarkgfrom the SPECjvm98[55] and Java
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Figure6.7. Uncontendeaxecution

Grande[54] suites)to measurghe overhead®of supportinghybrid-modeexecution(e.g.,
compilerinsertedbarriers code-duplicationpbjectlayoutmodi cations,etc) whenmon-
itorsareuncontendedWe alsouseanextendedversionof the OO7objectdatabaséench-
mark[13], to exposethe rangeof performancavhenexecutingunderdifferentlevels of
monitorcontention.We measurehebehaior whenall monitorsareexecutedransaction-
ally andwhenusinga hybrid schemethat executesmonitorstransactionallyonly when
sufcient monitor contentionis detected.Our measurement&eretaken on an 700MHz
Intel Pentiumlll symmetricmulti-processo(SMP)with 2GB of RAM runningLinux ker
nel version2.4.20-31.9smgRedHat9.0). Our implementatiorusesversion2.3.4+CVS
(with 2005/12/0815:01:10UTC timestamp)of JikesRVM for all thecon gurationsused
to take the measurement@nutual-exclusion-only transactions-onlandhybrid). We ran
eachbenchmarlcon gurationin its own invocationof the virtual machine repeatinghe
benchmarksix timesin eachinvocation,anddiscardingthe resultsof the rst iteration,
in which the benchmarkclassesare loadedand compiled,to eliminatethe overheadsof

compilation.
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6.4.1 UncontendedExecution

A summaryof our performancesvaluationresultswhenmonitorsareuncontendeds
presentedn Figure6.7. Our currentprototypeimplementations restrictedto running
bytecodesompiledwith delugginginformationfor local variables;this informationis
neededy the bytecodeaewriter for generatingodeto storeandrestordocal statein case
of abort. Therefore,we canonly obtainresultsfor those SPECjvm98benchmarkdor
which sourcecodeis available.

In Figure6.7(a)we reporttotal summaryoverheadgor a con guration thatsupports
hybrid-modeexecution. The overheadsare reportedas a percentagevith respectto a
“clean” build of the“vanilla” unmodi ed JikesRVM. The averageoverheads ontheor-
der of 7%, with a large portion of the performancedegradationattributedto execution
of the compilerinsertedbarriers,asdescribedelon. Figure6.7(b)revealshow different
mechanisméor transactionaéxecutionaffect performancen theuncontendedase.The
bottomof every bar representshe effect of extendingthe headerof every objectby one
word (asnheededo supporttransaction-relatepheta-data) The middle of every barrepre-
sentghecostof all othersystenmodi cations,excludingcompilerinsertedbarriers? The
top barcaptureoverheadrom executionof the barriersthemseles(mostlyreadbarriers
but alsobarrierson staticvariableaccesses).

Obsene that changingthe object layout can by itself have a signi cant impacton
performanceln mostcasesthe versionof the systemwith larger objectheadersndeed
inducesoverhead®ver the cleanbuild of JikesRVM, but in somesituations(e.g., FFTor
Series), its performancectuallyimprovesover the cleanbuild by a signi cant amount;
variationsin cachefootprint is the mostlikely cause. The performancempactof the
compilerinsertedbarriersis alsoclearly noticeable gspeciallyin the caseof benchmarks
from the SPECjvm98suite. Whendiscountingoverheadselatedto the executionof the
barriers,the averageoverheadwith respectto the cleanbuild of JikesRVM dropsto a

little over 1% on average. This resultis consistenwith thatreportedby Blackkurn and

2Themeasurementseretakenafterarti cially removing compilekinsertedbarriersfrom the“full” version
of thesystem Naturally our systemcannotfunctionwithout barriers.
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Table6.1
Componenbrganizationof the OO7 benchmark
Component Number
Modules 1
Assembl